
   

Copyright  and  Reuse:  Copyright  and  Moral  Rights  remain  with  the  author(s)  and/or

copyright  holders.  Copies  of  full  items  can  be  used  for  personal  research  or  study,

educational, or not-for-profit purposes without prior permission or charge, unless otherwise

indicated,  provided  that  the  authors,  title  and  full  bibliographic  details  are  credited,  a

hyperlink and/or URL is given for the original metadata page and the content is not changed

in any way. For full details of reuse please refer to City Research Online policy.

City Research Online:            http://openaccess.city.ac.uk/            publications@citystgeorges.ac.uk

Citation:  Izady, N., Savin, S. & Zanjirani Farahani, R. (2026). Preparing for the 
Next Health Emergency: The Effect of Facility Specialization in Concurrent 
Management of Pandemic and Non-Pandemic Demand. Manufacturing & Service 
Operations Management, 

This is the accepted version of the paper.

This version of the publication may differ from the final published version. To cite 
this item please consult the publisher's version.

Permanent repository link: https://openaccess.city.ac.uk/id/eprint/37926/

 

City Research Online
City St George’s, University of London

https://openaccess.city.ac.uk/policies.html
mailto:publications@citystgeorges.ac.uk
http://openaccess.city.ac.uk/


http://pubsonline.informs.org/journal/msom

Submitted to Manufacturing & Service Operations Management

MANUFACTURING & SERVICE OPERATIONS MANAGEMENT
Vol. 00, No. 0, Xxxxx 0000, pp. 000–000

ISSN 1523-4614, EISSN 1526-5498

Preparing for the Next Health Emergency: The
Effect of Facility Specialization in Concurrent
Management of Pandemic and Non-Pandemic
Demand
(Authors’ names blinded for peer review)

Authors are encouraged to submit new

papers to INFORMS journals by means

of a style file template, which includes

the journal title. However, use of a tem-

plate does not certify that the paper

has been accepted for publication in

the named journal. INFORMS journal

templates are for the exclusive purpose

of submitting to an INFORMS journal

and are not intended to be a true repre-

sentation of the article’s final published

form. Use of this template to distribute

papers in print or online or to submit

papers to another non-INFORM publi-

cation is prohibited.

Abstract. Problem Definition: We investigate how a network of healthcare facili-

ties should manage non-pandemic and pandemic demand, asking whether each facil-

ity must operate in a specialized (i.e., treating a single patient type) or a general-

ized (i.e., treating both patient types) mode. Given the many drivers of the special-

ization–generalization decision, we focus on the value that specialization can create

by reducing mix-variability in lengths of stay and limiting the scope and intensity

of infection prevention measures. Methodology/results: We develop two optimiza-

tion models that minimize the sum of patient waiting costs and facility infection-

mitigation costs under a static demand allocation policy. We provide an analytical

characterization of the optimal allocation when facilities’ bed capacities are equal,

and a highly effective heuristic when they are not. These results suggest that the opti-

mal configuration contains at most one generalized facility. We also propose a sim-

ple expression that yields a conservative lower bound on the value of specialization,

defined as the reduction in total cost when adopting the specialization-based config-

urations produced by our models instead of a configuration with all facilities being

generalized. Managerial Implications: For length-of-stay parameters from the first

COVID-19 waves in England and the Netherlands, this lower bound equals 6.5%

and 21.2%, respectively. However, the actual performance gap could be substantially

larger depending on infection mitigation costs and capacity imbalances, indicating

a considerable potential value of facility specialization. For the special case of two

equal-capacity facilities, we also show that a virtual pooling policy, as a representative

dynamic policy, yields substantial savings over the best static policy only at very high

traffic intensities; at lower intensities, static allocation can perform better. Finally, we

show that adopting optimal static allocation policies can substantially reduce costs of

a network facing an imminent pandemic by proposing a supply-demand management

framework that combines capacity expansion with optimal demand allocation.

Key words: Healthcare Network; Service Configuration; Mix-variability;

Infection Mitigation.
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1. Introduction
During the onset of the COVID-19 pandemic in England, the University Hospitals Bristol and Weston

(UHBW) Foundation Trust conducted a strategic discussion on allocating the intensive care capacity of the

trust among critically-ill COVID-19 and non-COVID-19 patients. UHBW is one of the 142 “acute” trusts

providing secondary and tertiary care under England’s National Health Service (NHS). At the time, UHBW

had two major intensive care facilities, one located at the Bristol Royal Infirmary and the other at the Bristol

Heart Institute, with an overall capacity of 60 beds. Two potential patient care configurations were discussed

at UHBW: a fully mixed configuration involving two generalized facilities, each providing care for both

patient types, and a fully dedicated configuration involving two specialized facilities, each providing care

for one patient type. Our research question is how these two configurations compare in patient waiting time

and the extent and scope of infection prevention measures, and whether any alternative configuration could

outperform both. In a broader sense, we investigate the optimal allocation of mixed patient demand for a

multi-hospital network (MHN) during a pandemic. The answer to our research question holds significant

implications for the development of effective pandemic response programs. We illustrate an example of

such implications by proposing an integrated demand-supply management framework. This framework,

designed to operate without precise knowledge of the pandemic workload, identifies the optimal capacity

expansion required for a hospital network facing the imminent threat of a pandemic.

To address our research question, we consider an existing network of facilities providing care for pan-

demic (“p”) and non-pandemic (“n”) patients in a population region. Note that we classify any patient

requiring admission due to a pandemic-related illness as a pandemic patient, acknowledging the possibility

of co-existing medical conditions in the patient’s profile. We assume that patient care is provided by the

homogeneous, interchangeable care capacity at each facility and use the term “bed” to designate a unit of

this capacity.

We adopt the perspective of a health authority that aims to determine the fraction of demand for each

patient type to route to each facility. This “static” demand allocation pre-allocates arrivals independently of

the instantaneous system state. The alternative is dynamic allocation, where routing adapts to the current

number of patients in each facility. Although dynamic policies can be more efficient, static allocations are

pervasive in practice because they are simple to implement, require no real-time data sharing, and are easier

to govern and audit. Consistent with this practice, many healthcare operations studies consider a static

allocation of demand (e.g., Chao et al. 2003, Samiedaluie and Verter 2019, Liu et al. 2022). In our analysis,

we therefore focus primarily on static allocations but we also benchmark them against a representative

dynamic policy to quantify the value of real-time coordination.

Under static allocation, the demand split determines the demand-supply matching configuration for a net-

work of treatment facilities. For a two-facility network with equal bed capacity, five distinct configurations
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arise (Figure 1, panels (a)–(e)): (a) fully dedicated (two specialized facilities), (b) fully mixed (two gen-

eralized facilities), (c) partially dedicated with one generalized facility and one non-pandemic-specialized

facility, (d) partially dedicated with one generalized facility and one pandemic-specialized facility, and (e)

single-facility (all demand routed to one site). With unequal capacities the symmetry breaks, yielding two

fully dedicated options (which facility treats which patient type), one fully mixed option, four partially

dedicated options (which facility is specialized for which patient type), and two single-facility options. For

comparison with static policies, we also evaluate a dynamic virtual pooling (VP) policy, in which arrivals

join a virtual queue and are assigned, on a first-come, first-served basis, to the first available bed across the

two facilities (Figure 1, panel (f)).

Figure 1 Schematic diagrams of fully dedicated (a), fully mixed (b), partially dedicated with a non-pandemic-

specialized facility (c), partially dedicated with a pandemic-specialized facility (d), and single-

facility (e) configurations for a two-facility network with equal capacities under static allocation.

Panel (f) represents the VP policy.
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The extant literature highlights the trade-offs between specialization and generalization of care facilities.

For example, the broad scope of operations in generalized facilities may result in “economy of scope”

(Panzar and Willig 1981) that can lead to improvements in care quality (Clark and Huckman 2012) and

lower operating costs (Freeman et al. 2021). A generalized ICU can also admit both types of patients directly

from the Emergency Department (ED), eliminating the need for inter-hospital transfers. These transfers

become essential with specialized facilities as pre-hospital triages are imperfect, leading to ED arrivals

including a mix of patient types. Under dynamic allocation, generalization further unlocks pooling benefits

by reducing network-level idle capacity (Izady and Mohamed 2021).

In contrast, specialization enables “focused care,” which may shorten lengths of stay (LOSs) and reduce

mortality rates (KC and Terwiesch 2011). In the context of infectious diseases, specialization will also

reduce in-hospital transmission and the corresponding infection mitigation (IM) costs (Wake et al. 2020).

Another advantage of specialization is that it reduces mix-variability, i.e., the potential increase in service

time variance when patients with different LOS distributions are served by the same resources. Although

the impact of mix-variability has been studied in pooled systems (e.g., van Dijk and van der Sluis 2008),
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it has received far less attention in demand allocation settings. It is well-known that higher service time

variability typically increases waiting time in queuing systems (e.g., Izady 2010).

It is impossible to incorporate all real-life factors influencing the specialization-generalization decision,

as discussed above, into a single model. Instead, we quantify the value that specialization can create through

two mechanisms captured directly in the model, namely reduced mix-variability in LOS and lower IM costs.

This focus may be particularly important during a pandemic, when LOS profiles diverge sharply across

patient cohorts and the costs of preventing in-hospital infection transmission are substantial.

Mix-variability matters because pandemic patients will likely experience a longer and less variable LOS

than non-pandemic patients. For example, an analysis of English acute-trust ICU data obtained from NHS

England as illustrated in Table 1 shows that in the first wave the mean LOS for COVID-19 patients was about

2.3 times that of non-COVID-19 patients, while the squared coefficient of variation (SCV) was roughly 0.42

of that for non-COVID-19 patients. With improvements in treatment knowledge during the second wave,

the mean COVID-19 LOS fell by about one-third (to 1.7 times the non-COVID-19 mean), and the SCV ratio

remained similar. Pooling such heterogeneous cohorts inflates variance, increasing delay for admission.

These delays are clinically consequential: Cardoso et al. (2011) estimate a 1.5% increase in ICU mortality

risk per hour of delay, and Hung et al. (2014) document a sharp rise in mortality once ED patients with

respiratory failure wait beyond four-hours for ICU admission. We reflect the impact of delay on outcomes

by penalizing waiting time for ICU admission.

Table 1 Mean and SCV of LOS for COVID-19 and non-COVID-19 patients admitted to intensive
care units of NHS acute trusts in England during the first wave (Feb 2020 to Aug 2020) and second

wave (Sep 2020 to Jan 2021) of the pandemic.

Patient Type
Wave 1 Wave 2

LOS Mean LOS SCV LOS Mean LOS SCV
Non-COVID-19 4.77 (142, 167,380) 3.88 (142, 167,380) 4.22 (132, 111,695) 2.97 (132,111,695)
COVID-19 11.02 (129, 13,840) 1.64 (129, 13,840) 7.30 (126,18,445) 1.31 (126, 18,445)

The first (second) figure in brackets shows the number of acute trusts (periods of care) based on which the statistics
have been calculated.

IM costs are important because a non-trivial share of infection transmission occurs within hospitals. In

England’s first wave, Knight et al. (2022) estimate that roughly one-fifth of identified hospitalized COVID-

19 cases were hospital-acquired. Mitigating this risk requires targeted infection-prevention and control mea-

sures such as single-room isolation, enhanced ventilation, rigorous environmental cleaning and disinfection,

staff cohorting, and visitor management in facilities that are generalized or pandemic-specialized (NHS

England 2023). In our model, the resources and operational constraints associated with these measures are

captured via the IM costs.

We capture the effects of mix-variability and IM measures via two demand allocation optimization mod-

els that minimize the sum of patient waiting costs and facility IM costs. In the first model, the waiting
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cost equals the mean queue length multiplied by a per-patient per-day waiting penalty, whereas in the sec-

ond model, it equals the average number of patients whose wait exceeds a delay threshold multiplied by a

per-patient delay penalty. We refer to these as Delay-Mean (DM) and Delay-Threshold (DT) formulations.

For DM, we derive closed-form optimal allocations for the special case of two facilities with equal capac-

ities. We then extend the approach to: i) an analytical characterization of optimal allocations under DM

for networks with multiple equal-capacity facilities; ii) an exact numerical algorithm for the two-facility

unequal-capacity case, applicable to both DM and DT; and iii) a heuristic algorithm for the general setting

of DM and DT formulations with multiple unequal-capacity facilities.

We illustrate the DM results for a two-facility network in Figure 2, plotting the optimal configuration as

a function of the daily arrival rates of pandemic and non-pandemic patients, λp and λn, using the first-wave

LOS figures in Table 1. We use a normalized delay cost of 2.0 units per patient-day of delay and IM cost

of 1.5 units per bed-day for generalized and pandemic-specialized facilities. The left-hand panel (equal

capacities) follows from our closed-form analysis whereas the right-hand panel (unequal capacities) uses

our numerical algorithm. Across the entire stability region in (λp, λn), the optimum is either fully dedicated

or partially dedicated, i.e., at most one facility is generalized. We prove this “at-most-one-generalized”

property for any number of facilities with equal capacities. For unequal capacities, it remains a conjecture,

albeit supported by all our numerical experiments.

Figure 2 The optimal configuration as a function of λp and λn for a network of two 30-bed facilities (a), and

a network of two facilities with 40 and 20 beds (b). The partially dedicated configuration with a

pandemic (non-pandemic) specialized facility is optimal in the region shaded in light (dark) grey.

In contrast, the fully dedicated configuration is optimal in the white region.

(a) (b)

We use DM and DT results to assess the Value of Specialization (VoS), defined as the reduction in total

cost when the network adopts specialization-based (fully or partially dedicated) configurations instead of
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a fully mixed configuration with balanced allocation (demand split in proportion to capacity). VoS isolates

the specialization benefits of lower mix-variability and IM costs, enabling practitioners to weigh these

against drawbacks not captured in our model (e.g., higher transfer costs). Using our closed-form DM results

for two equal-capacity facilities, we derive an expression for the maximum VoS under heavy traffic that

is independent of the cost parameters and bed counts. As traffic intensity decreases, the maximum VoS

rises, approaching a light-traffic limit that depends only on the cost parameters. For the scenario in panel

(a) of Figure 2, these heavy- and light-traffic maxima are 6.5% and 50.0%, respectively. Our numerical

experiments further show that, with equal capacities, the heavy-traffic maximum is independent of the

number of facilities and increases with greater divergence in pandemic and non-pandemic LOS profiles.

With unequal capacities, the heavy-traffic maximum is always larger than the corresponding equal-capacity

value, and, under DM formulation, it grows with capacity imbalance; for the scenarios in panel (b) in

Figure 2, it equals 12.3% and reaches 33.5% when one facility has 55 beds and the other 5. Taken together,

these results indicate that specialization can deliver sizeable benefits relative to fully mixed designs.

We also benchmark our optimal static allocations against VP. We show that in a two-facility network

with equal capacities, VP delivers sizable savings when traffic intensity is close to one. However, as traffic

intensity falls, these gains erode quickly and VP can become strictly worse than static allocation. We provide

an analytical characterization of the break-even point at which VP’s net benefit turns negative.

In order to highlight the importance of demand allocation during a pandemic, we introduce a stochastic

optimization model specifically designed for a healthcare network preparing for an imminent pandemic.

The model’s primary objective is to determine the required capacity expansion in the network hospitals,

while accounting for the uncertain nature of pandemic parameters. Applying our model to data derived from

recent outbreaks, our numerical analysis reveals that implementing the optimal demand allocation scheme

can lead to a substantial reduction in total expected costs, including capacity expansion, patient waiting,

and facility IM costs.

We point out that, although motivated by pandemic and non-pandemic ICU demand, the core DM and DT

allocation models apply more generally to two heterogeneous demand classes that share interchangeable

facility capacity, differ in their service-time distributions, and may impose different facility-level operating

or mitigation requirements. The pandemic framing is used because it provides a salient setting in which

both LOS heterogeneity and infection-mitigation costs are operationally important.

2. Literature Review
Our research contributes to the growing body of literature on resource planning and allocation during pan-

demics. In their comprehensive review, Gupta et al. (2022) highlight the optimal distribution of care capacity

between pandemic and non-pandemic patients as a crucial area for future research. Ma et al. (2022) develop

a model to determine the optimal conversion of beds from pandemic to non-pandemic use and vice versa, as
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well as the number of elective cases that must be referred to the private sector in a dynamic fashion. Gökalp

et al. (2024) introduce a dynamic model that guides hospitals in choosing between two capacity expansion

strategies during a pandemic: purchasing expensive but immediately available resources from the private

sector, versus acquiring resources through standard, less costly but slower procurement processes.

While these contributions are significant, less attention has been given to the optimal configuration of care

within MHNs during pandemics, which is the focus of our study. Kasivisvanathan et al. (2021) advocate

for a hub-and-spoke configuration in pandemic scenarios, where the hub serves as an infection-free zone

to manage the overflow of regular patients from the spokes, which handle a mix of routine and pandemic-

related services. Song et al. (2020) propose a configuration where each non-pandemic inpatient service

is centralized in one designated hospital per region, rather than distributed across all hospitals, to free up

capacity for pandemic patients. However, neither study provides analytical results to support their proposed

configurations.

In a broader view, our work is related to the extensive literature on service configuration in MHNs.

Considering a set of potential facilities and a collection of population regions, the papers in this literature

typically seek to determine the optimal allocation of demand and/or capacity. Some articles focus on a

single service (e.g., Mahar et al. 2011, Zhang and Atkins 2019), while others consider multiple services

(e.g., Stummer et al. 2004, Güneş and Yaman 2010).

In the single-service category, one of the most relevant papers to our work is that of Chao et al. (2003).

They propose a joint capacity and demand allocation model for a network of facilities with a given total

capacity, assuming a known fraction of demand in each region is “switchable,” i.e., any facility can serve

it. Their study proves that the optimal allocation includes one large facility covering all switchable demand

plus its own non-switchable demand, and many small facilities covering only their own non-switchable

demand. Our model generalizes the demand allocation model of Chao et al. (2003) to two non-identical

services. This generalization necessitates the inclusion of service time variance in performance evaluation

and the exploration of various configurations in performance optimization.

In the multi-service category, the most relevant paper to our study is that of Samiedaluie and Verter

(2019), who propose a methodology for comparing fully dedicated and fully mixed configurations in a two-

facility network serving two patient types. They model the flow of each type as a tandem network of queues

with no buffer before each stage of the network and develop a search heuristic for allocating resources across

the network under each configuration, assuming a given static demand allocation. Their numerical exper-

iments suggest that improvement through specialization becomes less likely as the percentage of patients

with shorter LOSs increases or the difference between LOSs of different patient types decreases.

We simplify the problem setting of Samiedaluie and Verter (2019) by modeling the flow as a single-

stage queue and fixing the capacity allocation. However, we optimize the demand allocation in a multi-

facility network while considering the possibility of patients waiting for services. We also include partially
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dedicated configurations in addition to fully dedicated and fully mixed configurations and prove that they

perform better in some situations. Importantly, we go beyond numerical experimentation by providing the

first analytical characterization of the optimal configuration in a two-service setting.

Our work also relates to the load balancing literature, which aims to allocate potentially heterogeneous

customers to servers such that a congestion-related measure is minimized. Recognizing the difficulty in

identifying optimal dynamic policies, several studies, such as those by Combé and Boxma (1994), Mehrotra

et al. (2012), and Nourbakhsh and Turner (2022), propose heuristic dynamic allocation policies derived

from optimal solutions to the corresponding static allocations. While the static formulations in these studies

resemble our demand allocation model, we are not aware of any that explicitly address the impact of mix-

variability. Therefore, our study contributes to the load balancing literature by proposing the optimal static

allocation policy for a two-class system with multiple server groups.

The impact of mix-variability is considered in the pooling literature, which generally focuses on the

comparison between pooled and un-pooled configurations. Key references include Smith and Whitt (1981),

Benjaafar (1995), Mandelbaum and Reiman (1998), and Argon and Andradóttir (2017). Tekin et al. (2009)

explore the decision-making process regarding which facilities should be pooled in a multi-class environ-

ment. In contrast, our study preserves the independence of each facility while enabling them to serve diverse

customer classes, leading to a non-convex optimization model that offers unique challenges and insights.

We also analytically benchmark the optimal static allocation against a VP policy in a two-service setting

with two equal-capacity facilities.

Our work is also related to the literature showing that pooling need not always dominate dedication.

Recent studies identify several mechanisms through which pooled configurations can underperform. Sunar

et al. (2021), for example, study observable queues with delay-sensitive customers who decide whether

to join or balk, and show that pooling can increase sojourn time and reduce social welfare even when

servers and customers are homogeneous. Cao et al. (2021) show that dedicated queues operated under join-

the-shortest-queue routing can outperform pooled queues on service-level measures in large-scale service

systems with abandonment. Armony et al. (2021) model strategic servers with customer ownership and

show that such behaviour can largely offset the benefits of pooling. Song et al. (2024) provide experimental

evidence that queue configuration affects processing speed through servers’ queue-length awareness, with

customer ownership playing a more nuanced role. Related hospital evidence shows that capacity pooling

through off-service placement can increase length of stay for on-service patients through spillover effects

(Lim et al. 2024). Our mechanism is different. Patients in our setting are non-strategic arrivals requiring care

and are routed by a health authority; servers do not choose effort or service speed; and the trade-off arises

from allocating two heterogeneous service classes across facilities when service-time mixture effects and

IM costs depend on the configuration. Thus, our contribution is not to show that pooling can be undesirable

per se, but to characterize when static specialization, partial dedication, full mixing, or dynamic VP is

preferred in a healthcare network with heterogeneous LOS distributions and infection-related facility costs.



Authors’ names blinded for peer review
Article submitted to Manufacturing & Service Operations Management 9

3. Performance Evaluation Model
For evaluating the steady-state mean waiting time E[W ] in each facility, we use the simple yet insightful

heavy-traffic approximation originally proposed in Borovkov (1964). Specifically, for an M/G/h queue —

with Poisson arrivals (the M ), independent and identically distributed (i. i. d.) service times following a

general distribution (the G), and h servers — this approximation gives

E[W ]≈ r

2(h− r)

1+ θ

hµ
, (1)

for r < h, where r denotes the offered load, 1/µ is the mean service time, and θ is the SCV of service times.

In addition to the mean, we also require the probability that the steady-state waiting time exceeds a

threshold t. This can be approximated using the exponential-tail approach of Abate et al. (1995) :

P(W ≥ t)≈
( r
h

)√2(h+1)−1

exp

(
−2t(h− r)µ

1+ θ

)
. (2)

Here, the prefactor outside the exponential is an estimate of the delay probability in an equivalent M/M/h

queue as proposed by Sakasegawa (1977), while the coefficient of t inside the exponential represents the

asymptotic decay rate of the tail probability as proposed by Chen and Whitt (2020).

The approximations in Equation (1) and (2) are asymptotically correct as r→ h (Chen and Whitt 2020).

They provide closed-form expressions capturing the impact of service time variability. Their accuracy are

also justified by the fact that hospitals will likely face extra demand during a pandemic, and thus need to

operate under high traffic.

Equations (1) and (2) can be directly applied to approximate performance in a specialized facility. For a

generalized facility, however, it is necessary to evaluate the offered load and SCV of the aggregate stream

arriving at the facility. Consider a finite collection of mutually independent demand streams indexed by j,

with λj , 1/µj , and θj representing the arrival rate, service time mean and service time SCV of stream j,

respectively. The aggregate offered load is given by r =
∑

j rj , where rj = λj/µj represents the offered

load of stream j. The mean service time of the aggregate stream can be obtained as 1/µ = r/λ, where

λ=
∑

j λj . Using the variance conditional formula, we obtain the SCV of the aggregate service time as

θ=

(∑
j

λj

λ

(
θj
µ2
j

+
1

µ2
j

)
− 1

µ2

)
µ2 =

λ
∑

j rj(θj +1)/µj

r2
− 1. (3)

Replacing θ from Equation (3) in Equations (1) and (2), we get

E[W ]≈
∑

j rjτj

2h(h− r)
, (4)

and

P(W ≥ t)≈
( r
h

)√2(h+1)−1

exp

(
−2t(h− r)r∑

j rjτj

)
, (5)

respectively, where

τj =
1+ θj
µj

, (6)

represents the combined impact of service time mean and SCV.
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4. Two-Facility Networks
Consider a population region served by two hospital facilities. Let h(1) and h(2) denote the capacities of

facilities 1 and 2, respectively, with h(1) ≥ h(2) > 0. There are two independent demand streams, indexed

by q ∈ {p,n}, where p represents pandemic and n represents non-pandemic. Requests from stream q arrive

according to a Poisson process with rate λq, and have i. i. d. LOSs following a general distribution with

mean 1/µq and SCV θq. Let rq denote the offered load for stream q, and define τq as in Equation (6).

When a patient requires hospital admission, they are routed to one of the two facilities and wait in a

queue until a bed at that facility becomes available. Each patient incurs a cost of cw per unit of time waiting

in the queue. In addition, the facility incurs an IM cost if it operates as either a generalized or pandemic-

specialized facility. Let cp and cm denote the per-unit-time IM costs for each pandemic-specialized and

generalized bed, respectively, where cm ≥ cp. We assume IM costs accrue per bed per unit time, regardless

of occupancy.

If a facility with capacity h is allocated proportions x (pandemic demand) and y (non-pandemic demand),

its total IM cost is given by hI(x, y), where

I(x, y) =


cp; x> 0, y= 0,

0; x= 0, y > 0,

cm; x, y > 0.

(7)

Given the same allocation (x, y) and capacity h, the mean queue length at the facility can be expressed

by Little’s law as f(x, y,h) = (xλp + yλn)E[W ], where E[W ] is the mean waiting time in steady state.

Substituting the expression for E[W ] from Equation (4) and simplifying yields

f(x, y,h) =
βpx

2 +βmxy+βny
2

2h(h−xrp − yrn)
, (8)

where

βp = λpτprp, βn = λnτnrn, and βm = λpτnrn +λnτprp. (9)

Our objective is to minimize the total cost across the two facilities. Let yq ∈ [0,1] denote the proportion

of requests of type q allocated to facility 1, so that (1− yq) is allocated to facility 2. The DM optimization

problem is then formulated as

T = min
yp,yn∈S

{
cw
(
f
(
yp, yn, h

(1)
)
+ f

(
1− yp,1− yn, h

(2)
))

+h(1)I (yp, yn)+h(2)I (1− yp,1− yn) : 0≤ yp, yn ≤ 1
}
, (10)

where S = {(yp, yn) ∈R2; rp + rn − h(2) < yprp + ynrn <h(1)}. Restricting (yp, yn) to S ensures network

stability by keeping the denominators in f(·) strictly positive. We assume rp, rn > 0 and, as implied by the

inequalities in S, rp + rn <h(1) +h(2).



Authors’ names blinded for peer review
Article submitted to Manufacturing & Service Operations Management 11

Motivated by the findings of Hung et al. (2014), who identify a cut-off point of 4 hours distinguishing

delayed from non-delayed ICU admissions, we also consider a parallel DT formulation in which the objec-

tive function penalizes patients whose waiting time exceeds a given threshold. This requires replacing the

mean queue length component in the objective function in problem (10) with the mean number of patients

waiting beyond a threshold t. For an allocation (x, y) to a facility of capacity h, this quantity is evaluated

using Equation (5) as

l(x, y,h) = (xλp + yλn)

(
xrp + yrn

h

)√2(h+1)−1

exp

(
−2t(h−xrp − yrn)(xrp + yrn)

xrpτp + yrnτn

)
. (11)

The corresponding optimization problem is:

R= min
yp,yn∈S

{
cd
(
l
(
yp, yn, h

(1)
)
+ l
(
1− yp,1− yn, h

(2)
))

+h(1)I (yp, yn)+h(2)I (1− yp,1− yn) : 0≤ yp, yn ≤ 1
}
, (12)

where cd denotes the cost per patient delayed beyond the threshold t.

Problems (10) and (12) are both non-convex. In particular, the functions f(·) and l(·) are neither con-

vex nor concave. In addition, the piecewise IM cost component renders the objective functions non-

differentiable. In Section 4.1, we derive closed-form analytical solutions for the special case of the DM

formulation with equal capacities. This leads to an exact and efficient numerical algorithm for handling the

unequal-capacity case, presented in Section 4.2. As we show there, the same algorithm can also be adapted

to the DT formulation.

4.1. Equal Capacities

Here, we focus on the DM problem in (10) with h(1) = h(2) = h. Then, it must hold that rp + rn < 2h. We

label the five configurations shown in panels (a) to (e) of Figure 1 as m = 0 (for which yp = 0, yn = 1),

m = 2 (for which yp, yn ∈ (0,1)), m = 1(n) (for which yp = 0, yn ∈ (0,1)), m = 1(p) (for which yp ∈
(0,1), yn = 0), and finally m= 1(u) (for which yp = 1, yn = 1), respectively. Here, m represents the number

of mixed or generalized facilities. For m= 1, the bracketed letter specifies which demand stream (pandemic

or non-pandemic) is allocated to the specialized facility, while “u” denotes that one facility is left unused.

The optimal solution is derived in Section 4.1.1. We introduce the VoS measure and provide closed-form

expressions for its limiting values in Section 4.1.2.

4.1.1. Optimal Solution Since the IM cost component introduces discontinuities in the objective

function, we first consider the simplified case where cw = 1 and cp = cm = 0. This allows us to derive the

demand allocation that minimizes the total queue length— and, by extension, the average waiting time—

which is of independent interest. Moreover, this analysis serves as a foundation for characterizing the opti-

mal allocation in the general case where IM costs are present. Specifically, we consider the problem

Z̃ = min
yp,yn∈N

{g(yp, yn) : 0≤ yp, yn ≤ 1}, (13)
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with N = {(yp, yn)∈R2; rp + rn −h< yprp + ynrn <h}, and

g(yp, yn) =
βpy

2
p +βmypyn +βny

2
n

2h(h− yprp − ynrn)
+

βp(1− yp)
2 +βm(1− yp)(1− yn)+βn(1− yn)

2

2h(h− (1− yp)rp − (1− yn)rn)
. (14)

Consider Panel (a) of Figure 3, which illustrates the set of feasible configurations as a function of rp and

rn. When rp+rn <h, all five configurations are feasible. Once rp+rn ≥ h, the single-facility configuration

is no longer feasible. Moreover, configuration m= 0 is infeasible whenever rp ≥ h or rn ≥ h, and config-

uration m= 1(n) (m= 1(p)) is infeasible when rp ≥ h (rn ≥ h) since it requires allocating all pandemic

(non-pandemic) workload to a single hospital.

Figure 3 The feasible (a) and potentially optimal (b) configurations for problem (13) as a function of rp and

rn.
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Using the necessary Karush-Kuhn-Tucker (KKT) conditions of optimality, we partition the area bounded

by rp, rn > 0 and rp + rn < 2h into five distinct regions, each including only two configurations as poten-

tially optimal. Panel (b) of Figure 3 illustrates these regions. To see how these regions are determined,

consider the inequalities

τp
τn

<
rn
rp

· h− rp

(h− rn)
2 ·

λn(2h− rn)(h− rp)− (h− rn)
2
λp

λn(h− rp)+λprn
, (15)

and

τn
τp

<
rp
rn

· h− rn

(h− rp)
2 ·

λp(2h− rp)(h− rn)− (h− rp)
2
λn

λp(h− rn)+λnrp
, (16)

derived from the KKT conditions. The five regions are then characterized as follows: rp <h≤ rn in region

(1); rp < h, rn < h, and inequality (15) holds in region (2); rp < h, rn < h, and neither inequality (15) nor

(16) holds in region (3); rp < h, rn < h, and inequality (16) holds in region (4); and rn < h≤ rp in region

(5).
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As shown in Panel (b) of Figure 3, only two comparisons are required to determine the optimal configu-

ration. Specifically, one compares configurations m= 2 and m= 1(n) in regions (1) and (2), and configu-

rations m= 2 and m= 0 in region (3). The comparisons for regions (4) and (5) mirror those for regions (2)

and (1), respectively. The proposition below formally describes the optimal solution.

PROPOSITION 1. Given rp, rn > 0 and rp + rn < 2h, the optimal solution to problem (13) is obtained

as follows:

• For rp, rn in regions (1) and (2), configuration m= 1(n) with allocation

y∗
p = 0 and y∗

n =
h
(
κm=1(n) − (h− rp − rn)

)
rn (κm=1(n) +h)

, (17)

is optimal, where

κm=1(n) =

√
s
m=1(n)
1 s

m=1(n)
2 , (18)

with

s
m=1(n)
1 = h− rp + rn

λp

λn

and s
m=1(n)
2 = h− rp + rp

τp
τn

. (19)

• For rp, rn in region (3), configuration m= 0 is optimal; thus, y∗
p = 0 and y∗

n = 1.

• For rp, rn in regions (4) and (5), configuration m= 1(p) is optimal. The corresponding demand allo-

cation is obtained by swapping “p” and “n” in all notations in Equations (17), (18), and (19).

An extended version of Proposition 1, including closed-form expressions for optimal objective values in

different regions, and its proof are provided in Section EC.1 of the e-companion.

Proposition 1 indicates that partially dedicated configurations minimize mean queue length everywhere

except in region (3). As illustrated in panel (a) of Figure 4, this region would have been a narrow region

around the line rp = rn for a two-facility network with h= 30 during England’s first wave of the COVID-

19 pandemic. Panel (b) of Figure 4 shows the corresponding results for the second wave of the pandemic,

which depicts an even narrower region (3) than the first wave.

Turning back to the cost-minimization DM problem, we now consider the model

Z = min
yp,yn∈N

{cwg(yp, yn)+h (I (yp, yn)+ I (1− yp,1− yn)) : 0≤ yp, yn ≤ 1}, (20)

with g(x, y) and I(x, y) defined in (14) and (7), respectively. Interestingly, the following corollary shows

that the results of Proposition 1 continue to hold, with the only difference being that the borders separating

regions (2) and (3), and regions (3) and (4), are updated to account for IM costs.

COROLLARY 1. Given rp, rn > 0 and rp + rn < 2h, the optimal solution to problem (20) remains as

described in Proposition 1, but with inequalities (15) and (16) replaced by

2h2rnδ
m=1(n) −

(
γm=1(n) +λnh

2 (h− rp)
)
(h− rp) τncw

γm=1(n)rpcw
< τp

<
2h2rnδ

m=1(n) − (h− rp)
(
2h2
√

2δm=1(n)λncwrnτn +
(
γm=1(n) −λnh

2 (h− rp)
)
τncw

)
γm=1(n)rpcw

, (21)
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Figure 4 The configurations minimizing mean queue length as a function of rp and rn with h= 30 and LOS

parameters as in the first wave (a), and second wave (b) of the COVID-19 pandemic in England.

(a) (b)

and

2h2rpδ
m=1(p) −

(
γm=1(p) +λph

2 (h− rn)
)
(h− rn) τpcw

γm=1(p)rncw
< τn

<
2h2rpδ

m=1(p) − (h− rn)
(
2h2
√

2δm=1(p)λpcwrpτp +
(
γm=1(p) −λph

2 (h− rn)
)
τpcw

)
γm=1(p)rncw

, (22)

respectively, where δm=1(n) = (2h− rn − rp)(h− rp)(h− rn)(cm − cp), γm=1(n) = λn (h− rn)
2
s
m=1(n)
1 ,

δm=1(p) = (2h− rn − rp)(h− rp)(h− rn)cm, and γm=1(p) = λp (h− rp)
2
s
m=1(p)
1 .

The proof, provided in the e-companion, follows a different approach from that of Proposition 1, due to

the discontinuities in the cost-based objective function. The strategy is to first derive the optimal allocation

for each configuration separately, and then compare the corresponding objective values. Although in prin-

ciple this requires many comparisons, we exploit the results of Proposition 1 together with the assumption

cm ≥ cp to reduce the task to only three comparisons.

It is worth noting that when cw = 1, cm = 0, cp = 0, the cost-based inequalities (21) and (22) reduce to

their queue-length only counterparts, inequalities (15) and (16), respectively. Furthermore, in the special

case where cm = cp, inequality (21) simplifies to inequality (15), implying that region (2) remains unaffected

by the introduction of IM costs under this condition.

Corollary 1 shows that the fully mixed and single-facility configurations remain sub-optimal in the pres-

ence of IM costs. As an illustration, Figure 5 depicts the optimal configuration during the first wave of the

COVID-19 pandemic in England under different cost scenarios. A comparison with Panel (a) of Figure 4

reveals that the region in which the fully dedicated configuration is optimal expands when IM costs are

incorporated.
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Figure 5 The configuration minimizing total cost as a function of rp and rn with h= 30 and LOS parameters

as in the first wave of the COVID-19 pandemic in England assuming cw = 2, cp = 1.5, cm = 1.5 (a) and

cw = 2.0, cp = 1.5, cm = 1.75 (b) .

(a) (b)

4.1.2. VoS Measure Given the optimality of fully and partially dedicated configurations, both of

which involve specialized facilities, it is important to quantify the performance gains they offer relative

to the fully mixed configuration. This is particularly relevant since the fully mixed approach was widely

adopted by many NHS trusts, including UHBW trust, in the UK during the COVID-19 pandemic. We refer

to this performance gain as VoS and evaluate it as

VoS =
Zbal −Z

Zbal
, (23)

where Zbal is the expected cost of the fully mixed configuration under a “balanced” allocation, i.e., Zbal =

cwg(0.5,0.5)+2hcm.

As an illustrative example, Figure 6 plots VoS as a function of rp and rn using England first-wave data

for two different cost scenarios. The figure shows that VoS varies between a minimum of zero, attained

when either rp or rn approaches 2h, to a maximum which occurs when both pandemic and non-pandemic

workloads approach 0. Additionally, the figure reveals that when the total workload rp+rn is near capacity,

the peak VoS occurs when both rp and rn are close to h. These observations lead to the following corollary.

COROLLARY 2. For a two-facility network with h(1) = h(2) = h,

• the maximum VoS is attained in the light traffic, and is given by

lim
rp→0
rn→0

VoS =
2cm − cp
2cm

,
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Figure 6 The VoS as a function of rp and rn with h= 30 and LOS parameters as in the first wave of the COVID-

19 pandemic in England assuming cw = 2, cp = 1.5, cm = 1.5 (a) and cw = 2.0, cp = 1.5, cm = 1.75 (b).

(a) (b)

• the maximum VoS when the system is operating in heavy traffic, i.e., when rp + rn → 2h, is attained

when rp, rn → h, and is given by

lim
rp→h
rn→h

VoS =
(µnτp +µpτn)

√
µpτp
µnτn

− 2µpτp√
µpτp
µnτn

(τn + τp) (µn +µp)
. (24)

The proofs are straightforward and omitted for brevity. The first part of Corollary 2 shows that the max-

imum VoS over the entire feasible range of rp, rn depends only on cost parameters. For the two scenarios

illustrated in Panels (a) and (b) of Figure 6, these values are 0.5 and 0.57, respectively. The second part of

the corollary shows that the maximum VoS under heavy traffic depends solely on the LOS means and SCVs.

Its independence from cost parameters and bed numbers, together with its heavy-traffic characterization,

makes this measure a natural lower bound on the maximum value that specialization can deliver. For both

scenarios plotted in panels (a) and (b), its value equals 0.065.

Table 2 presents ICU LOS statistics for two waves of COVID-19 in the Netherlands alongside SARS in

Hong Kong, Ebola in Sierra Leone, Dengue in Taiwan, and Influenza A in Hong Kong, based on a review

of published studies. These outbreaks are denoted as N1, N2, S, E, D, and I, respectively. Using Equation

(24) and assuming non-pandemic LOS figures consistent with those observed during the first COVID-19

wave in England, we evaluate the maximum heavy-traffic VoS for each case. The resulting values are 21.2%

(N1), 13.8% (N2), 20.6% (S), 1.0% (E), 0.2% (D), and 0.8% (I), respectively. These results highlight the

value of specialization particularly in settings where there is a substantial difference between pandemic and

non-pandemic LOSs.
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Table 2 The LOS mean and SCV for some recent outbreaks.

Outbreak (Acronym)
Sample 1/µp

θp Source
Size (days)

Wave 1 of COVID-19 in Netherlands: 01/02/2020-24/05/2020 (N1) 2812 20.7 0.99 Dongelmans et al. (2022)
Wave 2 of COVID-19 in Netherlands: 05/10/2020-31/01/2021 (N2) 9406 16.57 1.00 Dongelmans et al. (2022)
SARS in Hong Kong: 13/03/2006-31/05/2006 (S) 67 19.09 1.24 Gomersall et al. (2006)
Ebola in Sierra Leone: 19/09/2014-12/12/2014 (E) 229 9.2 0.56 Langer et al. (2018)
Dengue in Taiwan: 31/07/2015-31/11/2015 (D) 143 7.8 1.74 Chen et al. (2016)
Influenza A in Hong Kong: 27/01/2015-26/01/2020 (I) 66 6.2 3.12 Chu et al. (2023)

For SARS, Ebola, and Influenza A, we received LOS mean and SCV from the authors of corresponding papers.

4.2. Unequal Capacities

We modify the configuration notation of Section 4.1 by adding a letter in brackets for fully dedicated

configurations to show the stream allocated to the first hospital, a number next to the letter in brackets

for partially dedicated configurations to show the number of the specialized hospital, and a number next

to “u” in brackets for single-facility configurations to show the number of the hospital left unused. The

configurations will therefore be denoted as follows: m = 0(n) (for which yp = 0, yn = 1); m = 0(p) (for

which yp = 1, yn = 0); m= 2 (for which yp, yn ∈ (0,1)); m= 1(1n) (for which yp = 0, yn ∈ (0,1)); m=

1(1p) (for which yp ∈ (0,1), yn = 0); m = 1(2n) (for which yp = 1, yn ∈ (0,1)); m = 1(2p) (for which

yp ∈ (0,1), yn = 1); m= 1(1u) (for which yp = 0, yn = 0); and m= 1(2u) (for which yp = 1, yn = 1).

Following a similar logic to Corollary 1, we can obtain the optimal solution to the DM problem in (10).

Specifically, we first determine all the solutions that satisfy KKT conditions for each of the nine possible

configurations. By comparing their corresponding objective values, we can then identify the optimal solu-

tion. For configurations m = 2, m = 1(1n), m = 1(2n), m = 1(1p), and m = 1(2p), this process entails

finding the zeros of first-order conditions which, unlike the scenario with h(1) = h(2), cannot be resolved

analytically. Consequently, we obtain these zeros numerically. The same procedure can be pursued for the

DT formulation in (12). The details are outlined in Algorithm 1 in the e-companion.

As a numerical illustration, consider a set of two-facility networks with h(1) ∈ {35,40,45,50,55} and

h(2) = 60− h(1). This construction ensures that the total capacity remains identical to that in our examples

in Section 4.1. We further assume that the LOS parameters are consistent with England’s first-wave data.

Using Algorithm 1, we determine the optimal configuration under both DM and DT formulations for each

of the 5 networks across arrival rates λq ∈ {0.1 + 0.1i; i = 0 . . . ⌈(h(1) + h(2))µq/0.1⌉ − 1}, q ∈ {p,n},

where ⌈•⌉ represents the ceiling function. Results are obtained for two different cost scenarios with cd = cw

to facilitate comparison. As an example, the outcomes for the network with h(1) = 40, h(2) = 20 are shown

in Figure 7.

Across all network instances, we make the following observations: (i) partially dedicated configurations

are optimal over a wide range of offered load values when traffic intensity is high; (ii) the set of offered load

values for which the fully dedicated configuration is optimal expands as either traffic intensity decreases or

cm increases; (iii) optimal configurations obtained under DM and DT formulations are the same for many
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Figure 7 Optimal configurations as a function of rp and rn for a two-facility network with h(1) = 40, h(2) = 20,

using England first-wave LOS data. Results under DM formulation are shown in the top row, and

under DT formulation with t= 4 hours in the bottom row. The left columns corresponds to cw = cd =

2.0, cm = cp = 1.5, and the right column to cw = cd = 2.0, cm = 1.75, cp = 1.5.

(a) (b)

(c) (d)

rp, rn values; and (iv) fully mixed and single-facility configurations are never optimal. The last observation

is summarized in the conjecture below.

CONJECTURE 1. In a two-facility hospital network, the optimal configuration comprises at most one

generalized facility and no empty facility.

To evaluate VoS for our example networks, we apply (T bal − T )/T bal and (Rbal − R)/Rbal for DM

and DT, respectively, with balanced allocation defined as splitting each demand stream across facilities in

proportion to capacity. We also eliminate the impact of IM costs by setting cw = 1, cp = cm = 0. For each

network, we then scan the offered-load space and record the maximum VoS attained for traffic intensities
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above 0.90. This heavy-traffic maximum serves as a lower bound on the maximal specialization gain for

unequal-capacity networks, similar to the equal-capacity bound in Equation (24). Table 3 reports these

heavy-traffic maxima for our example networks under both DM and DT. The results reveal that, under DM,

the heavy-traffic maximum VoS increases with capacity imbalance, whereas under DT, the relationship is

non-monotone. In all cases, the reported maxima exceed the equal-capacity benchmark of 6.5% noted in

Section 4.1.2.

Table 3 Heavy-traffic maximum VoS for the numerical
example in Section 4.2.

Formulation
(h(1), h(2))

(35,25) (40,20) (45,15) (50,10) (55,5)

DM 9.0% 12.3 % 16.9% 22.9% 33.5%
DT 10.3% 12.7 % 14.3% 14.01% 10.5%

5. Larger Networks
This section investigates whether the solution structure observed with two-hospital networks extends to

larger networks. Consider a network of k, k ≥ 3 hospitals and let the capacity vector be denoted by h⊺ =

[h(1), . . . , h(k)]. Let y⊺
p = [y(1)

p , . . . , y(k)
p ] and y⊺

n = [y(1)
n , . . . , y(k)

n ] represent the allocation vectors for the

pandemic and non-pandemic demand, respectively. Extending the two-facility DM formulation in (10) to

the multi-facility case yields:

T = min
yp,yn∈S

{
k∑

i=1

f(y(i)
p , y(i)

n , h(i))+h(i)I(y(i)
p , y(i)

n ) : y⊺
p · e= 1; y⊺

n · e= 1; yp,yn ≥ 0

}
, (25)

where e and 0 are k− dimensional vectors of ones and zeros, respectively, and S = {(yp,yn)∈R2k; rpyp+

rnyn < h}. Replacing f(.) in (25) with l(.) given in (11) yields the corresponding DT formulation.

Given the complexity of the model in (25), finding the exact solution is challenging. However, leveraging

Corollary 1, we can specify the general structure of the optimal configuration for scenarios where capacities

are identical. As we shall explain in Section 5.1, this approach enables us to provide a full analytical char-

acterization of the optimal demand allocation under DM formulation. Similarly, utilizing Conjecture 1, we

propose a heuristic algorithm in Section 5.2, aimed at identifying the optimal allocation in scenarios where

capacities are not equal under both DM and DT formulations.

5.1. Equal Capacities

We start with the following proposition. The proof is provided in Section EC.4 of the e-companion.

PROPOSITION 2. For a network of hospital facilities with identical capacities, the optimal configura-

tion under DM formulation comprises at most one generalized facility and no empty facility.
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The proposition above implies that for the case of identical capacities with k ≥ 3, the optimal config-

uration would be one of the following: (i) a fully dedicated configuration, denoted by m = 0; (ii) a par-

tially dedicated configuration with a single generalized facility and other facilities being either pandemic

or non-pandemic specialized, denoted by m= 1(np), (iii) a partially dedicated configuration with a single

generalized facility and all other facilities being non-pandemic specialized, denoted by m= 1(n); and (iv)

a partially dedicated configuration with a single generalized facility and all other facilities being pandemic

specialized, denoted by m= 1(p). Finding the optimal allocation would therefore require evaluating each

of these configurations to identify their optimal setup before selecting the best one overall.

For configuration m= 0, we need to find the (non-zero) numbers of hospitals dedicated to pandemic and

non-pandemic patients, denoted by np and nn, respectively, and the corresponding demand allocation. Given

the uniformity of capacities, it follows that the fraction of pandemic (non-pandemic) demand, denoted by

xp (xn), directed towards all pandemic (non-pandemic) specialized hospitals must be consistent. Hence, we

have xp = 1/np and xn = 1/nn for np, nn ≥ 1. Setting nn = k − np, we have the following optimization

model:

Pm=0 = min
np∈Nm=0

{
cwg

m=0(np)+ cpnph : 1≤ np ≤ k− 1
}
, (26)

where

gm=0(np) =
βp

2h(hnp − rp)
+

βn

2h(h(k−np)− rn)
,

and Nm=0 =
{
np ∈Z; rp

h
<np <k− rn

h

}
. By relaxing the integrality condition on np, we obtain a convex

optimization model. Its solution, denoted by nr
p, can be found by solving the first-order condition. For the

special case of cp = 0, this solution can be represented in closed form as

nr
p =

(hk− rn)βp −βnrp − (hk− rp − rn)
√

βpβn

(βp −βn)h
.

Returning the integrality condition, we can then find the optimal solution of (26) as n∗
p =

argmin
{
cwg

m=0(nl
p)+ cpn

l
ph, cwg

m=0(nu
p)+ cpn

u
ph
}

, where nl
p = max

(⌊
nr
p

⌋
,
⌈ rp

h

⌉)
and nu

p =

min
(⌈
nr
p

⌉
,
⌊
k− rn

h

⌋)
. Note that the problem will be infeasible when nl

p >nu
p .

For configuration m= 1(np), we must consider all scenarios with np, nn ≥ 1 such that np +nn = k− 1.

For given non-zero values of np and nn meeting this condition, let xp and yp be the fractions of pandemic

demand allocated to each specialized facility and the generalized facility, respectively. Denote the corre-

sponding fractions for non-pandemic demand by xn and yn. We then have xp = (1 − yp)/np and xn =

(1− yn)/nn. The optimization model is therefore formulated as:

Pm=1(np)(np, nn) = min
(yp,yn)∈Nm=1(np)

{
cwg

m=1(np)(yp, yn)+ cmh+ cpnph : 0≤ yp, yn ≤ 1
}
, (27)

where

gm=1(np)(yp, yn) =
βp(1− yp)

2

2h(hnp − rp(1− yp))
+

βn(1− yn)
2

2h(hnn − rn(1− yn))
+

βpyp
2 +βmypyn +βnyn

2

2h(h− rpyp − rnyn)
,



Authors’ names blinded for peer review
Article submitted to Manufacturing & Service Operations Management 21

and Nm=1(np) = {(yp, yn)∈R2;yprp + ynrn <h; rp(1− yp)<hnp; rn(1− yn)<hnn}. The objective

function of this problem is not convex. However, applying KKT conditions along with the fact that yp and yn

must neither be 0 nor 1 (as otherwise we cannot have m= 1 and np, nn ≥ 1, respectively), it is easy to show

that the optimal yp, yn must meet the first-order equations ∂gm=1(np)/∂yp = 0 and ∂gm=1(np)/∂yn = 0. This

system of equations can be solved numerically. The solution with the smallest objective value which also

meets the conditions in Nm=1(np) would be the optimal solution to problem (27). Applying the same result

on all combinations of np, nn ≥ 1 such that np + nn = k − 1 would yield the best setup for m = 1(np)

configuration.

For configuration m= 1(n), we must have rp < h. Set nn = k− 1, and let xn and yn be the fractions of

non-pandemic demand allocated to each specialized facility and the generalized facility, respectively. We

then have xn = (1− yn)/nn. The resulting optimization model is formulated as

Pm=1(n) = min
yn∈Nm=1(n)

{
cwg

m=1(n)(yn)+ cmh : 0≤ yn ≤ 1
}
,

where

gm=1(n)(yn) =
βn(1− yn)

2

2h(hnn − rn(1− yn))
+

βp +βmyn +βnyn
2

2h(h− rnyn − rp)
,

and Nm=1(n) = {yn ∈R; rn −hnn < ynrn <h− rp}. This is a convex problem and its solution is given in

the lemma below.

LEMMA 1. For the special case of equal capacities with rp < h, the optimal fraction of non-pandemic

demand allocated to the generalized facility under configuration m= 1(n) is obtained as

y∗
n =

hnn(h− rp)− (hnn − rn)κ
m=1(n)

rn(κm=1(n) +hnn)
,

where nn = k− 1 and κm=1(n) is given in Equation (18).

Assuming rn < h, the optimal allocation for configuration m = 1(p) can be obtained by swapping “n”

and “p” in Lemma 1. Comparing the best allocations under configurations m= 0, m= 1(np), m= 1(n),

and m= 1(p) would give the optimal allocation.

As an example, Figure EC.3 in the e-companion illustrates the optimal configuration as a function of

rp and rn for MHNs with h = 30, k ∈ {3,4}, and two sets of cost parameters, using LOS data from the

first wave of the COVID-19 pandemic in England. The figure shows that partially dedicated configurations

are typically optimal under high traffic, whereas fully dedicated configurations tend to be optimal in light

traffic. Using the setup described in Section 4.2, we also numerically evaluate the heavy-traffic maximum

VoS for k = 3,4,5,6, obtaining a value of 0.065 in all instances. This matches the corresponding value for

k = 2, reported in Section 4.1.2. These results suggest that Equation (24) provides a general lower bound

for the maximum VoS in networks with any number of facilities of equal capacity.
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5.2. Unequal Capacities

Adapting the reasoning from Proposition 2, we can extend Conjecture 1 to more than two facilities. This

suggests that focusing on configurations that feature either zero or one generalized facility would be suf-

ficient to determine the optimal demand allocation across multiple facilities. Consequently, this approach

yields a heuristic algorithm that would prove exact if the conjecture holds true.

Similar to the case with identical capacities, we determine the optimal allocation under configurations

m = 0, m = 1(np), m = 1(p), and m = 1(n), and choose the best. Throughout this section, we denote

the set of hospital indices by H, and define Hp and Hn as the non-empty subsets of pandemic and non-

pandemic specialized hospitals, respectively. The corresponding capacity vectors are represented by hp and

hn, and allocation vectors by xp and xn. Further, we represent the index of the generalized hospital by ι,

and denote its pandemic and non-pandemic demand allocation by yp and yn, respectively. For brevity, we

provide details for DM only, but a similar approach applies to DT.

For m= 0, consider given subsets Hp and Hn forming a partition of set H. The optimization in (25) then

reduces to the convex problem given below:

Bm=0 (Hp,Hn) = min
xp,xn∈T m=0

{um=0(xp,xn)+ cph
⊺
p · e : x⊺

p · e= 1; x⊺
n · e= 1; xp,xn ≥ 0},

where T m=0 = {(xp,xn)∈R|H|; rpxp < hp; rnxn < hn}, and

um=0(xp,xn) =
∑
i∈Hp

βp

(
x(i)
p

)2
2h(i)(h(i) −x

(i)
p rp)

+
∑
i∈Hn

βn

(
x(i)
n

)2
2h(i)(h(i) −x

(i)
n rn)

.

This problem can be solved to optimality using a commercial solver for convex problems.

For m= 1(np), consider given subsets Hp, Hn, and {ι} forming a partition of set H. The optimization

in (25) then reduces to the non-convex problem given below:

Bm=1(np) (Hp,Hn,{ι}) = min
xp,xn∈T m=1(np)

{um=1(np)(xp,xn)+ cph
⊺
p · e+ cmh

(ι) : 0≤ xp,xn ≤ 1},

where T m=1(np) = {(xp,xn)∈R|H|−1; rpxp < hp; rnxn < hn; yprp + ynrn <h(ι)}, and

um=1(np)(xp,xn) =
∑
i∈Hp

βp

(
x(i)
p

)2
2h(i)(h(i) −x

(i)
p rp)

+
∑
i∈Hn

βn

(
x(i)
n

)2
2h(i)(h(i) −x

(i)
n rn)

+
βpy

2
p +βmypyn +βny

2
n

2h(ι)(h(ι) − yprp − ynrn)
,

with yp = 1− x⊺
p · e and yn = 1− x⊺

n · e. The optimal solution to this problem can be obtained in a sim-

ilar fashion to the problem given in (27) by finding vectors xp and xn meeting the system of first-order

conditions.

For m= 1(n), consider subsets Hn and {ι} forming a partition of set H. Given rp <h(ι), the optimization

in (25) reduces to the convex problem below:

Bm=1(n) (Hn,{ι}) = min
xn∈T m=1(n)

{um=1(n)(xn)+ cmh
(ι) : 0≤ xn ≤ 1},
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where T m=1(n) = {xn ∈R|H|−1; rnxn < hn;ynrn + rp <h(ι)}, and

um=1(n)(xp,xn) =
∑
i∈Hn

βn

(
x(i)
n

)2
2h(i)(h(i) −x

(i)
n rn)

+
βp +βmyn +βny

2
n

2h(ι)(h(ι) − rp − ynrn)
,

with yn = 1−x⊺
n ·e. This problem and the one corresponding to configuration m= 1(p) can be solved using

a commercial convex solver. Combining the above results, we devise a heuristic algorithm that identifies

the optimal allocation for configurations limited to zero or one generalized facility, which is expected to be

the best allocation across all potential configurations.

As an example, we consider the network of 18 NHS hospital trusts providing critical care services in

London during the COVID-19 pandemic. Each of these trusts belong to one of the five Integrated Care

Systems (ICSs), including North East (NE), North Central (NC), North West (NW), South East (SE), and

South West (SW); see NHS England (2024) for a detailed map. Our analysis concentrates on April and

December 2020, correlating to the peak ICU admissions during the pandemic’s first and second waves,

respectively, as reported in the data we received from NHS England. We treat each trust as an individual

facility and base our capacity data on the figures from Situation Report (2021), as shown in Table EC.1 in

the e-companion. Additionally, we incorporate LOS data for each wave from Table 1, and set cw = cd =

2.0, cp = cm = 1.5.

We apply our heuristic algorithm to determine the demand allocation across trusts within each ICS, for

all feasible combinations of rp and rn. A sample of the results for DM is presented in Figure EC.4 in the

e-companion (the results for DT are similar.) These results show that fully dedicated configurations are

the best-found configurations across a relatively wide range of offered load values during the first wave

of the pandemic. However, this range contracts in the second wave as the discrepancy between µp and

µn reduces. The corresponding maximum heavy-traffic VoS values presented in Table 4 suggest that spe-

cialization would have created substantial savings during both first and second waves of the COVID-19

pandemic.

Table 4 Heavy-traffic maximum VoS for the numerical experiments in
Section 5.2.

Formulation Pandemic Wave
ICS

SE SW NE NC NW

DM
First 17.8% 23.9 % 25.4% 19.8% 25.1%

Second 9.0% 25.0% 22.5% 20.6% 21.3%

DT
First 13.6% 20.1 % 20.9% 19.8% 16.7%

Second 6.4% 14.8% 11.5% 9.5% 9.2%
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6. Virtual Pooling
As mentioned in Section 1, the allocation of patients under dynamic policies are not based on pre-assigned

probabilities but on the state of the system when a patient arrives or a bed becomes available. While creating

some efficiencies, implementing dynamic policies requires real-time monitoring and coordination mecha-

nisms, which increases operational complexity and associated costs. As such, it is important to evaluate the

scale of the savings they create.

Here, we consider only one dynamic policy, namely VP. In this policy, two hospitals pool their bed capac-

ities by admitting both pandemic and non-pandemic patients from a single virtual queue, assigning them on

a first-come, first-served basis to any available hospital bed. This approach aims to leverage economies of

scale, potentially reducing patient waiting times and bed idleness. Increased mix-variability can, however,

partially offset these scale economy benefits, particularly when the LOSs of pandemic and non-pandemic

patients differ significantly. The IM costs could also be substantial as both facilities must be generalized.

We quantify the potential benefit of a VP policy by comparing the resulting total expected cost with that

obtained under the optimal static allocation policy. We focus only on the DM formulation for a two-facility

network with equal capacities to be able to derive analytical results. Under the VP policy, the mean queue

length can be estimated by multiplying the combined patient arrival rate λp +λn by the mean waiting time

from Equation (1), using total capacity 2h. Adding the IM cost would then yield the total cost function:

Zvp =
βm +βn +βp

4h (2h− rn − rp)
cw +2hcm. (28)

The savings achieved through VP compared to the optimal static allocation, evaluated as (Z −Zvp)/Z,

are illustrated for two different pandemic scenarios in Figure 8. These plots indicate that maximum sav-

ings occur as either the pandemic or non-pandemic workload approaches zero, which is intuitive as these

extremes correspond to no mix-variability. However, a notable and rapid decline in savings occurs as the

total offered load moves away from its maximum value of 2h. Specifically, a substantial loss is incurred as

both rp and rn approach 0. This observation leads us to the following proposition:

PROPOSITION 3. For a two-hospital network with h(1) = h(2) = h, the maximum and minimum relative

savings (losses) achieved by implementing a VP policy versus the optimal static DM allocation are

lim
rn→2h
rp→0

Z −Zvp

Z
= lim

rp→2h
rn→0

Z −Zvp

Z
= 1− 1

2cw
, lim

rn→0
rp→0

Z −Zvp

Z
=

−2cm + cp
cp

, (29)

respectively.

The proof is provided in the e-companion. Given the sharp decline in savings as traffic intensity falls

from its maximum, it is of particular interest to identify the values of rp and rn for which the savings are

negative — that is, the levels of offered load where the optimal static allocation outperforms VP. Direct
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Figure 8 Cost-savings from the VP policy compared to the optimal static DM policy, depicted as a function

rp and rn, for h= 30 assuming cw = 2, cp = 1.5, cm = 1.5 for panel (a) and cw = 2, cp = 1.5, cm = 1.75 for

panel (b). LOS parameters correspond to the first waves of COVID-19 pandemic in (a) England and

(b) the Netherlands.

(a) (b)

characterization is challenging since the saving function is not symmetric. As an approximation, we focus

on the value of this function along the rp = rn line. Noting that when cm > cp, the configuration m= 0 is

optimal along this line, we obtain

Z −Zvp

Z

∣∣∣∣
rp=rn=r

=
ϵr2 +8h2 (2cm − cp)µpµnr− 8h3 (2cm − cp)µpµn

(4cwr2 (2+ θp + θn)+ 8h2cp(h− r))µpµn

, (30)

where

ϵ= (4cw − 1) (2+ θp + θn)µpµn −µ2
p (1+ θn)−µ2

n (1+ θp) .

We take the expression in Equation (30) as a proxy for the savings of VP relative to the optimal static

allocation. Since the denominator of this expression is always positive and the numerator is quadratic in r,

we can determine the range of r values for which the proxy is negative. This yields the following estimate

for the largest traffic intensity at which static allocation outperforms VP:

ρmax =
2

ϵ

(√
2µnµp (2cm − cp)h (2µnµp (2cm − cp)h+ ϵ)− 2hµnµp (2cm − cp)

)
. (31)

For the parameter settings used in Panels (a) and (b) of Figure 8, the resulting values of ρmax are 0.90

and 0.93, respectively, with even larger values obtained as cm increases. These results suggest that VP

becomes an effective policy only under very high traffic intensities; for lower loads, static allocation can

yield superior performance.



Authors’ names blinded for peer review
26 Article submitted to Manufacturing & Service Operations Management

Our analysis above is largely driven by the effect of IM costs. It is therefore important to examine whether,

in the absence of these costs, the optimal static allocation can ever outperform the VP policy. In other words,

we seek to determine how large the differences in LOSs, and hence the mix-variability effect, must be for

the optimal static allocation to yield a shorter mean queue length than VP. To examine this, Figure 9 plots

the reduction in mean queue length under VP relative to optimal static allocation for the two scenarios

shown in Figure 8. The figure shows that the maximum reduction can still be derived from Proposition 3 by

setting cw = 1.0, which yields a value of 0.5. The minimum reduction, however, occurs when rp, rn → h,

and is given by:

lim
rn→h
rp→h

Z̃ − Z̃vp

Z̃
=

− (1+ θn)ϕµ
2
p +µn (ϕ(θn + θp +2)+4θp +4)µp −µ2

n (1+ θp)ϕ

2µn ((2+ θp + θn)ϕ+2θp +2)µp

, (32)

where Z̃vp and Z̃ are the mean queue length under the VP and best static policy, respectively, and ϕ=√
1+θp
1+θn

. The denominator of Equation (32) is always positive, while the numerator is quadratic in µp. This

observation yields the following corollary, which we mention without proof:

COROLLARY 3. For a two-hospital network with h(1) = h(2) = h, the static allocation policy leads to a

shorter mean queue length than the VP policy when the mean LOS for pandemic patients, 1/µp, is either

greater than

2 (1+ θn)ϕ/µn

(2+ θp + θn)ϕ+4(1+ θp)−
√

(θn − θp)
2
ϕ2 +8(1+ θp) (2+ θp + θn)ϕ+16(1+ θp)

2
,

or smaller than

2 (1+ θn)ϕ/µn

(2+ θp + θn)ϕ+4(1+ θp)+
√

(θn − θp)
2
ϕ2 +8(1+ θp) (2+ θp + θn)ϕ+16(1+ θp)

2
.

For example, with µn, θn, and θp set according to the first-wave of the COVID-19 pandemic in England,

the static policy outperforms VP in mean queue length if the mean LOS of pandemic patients is either

greater than 38.43 days or less than 1.09 days.

7. Capacity Planning in the Presence of Demand Allocation: A Joint
Modeling Framework

In our analysis so far, we have been focusing on the demand allocation within a hospital network with fixed

patient care capacity. This section aims to illustrate how the demand allocation approach we propose can

fit within a more comprehensive demand-supply management framework. This framework is designed to

balance patient access to care with cost of care capacity in the presence of a pandemic. Crucially, it identifies

the requisite expansion in the care capacity of a hospital network in preparation for an imminent pandemic,

taking into account the inherent uncertainty associated with pandemic workload. Although our model below

is formulated for a network with two hospitals, our framework can be easily extended to larger networks.
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Figure 9 Reductions in mean queue length obtained from the VP policy compared to the optimal static DM

policy, depicted as a function rp and rn, for h= 30. LOS parameters correspond to the first waves

of COVID-19 pandemic in (a) England and (b) the Netherlands.

(a) (b)

We consider a two-hospital network that is designed to provide care for a steady stream of non-pandemic

demand, but must also prepare to accommodate the surge in demand triggered by a pandemic, often within

a narrow time frame. The COVID-19 pandemic serves as a pertinent example, where the initial outbreak in

China in December 2019 was followed by a delayed manifestation in the UK by February 2020. This delay,

usually spanning one to two months, presents a critical window for healthcare decision-makers. Hospital

administrators are tasked with making crucial decisions about scaling up capacity across various facilities,

despite facing significant uncertainties. In particular, key variables such as λp, µp, and θp remain largely

speculative at this stage.

As the pandemic establishes itself within a country — as it did in the UK around February 2020 — more

data becomes available, enabling more informed decision-making. For example, λp can be estimated using

epidemiological models such as the Susceptible-Exposed-Infected-Recovered (SEIR) framework, while µp

and θp can be extrapolated from the experiences of countries where the outbreak surfaced earlier, such as

China in the case of COVID-19. This marks the transition to a more data-informed stage of decision-making,

which focuses on the effective allocation of patient demand across the network’s hospitals.

We formulate this problem as a two-stage stochastic optimization with recourse. The first-stage decision

occurs at the beginning of the planning period where the network must determine the required increase in

bed capacity for each hospital, based only on distributional knowledge of the pandemic demand parameters

λp, µp, and θp. The second stage decision is made at the beginning of the pandemic phase, at which point

the precise values of these parameters become known. This decision involves the optimal allocation of

pandemic and non-pandemic demand among the two hospitals.
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Let Λp, 1/Mp, and Θp be the random values of arrival rate, LOS mean, and LOS SCV for pandemic

patients. We assume the distributions of these parameters are known to the decision-maker at the first stage,

and that each extra bed (in either hospital) costs cb per unit of time. For given cw, cm, and cp values, the

capacity management-demand allocation model for the hospital network is then formulated as

C
(
h(1), h(2)

)
= min

e(1),e(2)∈Z+

{
E
[
V
(
h(1) + e(1), h(2) + e(2),Λp,Mp,Θp

)]
+ cb

(
e(1) + e(2)

)}
, (33)

where V (h(1), h(2), λp, µp, θp) is the expected total system cost, including patients waiting cost and facility

IM cost, given Λp = λp, Mp = µp, and Θp = θp, and the expectation of V is performed over the distributions

of Λp, Mp, and Θp. The value of V depends on the demand allocation policy employed and can be obtained

using the results of Section 4.2.

In order to illustrate the impact of demand allocation on capacity management decisions, we consider a

two-hospital network with h(1) = 35 and h(2) = 25. For non-pandemic patients, we assume the mean and

SCV of LOS are the same as those observed in England during the first wave of the COVID-19 pandemic,

i.e., 1/µn = 4.77 days and θn = 3.88. We also assume that the network is operating at a 75% utilization

level in the absence of the pandemic, consistent with pre-COVID-19 experience at the UHBW Foundation

Trust. This yields the non-pandemic demand rate of λn = 9.43 patients per day. To estimate cw
cb

, we assume

that each hospital in the network sets its capacity such that the sum of daily capacity cost and patient waiting

cost is minimized, i.e., h(i) = argminh>0

(
cw

(
λ
(i)
n r

(i)
n τn

2h(h−r
(i)
n )

)
+ cbh

)
, where λ(i)

n (r(i)n ) is the non-pandemic

demand rate (offered load) at hospital i, for i= 1,2. Setting h(1) = 35, h(2) = 25, and λ(2)
n = λn − λ(1)

n , we

obtain cw
cb

= 1.107 and λ(1)
n = 5.606.

We use simple two-point distributions for Λp, Mp, and Θp, all treated as independent random variables.

For Λp, we draw on the values produced by the SEIR model developed in Booton et al. (2021) for use

within a COVID-19 setting. Specifically, we establish the minimum and maximum of Λp at 1.51 and 1.95

patients per day, respectively, reflecting the average daily ICU demand observed under the single lock-down

and cyclical lock-down scenarios simulated in Wood et al. (2021). For Mp and Θp, we utilize the LOS data

provided in Tables 1 and 2. In particular, we set the minimum (maximum) of Mp to 1/21 (1/6) patients per

day, and the minimum (maximum) of Θp to 0.56 (3.12). We assume the probabilities of observing minimum

and maximum values are equal for Λp, Mp, and Θp.

We numerically solve the optimization problem in Equation (33), assuming the DM formulation for the

second stage. We then compare the resulting total cost to that of a fully mixed configuration with demand

allocated in proportion to capacity. This comparison is conducted under four different IM cost scenarios: (i)

no IM-cost: cp = 0.0, cm = 0.0; (ii) low IM cost: cp = 0.1, cm = 0.15; (ii) medium IM cost: cp = 0.5, cm =

0.75; and (iii) high IM cost: cp = 0.8, cm = 1.2. The results show cost savings of 7.0%, 17.9%, 39.3%, and

46.8% under the no-, low-, medium-, and high-cost scenarios, respectively. These findings clearly demon-

strate the value of implementing an optimal demand allocation policy, even when IM cost values are small,

compared to relying on the fully mixed configuration, as viewed from a capacity planning perspective.
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8. Discussion
A recent pandemic strained hospital capacity by superimposing pandemic demand on ongoing non-

pandemic care. The resulting mixture, two streams with distinct LOS profiles and IM requirements, pushed

many hospital networks to design demand allocation policies across facilities. Our analysis speaks to two

linked allocation decisions: (i) whether to route demand using a static or a dynamic policy; and (ii) if a

static approach is chosen, how to configure facilities and split flows. We evaluate these choices via total cost

(patient waiting penalties plus facility IM costs), capturing the joint effects of mix variability, IM effort, and

capacity pooling.

Dynamic routing creates pooling benefits. We find that a simple VP policy, as a representative of dynamic

policies, yields material gains at very high traffic intensities. As load recedes from saturation, however,

the advantage diminishes and can become negative relative to the optimal static allocation. We provide a

tractable proxy for the break-even region for a special case, enabling managers to benchmark potential VP

savings against the added coordination and infrastructure costs required to operate such a policy.

When the proxy indicates thin margins or where coordination costs are high, a static allocation can be

prudent. Under such allocation, our results show that for a multi-facility system with equal bed capacities,

the cost-minimizing configuration comprises at most one generalized facility. Our numerical experiments,

based on unequal capacities, suggest that this finding could potentially hold more universally. This is an

important finding given that many acute trusts in England, including the UHBW trust, adopted configura-

tions involving multiple generalized facilities during the COVID-19 pandemic.

From an implementation standpoint, fully mixed configurations are often simpler: they preserve pre-

pandemic routing rules and avoid inter-hospital transfers. By contrast, adopting the specialization-based

configurations recommended by our model requires switching as the mix of pandemic and non-pandemic

demand fluctuates across waves. With two equal-capacity sites, for example, the network must switch

among three configurations and each transition entails setup and coordination costs. Also, some patient

transfers may be required due to imperfect triage decisions at the ED admission stage. Hence decision-

makers should weigh implementability costs against the modeled benefits of specialization. Our VoS metric

provides exactly this decision aid: it quantifies the cost advantage attributable to reduced mix-variability

and lower IM costs, allowing commissioners to judge whether those gains justify the unmodeled switching

and logistics burdens.

For a special case involving two equal-capacity facilities, we derive a closed-form heavy-traffic expres-

sion for the maximum VoS that depends only on LOS means and SCVs. In our experiments, this yields a

conservative lower bound on the maximum VoS across a diverse range of scenarios. Calibrating to LOS

estimates from the England’s first and second COVID-19 waves gives bounds of 6.5% and 1.9%, respec-

tively; using Dutch wave-specific LOS estimates yields 21.2% and 13.8%. The realized maximum VoS can
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be substantially higher, depending on traffic intensity, cost parameters, and capacity imbalances between

facilities.

Overall, the message is conditional. VP-style dynamic policies tend to be attractive near saturation, par-

ticularly when coordination infrastructure is already in place. Otherwise, a calibrated static policy with at

most one generalized facility often performs well. The bounds and proxies dervied in our study provide

simple, portable tools to gauge when the modeled benefits are likely to outweigh the operational frictions.

In addition, our analysis can serve as the building block for more complex models to assist policymakers

in identifying the care capacity requirements for future pandemics. As an example, we demonstrate how

demand allocation can be embedded into a bed capacity sizing model for a hospital system preparing for an

imminent pandemic.

Analytical investigation of the validity of our conjecture that the optimal configuration in generic two-

facility networks includes at most one generalized facility forms an important topic for future research.

Confirming this would naturally lead to its validity for larger networks. Our allocation policies also have

applications across the wider service and manufacturing sector. In essence, we propose policies for allocat-

ing two streams of non-homogeneous demand across facilities with given but interchangeable capacities.

While our policies are static in nature, it may be possible to make them state-dependent in the spirit of

Mehrotra et al. (2012) and Nourbakhsh and Turner (2022), setting the foundation for designing more com-

plex dynamic policies than the VP policy considered in this paper.
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