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Abstract

This thesis presents three empirical projects examining judgment and reasoning

across evaluative, legal, and narrative domains, using both human participants and

large language models.

The �rst project investigates the less-is-more e�ect in reward evaluation, that

is, the paradoxical �nding that adding a positively valued reward to another can

reduce the overall perceived value of the combination. Drawing on ideas from quan-

tum probability theory, we propose that this e�ect arises from the di�culty of jointly

representing the components of a reward bundle, a property formalised as represen-

tational incompatibility. Across �ve experiments, we show that less-is-more e�ects

co-occur with order e�ects at the level of individual participant{pair observations,

where order e�ects refer to systematic sensitivities to the sequence in which rewards

are presented. This co-occurrence is consistent with the prediction that less-is-more

e�ects are related to the representational di�culty indicated by order sensitivity, and

the association was observed across di�erent presentation formats and experimental

conditions.

The second project examines whether large language models exhibit cognitive bi-

ases analogous to those observed in human legal decision-making. Using a controlled

judgment paradigm adapted from prior human research, we show that GPT-4o and

GPT-5.2 exhibit systematic order e�ects, whereby judgments are in
uenced by the

sequence in which incriminating and exonerating evidence is presented, as well as

evaluation biases arising from the requirement to make intermediate judgments.
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These biases persist across prompt engineering interventions, suggesting that simple

changes to task instructions do not provide a robust safeguard against procedural

sensitivity in evaluative judgment tasks.

The third project investigates whether formal tools developed for studying causal

reasoning can be used to study aspects of narrative reasoning. The approach treats

narratives as systems of causally related events and combines causal elicitation with

counterfactual judgment tasks, allowing predictions derived from causal models to

be compared with participants' responses. Across a series of pilot studies and ex-

periments, the results provide an initial evaluation of causal graph modelling as a

framework for studying how people understand and reason about narratives, while

also identifying important methodological challenges.

Together, these projects demonstrate the value of formal approaches for inves-

tigating how people and arti�cial systems represent, evaluate, and reason about

information.
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Introduction

Human judgment is often evaluated in terms of the conclusions it produces. Equally

important, however, is how those conclusions are reached. Across a wide range

of domains, judgments depend not only on the information available, but also on

how that information is structured, represented, and processed. Understanding

how information is transformed into judgment, and why judgments sometimes vary

despite equivalent informational content, is a central aim of cognitive psychology.

These questions have become increasingly important in recent years. Advances

in arti�cial intelligence have produced systems capable of evaluating evidence, gen-

erating explanations, and making recommendations in ways that often resemble

human reasoning. As a result, questions that were once primarily concerned with

human cognition now also apply to arti�cial systems. This raises the possibility of

comparing patterns of judgment across human and arti�cial agents and investigating

whether similar mechanisms or biases emerge in both.

Research on judgment has often been organised around a distinction between

normative and descriptive approaches. Normative approaches ask how rational judg-

ments ought to be formed, typically using formal systems such as probability theory

or logic as standards against which judgments can be evaluated. Descriptive ap-

proaches instead seek to characterise how people actually judge, including the sys-

tematic ways in which human reasoning departs from normative prescriptions. Many

of the most in
uential �ndings in judgment research have emerged from studying

such departures.
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Perhaps the best-known example is the heuristics and biases programme as-

sociated with Tversky and Kahneman (1974). Questioning whether people reason

according to formal principles of logic or probability, this work documented a wide

range of systematic deviations from normative standards. Their conclusion was that

people rely on heuristics that are often e�ective, but can produce predictable biases,

including framing e�ects, anchoring e�ects, and errors in probabilistic reasoning.

More broadly, these �ndings suggested that judgments can be highly sensitive to

how information is presented, framed, and compared, even when the informational

content itself remains unchanged.

This interpretation was later challenged by researchers who argued that many

apparent biases re
ect adaptive strategies rather than irrationality (Gigerenzer &

Goldstein, 1996). According to this view, cognitive heuristics are often well suited to

the environments in which humans typically operate, and judgments should there-

fore be evaluated not only against abstract normative standards, but also in relation

to the ecological contexts in which they are made (that is, the real-world environ-

ments and informational structures in which people typically make decisions). One

implication of this perspective is that performance may depend strongly on how

information is presented. For example, several classic probabilistic reasoning biases

are substantially reduced when problems are presented using natural frequency for-

mats rather than abstract probabilities (Gigerenzer & Ho�rage, 1995). Together,

these �ndings suggest that judgments cannot always be understood independently

of the contexts and representational formats in which information is encountered.

Related perspectives have emphasised the role of cognitive constraints in shaping

judgment. Bounded rationality approaches, associated initially with Simon (1955),

argue that human cognition operates under constraints of time, information, and

computational capacity. From this perspective, judgments are shaped not only by

the problems people face, but also by the limited resources available for solving

them. More recent work on so-called resource-rational cognition extends these ideas

by proposing that cognitive systems may approximate optimal reasoning given the

computational limitations under which they operate (Lieder & Gri�ths, 2020). To-
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gether, these approaches suggest that judgments depend not only on the information

available, but also on the constraints under which that information is processed.

Other approaches have attempted to explain apparent deviations from normative

standards within probabilistic frameworks by incorporating noise and approximation

directly into inference. Rather than treating judgment biases as evidence against

probabilistic models, these accounts suggest that such biases may emerge naturally

when probabilistic reasoning is implemented imperfectly. For example, Costello

and Watts (2014) showed that several well-known probabilistic reasoning biases

can be reproduced by combining rational probabilistic reasoning with stochastic

noise. Similarly, Zhu et al. (2020) argued that some apparent inconsistencies in

probabilistic judgment may arise from approximate and biased sampling processes.

Together, these �ndings suggest that at least some judgment biases may re
ect noisy

or approximate implementations of probabilistic reasoning rather than departures

from probabilistic principles themselves.

Taken together, these perspectives suggest that understanding judgment requires

more than determining whether responses conform to formal normative standards.

Di�erent theoretical traditions have emphasised di�erent mechanisms, including

heuristics, ecological adaptation, cognitive constraints, and approximate inference.

Despite these di�erences, they share a common insight: judgment depends on more

than informational content alone. It also depends on how information is represented,

structured, and processed. A central challenge for cognitive theory is therefore to ex-

plain how di�erent representations of the same information can give rise to di�erent

patterns of reasoning and judgment.

The remainder of the thesis examines this theme across three distinct domains

of judgment. The �rst project investigates how the representation of reward com-

binations in
uences evaluation, focusing on the relationship between two judgment

biases: the less-is-more e�ect and order e�ects. The second project investigates

whether large language models display biases similar to those observed in human le-

gal judgment, focusing on two procedural biases: order e�ects and evaluation biases.
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The third project explores whether causal models can be used to formalise aspects

of narrative reasoning, allowing participant-speci�c representations of stories to be

derived and analysed systematically.

Each project is grounded in a di�erent body of theoretical literature. The �rst

project is grounded in the framework of quantum cognition. Quantum-inspired

models of cognition were developed in part to explain �ndings that are di�cult

to reconcile with classical probabilistic frameworks. Rather than assuming that

all judgments can be represented jointly within a single stable probability space,

these models allow the representation of information to change as it is processed,

making judgments sensitive to context and order. The following section reviews this

literature and introduces the concepts that motivate the �rst project of the thesis.

Similar brief introductions are then provided for Projects 2 and 3.

0.1 Quantum approaches to judgment and decision-

making

Quantum probability theory has been proposed as an alternative to classical proba-

bility theory for modelling judgment and decision-making in cases where behaviour

appears inconsistent with the principles of Bayesian rationality (Busemeyer & Bruza,

2012; Pothos & Busemeyer, 2022). Rather than treating apparent violations of clas-

sical probability theory as isolated biases or errors, quantum cognition proposes

that some aspects of judgment may be better described by the principles of quan-

tum probability theory than by those of classical probability theory. From this

perspective, phenomena such as order e�ects need not be interpreted as incidental

departures from rationality. Instead, they may re
ect the application of a di�erent

probabilistic framework for representing and evaluating information.

Quantum and classical probability theories di�er in several respects. One im-

portant di�erence concerns how information is represented. A central assumption of

classical probability theory is that di�erent pieces of information can be represented
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within a single underlying probability space and assigned probabilities simultane-

ously. Under this assumption, evaluations and probability judgments should gen-

erally be stable and order-independent. However, a substantial body of empirical

�ndings suggests that human judgments do not always conform to these assump-

tions. For example, evaluations can depend systematically on the order in which

information or questions are presented (J. S. Trueblood & Busemeyer, 2011; Wang

et al., 2014; Yearsley & Trueblood, 2018). Such �ndings are di�cult to reconcile

with classical probabilistic assumptions without introducing additional mechanisms

or assumptions.

One in
uential idea in quantum cognition is that some questions or evaluations

may be incompatible (a technical term in quantum theory), in the sense that consid-

ering one aspect of a situation can alter the cognitive state from which subsequent

judgments are made. As a result, responses may depend systematically on the order

in which information or questions are encountered. This notion of incompatibility

has been used to explain a range of judgment phenomena, including order e�ects,

conjunction fallacies (Yearsley & Trueblood, 2018), and violations of classical deci-

sion principles such as the sure-thing principle (Pothos & Busemeyer, 2022).

Importantly, the term \quantum" does not imply that cognition is assumed to

operate through quantum physical processes. Such accounts are generally considered

implausible given the temperature and other physical properties of the brain (Litt

et al., 2006). Although proposals invoking quantum processes in the brain have

been advanced (Hamero� & Penrose, 1996), they remain highly controversial and

are not considered further in the present work. Rather, quantum cognition borrows

the mathematical framework of quantum probability theory as a way of representing

uncertainty and belief change in judgment and decision-making.

Against this background, the �rst project of the present thesis draws on ideas

from quantum cognition to generate and test predictions about reward evaluation.

Rather than developing a detailed formal quantum model, the aim is to examine

whether basic assumptions derived from quantum-inspired approaches can account
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for the phenomena of interest. In particular, the project examines whether less-is-

more e�ects in reward evaluation may arise from the same representational incom-

patibility proposed to explain order e�ects, thereby linking two phenomena that

have largely been studied separately.

0.2 Large language models and human judgment

Large language models are increasingly used in tasks involving evaluation, reasoning,

summarisation, and decision support (Chang et al., 2023; Zhao et al., 2026). As

these systems become more integrated into professional and institutional settings,

an important question concerns not only whether their conclusions are accurate, but

also whether those conclusions are stable. Ideally, equivalent information should lead

to equivalent judgments regardless of how it is presented. Yet research on human

judgment has repeatedly shown that evaluations can be in
uenced by normatively

irrelevant procedural factors, such as the order in which evidence is presented or

whether intermediate evaluations are required (Wojciechowski et al., 2025). The

second project of this thesis examines whether procedural biases documented in

human legal judgment also emerge in large language models. If so, this may reveal

either shared sensitivities to information structure or more general properties of how

complex systems evaluate evidence.

This question is important for both practical and theoretical reasons. From a

practical perspective, procedural instability may limit the suitability of large lan-

guage models for decision-support applications, especially in domains where con-

sistency and reliability are expected. From a theoretical perspective, examining

how large language models respond to such manipulations may help clarify whether

comparable judgment patterns can emerge in systems with fundamentally di�erent

architectures.

Recent work has shown that large language models can reproduce a range of

behavioural patterns previously documented in humans. For example, GPT models

have been found to exhibit classic judgment biases, including anchoring, framing,
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representativeness, and availability e�ects (Suri et al., 2023). More broadly, compar-

isons between humans and large language models across cognitive psychology tasks

suggest that newer models often produce response patterns resembling those ob-

served in human judgment, although they may be less susceptible to some classical

biases, such as the conjunction fallacy (Yax et al., 2024).

At the same time, similarities between human and model behaviour should not

be interpreted without caution. Some researchers have argued that many appar-

ent biases in large language models may re
ect instability, prompt sensitivity, or

inconsistent reasoning rather than the relatively systematic and reproducible biases

typically observed in humans (Macmillan-Scott & Musolesi, 2024). In some cases,

models produce di�erent responses to the same reasoning problem across di�erent

runs or show strong sensitivity to minor variations in wording and prompt structure.

These �ndings raise important questions about whether similarities between human

and model judgments re
ect genuinely comparable reasoning processes or only in-

cidental behavioural overlap. As a result, it is not su�cient simply to demonstrate

that a bias occurs in both humans and large language models. It is also important

to examine whether similar manipulations produce similar patterns of behaviour

across the two systems, thereby providing stronger evidence for a shared sensitivity

to particular features of a task.

Legal reasoning provides a particularly informative context for examining these

issues. Legal judgments are expected to satisfy strong standards of consistency,

impartiality, and procedural rationality. Ideally, judgments should depend on ev-

idential content rather than on factors such as the order in which information is

presented or whether intermediate evaluations are required. However, research in

legal and forensic psychology has long documented systematic procedural biases in

human legal judgment, including order e�ects and evaluation biases (Buongiorno

et al., 2025; Wojciechowski et al., 2025). If such e�ects emerge in large language

models, this would raise important questions about their reliability as evaluative

support systems and about the origins of procedural biases more generally. More

broadly, the growing importance of large language models has transformed questions
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about judgment from a purely psychological concern into a comparative one. Un-

derstanding how and why judgments vary across human and arti�cial systems may

ultimately provide insight not only into the capabilities and limitations of these

technologies, but also into which aspects of judgment re
ect general features of

information processing and which are speci�c to human cognition.

0.3 Narrative reasoning and causal modelling

Narratives are an important part of human cognition and communication. Across a

wide range of contexts, including everyday conversation, law, politics, history, and

clinical reasoning, people use narratives to organise events, explain actions, justify

decisions, and make sense of experience (Bruner, 1990; Gottschall, 2012). Under-

standing how people interpret and reason about narratives is therefore important

for understanding how judgments, explanations, and beliefs are formed across many

domains.

Interest in how people construct, interpret, and employ narratives has given rise

to several research traditions within psychology. Narrative psychology has examined

how individuals use stories to construct meaning, interpret experience, and main-

tain a sense of identity over time (Bruner, 1990; McAdams, 1993). Other work has

focused on narrative comprehension, investigating how readers and listeners under-

stand stories, generate inferences, and construct representations of narrative events

(Graesser et al., 1994; Zwaan & Radvansky, 1998).

The methods used to study these aspects of narrative cognition have often been

qualitative or descriptive in nature. Researchers have often relied on narrative in-

terviews (in which participants describe and re
ect on signi�cant life experiences)

(McAdams, 2001), story recall tasks (which examine how stories are remembered and

reconstructed) (Bartlett, 1932), and other approaches designed to investigate how

people understand, interpret, and construct narratives (Bamberg, 2012). Although

these approaches have generated important insights into narrative understanding,

they are generally less well suited to developing formal models that can be used to
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derive precise and testable predictions about reasoning.

This raises the question of whether more formal approaches might complement

existing methods. One challenge for any such approach is identifying aspects of nar-

rative understanding that can be represented and analysed systematically. Many

theories of narrative understanding have emphasised the importance of causal ex-

planation, suggesting one possible direction for formalisation. Research on narrative

comprehension suggests that readers understand stories partly by identifying causal

connections between events and representing those events within coherent causal

structures (Graesser et al., 1994; Trabasso & Sperry, 1985). A similar idea appears

in research on legal decision-making, where jurors are thought to construct explana-

tory accounts that organise evidence into a coherent representation of what occurred

rather than evaluating individual pieces of evidence in isolation (Pennington, 1993;

Pennington & Hastie, 1992). Together, these �ndings suggest that causal structure

may play an important role in how people understand narratives and make sense of

complex information.

In cognitive psychology, causal relationships are often represented using for-

mal causal models, such as directed acyclic graphs (DAGs) (Hagmayer, 2016; Pearl,

2000; Rottman & Hastie, 2014). In these models, events or variables are represented

as nodes and causal relationships as directed links between them. Researchers can

then use the resulting structure to derive predictions about how changes to one event

should in
uence others and compare these predictions with human judgments. For

example, participants may be asked to reason about interventions, explanations, or

counterfactual changes within a causal system, allowing their responses to be eval-

uated against the implications of the model. Such approaches provide a systematic

way of linking causal representations to observable patterns of reasoning. Whether

similar tools can be applied productively to narrative reasoning remains an open

question and provides the motivation for the third project of this thesis.
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0.4 Overview of the thesis

Having reviewed the broader themes and theoretical frameworks motivating the

thesis, we now turn to the three empirical projects.

0.4.1 Project 1: Less-is-more e�ects in reward evaluation

The �rst project investigates a striking anomaly in reward evaluation: the less-

is-more e�ect, whereby adding a positively valued reward to another can reduce

the overall perceived value of the combination. Variants of this phenomenon have

been documented across a range of settings, including laboratory studies of con-

sumer judgment (Hsee, 1998), marketplace transactions involving sports-card bun-

dles (List, 2002), and food choices in non-human animals (Kralik et al., 2012; Patti-

son & Zentall, 2014). Together, these �ndings suggest that less-is-more e�ects may

re
ect a general feature of how multi-component options are evaluated rather than

a domain-speci�c quirk.

The present project proposes a novel account grounded in quantum probability

theory. According to this account, less-is-more e�ects may arise from di�culty

jointly representing the components of a reward bundle within a single stable mental

state|a property formalised as representational incompatibility. Incompatibility

has also been proposed as an explanation for order e�ects: when two rewards cannot

be stably represented together, the evaluation of the bundle may depend on which

component is considered �rst. This generates a speci�c and testable prediction:

less-is-more e�ects should be associated with order sensitivity, which is used as a

behavioural signature of representational incompatibility.

The present approach has two distinctive features. First, although it draws on

ideas originating in a formal mathematical framework, the account is developed

here at a conceptual level and does not require the construction of a detailed formal

model. Second, it links together two behavioural phenomena that have largely

been studied separately, generating the prediction that less-is-more e�ects and order

e�ects should co-occur.
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Across �ve experiments, we build progressively towards more direct tests of this

prediction. The �rst two experiments provide initial indirect evidence, showing that

pairs of rewards which elicit stronger order e�ects also tend to produce stronger less-

is-more e�ects. The subsequent three experiments adopt a more direct approach,

measuring both e�ects simultaneously at the level of individual participant{pair

observations and examining their association. The results provide consistent evi-

dence that the two e�ects co-occur across presentation formats and experimental

manipulations.

0.4.2 Project 2: Legal decision biases in GPT

The second project examines whether large language models exhibit cognitive biases

analogous to those observed in human legal decision-making. A basic normative

expectation is that a system used to support legal decisions should not change its

conclusions simply because evidence is presented in a di�erent order or because an

intermediate assessment is required.

Using a controlled judgment paradigm adapted from prior human research (Wo-

jciechowski et al., 2025), we compare the responses of GPT-4o and GPT-5.2 with

those of human legal professionals and lay participants on a task involving simpli�ed

real criminal cases. The design manipulates features of the decision process, includ-

ing the sequence of evidence presentation and whether participants are required to

make an intermediate guilt judgment before reaching a �nal verdict. These manipu-

lations test for two forms of procedural sensitivity that are normatively problematic:

order e�ects, whereby �nal judgments di�er depending on whether incriminating or

exonerating evidence is encountered �rst, and evaluation biases, whereby making an

intermediate judgment alters the �nal assessment despite no change in the available

evidence.

The results show that large language model judgments can be in
uenced by pro-

cedural features of a task even when the underlying evidence remains unchanged.

Both models exhibited systematic order e�ects, and judgments were also a�ected
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by whether an intermediate evaluation was required before a �nal decision. Al-

though the precise pattern of these e�ects varied across models, attempts to reduce

them through simple prompt-engineering interventions proved largely ine�ective.

Together, these �ndings suggest that procedural robustness remains an important

challenge for the use of large language models in evaluative contexts.

0.4.3 Project 3: Causal structure in narrative reasoning

The third project explores whether formal tools developed for studying causal rea-

soning can provide a useful way of studying narrative reasoning. Stories are not

merely sequences of events; understanding them often involves reasoning about how

events depend on one another and how changes to one event might alter subsequent

outcomes. This raises the possibility of using causal models to formalise participants'

representations of stories and to study aspects of narrative reasoning systematically.

Across two pilot studies and two experiments, participants read �ctional nar-

ratives designed to instantiate particular causal structures, formally represented as

DAGs. Participants reported the causal relations they perceived within each story

and answered counterfactual questions about alternative outcomes. These responses

were used to derive participant-speci�c causal representations and compare their

implications with participants' counterfactual judgments. The results demonstrate

that such representations can be elicited, formalised, and analysed systematically us-

ing causal modelling techniques. Participants were generally able to recover aspects

of the intended causal structure of simple stories, although performance declined as

causal structures became more complex. At the same time, the �ndings revealed

important conceptual and methodological challenges, highlighting both the promise

and the limitations of applying formal causal tools to the study of narrative reason-

ing.

The remainder of the thesis is organised as follows. Chapters 1, 2, and 3 present

Projects 1, 2, and 3, respectively. The �nal chapter provides a general conclusion and

discusses the broader implications of the �ndings and directions for future research.
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Chapter 1

Less-is-More E�ects in Reward

Evaluation

1.1 Introduction

Consider a simple choice. You can receive a voucher for a week-long holiday in

the Maldives, or you can receive the same voucher together with a small box of

chocolates. The second option contains everything the �rst option contains, plus

something extra. It would seem, therefore, that the second option should be at

least as attractive as the �rst. When people are asked to choose directly between

such options, they typically agree: the larger option is at least as good. But a

body of research suggests that this intuition does not always hold when options

are evaluated separately. When people assign a value to each option in isolation,

without direct comparison, a surprising pattern sometimes emerges. The bundle is

rated less favourably than the single reward. Adding something good makes the

combination worse.

This is what we refer to as the less-is-more e�ect. The expression \less is more"

is used loosely in a variety of contexts, including advertising, design, and casual

conversation, and inconsistently in the academic literature, where it may refer to a
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range of related but distinct phenomena. The de�nition adopted here is deliberately

narrow. Formally, for a pair of rewards fR1; R2g, the e�ect occurs when

v(fR1g) > v(fR1; R2g); (1.1)

where v denotes the value assigned by an individual to a set of rewards, and

higher values correspond to stronger preferences. Here, R1 refers to the focal reward,

and the e�ect captures the case in which adding an additional reward R2 lowers the

value assigned to the resulting reward set.

For this e�ect to be non-trivial, the additional reward R2 must itself have non-

negative value, that is, v(fR2g) � 0. If R2 were aversive, preferring R1 alone might

be expected. The puzzle arises precisely because R2 is not aversive. It is something

the decision maker would be happy to receive on its own. In the paradigm considered

here, R1 is always the more valuable reward, and R2, while positively valued, is

considerably less attractive than R1, such that the combination represents a bundle

of unequal but positively valued components. And yet its presence reduces the value

of the bundle.

This strict-inclusion structure is what makes the e�ect theoretically interest-

ing. Many apparent less-is-more e�ects reported in the literature involve trade-o�s:

more quantity but lower average quality, or additional features that may signal

hidden costs or defects. In such cases, a preference for the smaller option can be

rationalised|the decision maker is either prioritising one attribute over another,

or making a reasonable inference from an ambiguous signal|and there is nothing

paradoxical about that. The present research focuses on cases designed to minimise

such alternative rationalisations. One option strictly contains the other, and the ad-

ditional component is intended to have non-negative value. We note that whether

any given reward is experienced as positive ultimately depends on the individual,

and this cannot be guaranteed for every participant and every pair. In the experi-

ments presented below, however, care was taken in the selection of stimuli to make
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this as likely as possible.

From the perspective of standard accounts of value, this pattern is di�cult to

accommodate. Most normative frameworks assume that value increases monoton-

ically with the addition of non-negative components (see, e.g., Savage, 1954; Von

Neumann & Morgenstern, 1944). Adding an element that has non-negative value

should not decrease the overall value of an option. Under this assumption, includ-

ing an additional reward should either increase value or leave it unchanged|but not

reduce it.

The less-is-more e�ect therefore raises a fundamental question about how the

value of multi-component options is constructed. Can it be understood as a straight-

forward combination of parts? Or does the process of combining components intro-

duce distortions that standard models do not anticipate?

1.1.1 Related phenomena

A broad literature has examined situations in which adding information or compo-

nents reduces perceived value or desirability. These studies span di�erent contexts

and paradigms, but they converge on a common �nding: under certain conditions,

more can indeed be less. Reviewing this work is useful for understanding the mecha-

nisms through which additional elements can negatively in
uence evaluation and for

situating the present research within a broader empirical and theoretical landscape.

The dilution e�ect

One of the earliest related phenomena is the dilution e�ect reported by Nisbett

et al. (1981). In their studies, participants were asked to make predictions about

other individuals. For example, participants predicted how much of an electric

shock an individual would tolerate in an experiment. Some participants in the

main study were told only the individual's college major|information that pretest

participants had judged to be diagnostic of shock tolerance, owing to stereotypes

associated with di�erent �elds (e.g., engineering students were perceived as more
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likely to tolerate shock than music students). Other participants were given the

same diagnostic information together with additional details, such as the individual's

hometown, religious background, and father's occupation, that pretest participants

had judged to be irrelevant for predicting shock tolerance. Normatively, adding such

nondiagnostic information should not a�ect judgments, because it provides nothing

relevant to the outcome being predicted.

However, participants who received the mixed information made less extreme

predictions than those who received only diagnostic information. For instance, par-

ticipants given only the information that an individual was an engineering student

predicted he would tolerate far more shock than average; participants given the

same information alongside nondiagnostic details predicted he would tolerate only

somewhat more shock than average.

To explain this e�ect, Nisbett et al. (1981) appealed to the representativeness

heuristic and, more speci�cally, to similarity-based judgment (Kahneman & Tversky,

1972; Tversky, 1977). On this account, people make predictions by comparing what

they know about an individual to their mental image of the category that is relevant

in the prediction task. The more similar the individual seems to that category, the

more con�dently the prediction is made. In the shock tolerance example, knowing

that someone is an engineering student activates a stereotype, perhaps of someone

practical, tough, and familiar with equipment, that matches the mental image of

a person who would tolerate a lot of shock. According to this account, it is this

similarity which drives the prediction that such participants would tolerate electric

shocks to a greater extent.

Nondiagnostic information disrupts this process. Details such as the individual's

hometown or father's occupation do not �t neatly into the stereotype of a high-shock-

tolerance person, but neither do they contradict it, they are simply irrelevant. Yet

their presence adds features that dilute the match between the individual and the

mental image. The individual now seems less like a \typical" high-shock-tolerance

person and more like a speci�c, idiosyncratic human being. As a result, predictions
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become less extreme. The e�ect is thus interpreted as a form of dilution: distinctive

but irrelevant details make the individual seem less representative of the category

that the diagnostic information alone would suggest. In this respect, the dilution

e�ect can be seen as a related form of less-is-more pattern: adding information that

has no diagnostic value reduces the in
uence of relevant information, leading to a

worse overall judgment.

However, the parallel is not exact. In the dilution paradigm, the additional

information is explicitly nondiagnostic; it carries no relevance to the judgment at

hand and normatively should have no e�ect. In the present case, the additional

component is intended to have positive value, not zero value. The puzzle is sharper:

something desirable is added and yet overall value decreases. That said, if the

additional reward is valued only very weakly by some individuals, the two paradigms

may converge in practice. In such cases, the small reward would be essentially

irrelevant, contributing little or nothing to the bundle.

Could the similarity-based account nonetheless explain less-is-more e�ects in

reward evaluation? One might argue that adding a small reward introduces features

that do not match the decision maker's representation of a \highly desirable prize",

thereby reducing the perceived similarity between the bundle and that category. On

this view, the chocolates in our opening example would function like nondiagnostic

information: they add features (small, cheap, mundane) that dilute the bundle's

resemblance to an ideal outcome.

This possibility cannot be ruled out, but it is not clear that the account extends

straightforwardly to the present case. The dilution e�ect, as originally demonstrated,

involves predictions becoming less extreme|that is, moving towards a baseline or

average. In the paradigm that we are interested in, however, the e�ect of interest

is not merely that the bundle is valued less highly than it should be, but that it is

valued less highly than the focal reward alone. Whether a similarity-based account

can accommodate such a pattern|where adding a positively valued component

produces a reversal rather than mere attenuation|remains an open question.
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Reason-based choice

A related line of research provides a potential mechanism for such less-is-more ef-

fects by focusing on how decisions are constructed. Sha�r et al. (1993) proposed a

reason-based account in which choices are guided by the reasons that decision mak-

ers generate at the time of judgment, rather than by stable underlying preferences.

Instead of computing an overall value for each option, individuals evaluate options

by weighing arguments for and against them. Crucially, these reasons are sensitive

to the available information: any attribute|whether relevant, weak, or even nor-

matively irrelevant|can in
uence choice if it provides a justi�cation for selecting or

rejecting an option.

As a result, adding extra information can change decisions not because it changes

the true value of the options, but because it changes the set of reasons that come to

mind. From this perspective, less-is-more e�ects arise because additional informa-

tion can introduce new but unhelpful reasons, which dilute or compete with stronger,

more relevant considerations.

A similar mechanism could in principle operate in the present paradigm. The

additional reward may introduce considerations that complicate or weaken the eval-

uation of the bundle relative to the reward alone. A small box of chocolates, for

instance, might prompt thoughts such as \I don't really need this" or \I am try-

ing to avoid sugar"|reasons that are not about the focal reward at all, but that

nonetheless impact on the overall evaluation of the bundle. More generally, it is

worth keeping in mind that the value of any additional reward is not �xed: it de-

pends on the individual's goals, habits, and circumstances, such that a component

that is positive in the abstract may function as a complication|or even a mild

deterrent|in a speci�c evaluative context.

Direct evidence that adding features to an option can reduce its attractiveness

comes from Simonson et al. (1994). Across three studies conducted in a science

museum and with university students, participants chose directly between pairs of

products in categories such as cake mix, �lm, and CD players, where one of the two
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options was o�ered alongside a promotional premium|an optional add-on at a small

extra cost, which participants were free to decline and which did not a�ect the price

of the main product itself. Despite being able to see both options simultaneously,

participants chose the brand with the premium less often than the brand without

it.

To account for this pattern, Simonson et al. (1994) proposed several related

mechanisms. First, an unnecessary feature can trigger negative inferences about the

product|for instance, that the seller is resorting to gimmicks to compensate for

some hidden 
aw. Second, the feature can itself serve as a reason against choosing

the enhanced option: a consumer who �nds the add-on unappealing or irrelevant

may use that reaction as a justi�cation for selecting the alternative instead. Third,

choosing a brand with an unneeded feature may feel socially uncomfortable, as it

could create the impression|to others or to oneself|that the consumer was at-

tracted by the add-on, which may sit uneasily with how they wish to be seen. What

matters, across all three accounts, is not the objective value of the added feature,

but the considerations it brings to mind at the time of choice.

This pattern is closely related to the type of less-is-more e�ect examined in the

present research: in both cases, the addition of a non-negative component reduces

the overall attractiveness of an option. If anything, the fact that Simonson et al.

(1994) observed this e�ect under direct comparison|where both options are visible

simultaneously|makes it more striking, since seeing the two options side by side

should make the dominance of the enhanced option apparent.

The evaluability hypothesis

Another in
uential framework is the evaluability hypothesis (Hsee, 1996, 1998),

which proposes that not all attributes are equally interpretable when considered in

isolation. Some attributes are easy to evaluate because their desirability is immedi-

ately clear (e.g., whether an item is defective or intact), whereas others are di�cult

to evaluate without a reference point (e.g., whether a given quantity is large or

small). As a result, when options are evaluated separately, judgments tend to rely
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disproportionately on attributes that are easy to evaluate, even if these are not the

most important determinants of value.

A simple illustration is provided by Hsee (1996), who asked participants to

evaluate two second-hand music dictionaries: one with 20,000 entries but a torn

cover, and another with 10,000 entries and no defects. When evaluated separately,

people were willing to pay more for the dictionary in better physical condition,

because the presence or absence of defects is immediately interpretable, whereas the

number of entries is di�cult to assess in isolation. When the two dictionaries were

evaluated jointly, direct comparison made the di�erence in number of entries clear,

and preferences shifted toward the more comprehensive dictionary. The weight given

to di�erent attributes thus appears to depend on how the options are presented.

This mechanism provides a natural account of less-is-more e�ects. If the added

component of a bundle is di�cult to evaluate in isolation|because its value is not

immediately apparent without a reference point|judgments may continue to rely

on simpler, more interpretable features of the option. Adding components does not

necessarily increase perceived value if those components are hard to evaluate. As a

result, an objectively inferior option can consequently be evaluated more positively

than a superior one in separate evaluation (Hsee, 1998), with preferences reversing

when the options are compared directly.

However, the evaluability framework requires a speci�c structure: the options

must di�er on at least one attribute that is easy to evaluate independently, such

as a visible 
aw or a salient reference point, which anchors judgments in separate

evaluation and pulls them away from the objectively more valuable option. In the

present paradigm, the additional reward is simply a positive item added to the focal

reward, with no obvious easy-to-evaluate feature that would systematically reduce

the perceived value of the bundle. Whether evaluability can account for less-is-more

e�ects in this more minimal setting is therefore not immediately clear.
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Field evidence

Evidence from �eld settings reinforces the importance of context in producing less-is-

more e�ects. List (2002) demonstrated this pattern in a natural marketplace, using

real transactions involving sports card bundles. Participants were asked to value

either a smaller bundle of high-quality cards or a larger bundle that included the

same high-quality cards plus additional low-quality cards. Normatively, the larger

bundle should always be preferred, as it strictly contains the smaller one and has

greater overall value.

However, when the bundles were evaluated separately, participants were willing

to pay more for the smaller, inferior bundle than for the larger, superior one. In

contrast, when the two bundles were evaluated jointly, this preference reversed,

and participants correctly (normatively) preferred the larger bundle. This pattern

was observed both in bidding behaviour and in direct choices, and it held across

participants with varying levels of market experience.

These �ndings provide strong evidence for a less-is-more e�ect in a real-world

setting: adding components to an option can reduce its perceived value when it

is evaluated in isolation, even when those components increase its objective value.

Importantly, the fact that this pattern emerges in an actual marketplace, with real

incentives and experienced participants|though attenuated among the most expe-

rienced dealers|suggests that such e�ects are not limited to hypothetical judgments

in laboratory settings, but re
ect a more general feature of human evaluation. List

(2002) did not advance their own explanation for the e�ect, instead noting that

several competing accounts have been proposed in the psychology literature. These

include the evaluability hypothesis (Hsee, 1996, 1998), discussed above; norm theory

(Kahneman & Miller, 1986), which proposes that when evaluating an option in iso-

lation, people spontaneously compare it to a set of internally generated alternatives

or norms, and that this comparison|rather than the objective value of the option

itself|drives the evaluation; and the idea that separate and joint evaluation engage

di�erent motivational orientations, with separate evaluation tending to favour what
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people want and joint evaluation tending to favour what they feel they should choose

(Bazerman et al., 1998). On this last account, the less-is-more e�ect arises because

the option that maximises objective value (the larger bundle) is what one should

prefer, whereas the simpler, more immediately appealing option (the focal reward

alone) is what one wants|and separate evaluation, by removing the direct com-

parison that would make the normatively correct choice salient, allows the \want"

response to dominate.

Evidence from non-human animals

Similar patterns have also been observed in non-human animals, suggesting that

less-is-more e�ects may re
ect a more general decision mechanism rather than a

uniquely human bias. Kralik et al. (2012) showed that rhesus monkeys preferred a

highly valued food item (e.g., a grape) when it is presented alone over the same item

paired with a less-preferred but still positively valued food (e.g., a cucumber). Criti-

cally, the monkeys consumed both items when the combination is chosen, indicating

that the lower-value item was not rejected outright but instead reduced the over-

all attractiveness of the option. This pattern is consistent with what Kralik et al.

(2012) termed an a�ect heuristic: rather than summing the individual values of the

items in a combination, the monkeys appeared to form an overall impression of the

option based on the average quality of its components. Because the vegetable was

less preferred than the grape, its presence reduced the average quality of the combi-

nation, and with it the overall attractiveness of the option. Notably, this paradigm

closely mirrors the strict-inclusion structure of interest in the present research: one

option contains the other in its entirety, and both items have positive value|the

less-preferred food was willingly consumed when o�ered alone. The less-is-more ef-

fect therefore cannot be attributed to the presence of an aversive component, but

must re
ect something about how the combination is evaluated as a whole.

Converging evidence comes from other species. Pattison and Zentall (2014)

found that dogs showed a similar preference, choosing a single piece of preferred food

(e.g., cheese) over the same item paired with a less-preferred alternative (e.g., carrot),
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despite willingly consuming both items when available. Like Kralik et al. (2012),

they interpreted this pattern in terms of an a�ect heuristic, whereby qualitative

evaluation takes precedence over quantitative assessment. They additionally noted

that the e�ect may depend on motivational level, observing that the one dog that

failed to show the preference had a history of foraging as a stray|suggesting that

higher food motivation may attenuate or override the heuristic.

Zentall et al. (2014) extended these �ndings to a non-mammalian species, show-

ing that pigeons can also exhibit less-is-more e�ects, though not unconditionally.

Highly food-motivated pigeons chose optimally|preferring the combination over

the preferred food alone|whereas pigeons with lower food motivation showed the

suboptimal preference. This provided the clearest evidence yet that, at least in non-

human animals, motivational level is a meaningful moderator of the e�ect: when

motivation is su�ciently high, sensitivity to the quantitative di�erence between op-

tions appeared to override the a�ect heuristic.

Whether the same a�ect heuristic operates in the present paradigm is an open

question. If participants form an overall impression of a reward bundle based on the

average quality of its components rather than their sum, then the presence of a less-

preferred reward could reduce the overall attractiveness of the bundle|precisely the

pattern of interest here. The animal �ndings are therefore at least consistent with an

averaging account of less-is-more e�ects in reward evaluation. At the same time, the

conditions under which the e�ect emerges di�er: in the animal studies, suboptimal

preferences occur under direct comparison, whereas in the present paradigm options

are evaluated separately. Whether the underlying mechanism is genuinely shared

across these contexts, or whether similar outcomes arise from distinct processes,

remains to be determined.

1.1.2 The limits of existing accounts

Taken together, the �ndings reviewed above show that less-is-more e�ects can arise

in a variety of situations and can be explained in several di�erent ways. Across these
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approaches, the common idea is that adding an element changes how the option is

evaluated, for example, by weakening the impact of relevant information, introduc-

ing competing considerations, shifting attention toward less diagnostic features, or

altering the overall a�ective impression of the option.

The averaging account is perhaps the most parsimonious of these explanations:

if the value of a bundle re
ects the average quality of its components, then adding a

less-preferred item will necessarily reduce overall value, without requiring any addi-

tional assumptions. However, this account describes the computational outcome|

averaging rather than summation|without fully explaining why averaging should

occur in the �rst place, or predicting when it will and will not arise.

It is worth noting that averaging accounts have been invoked in other areas of

judgment and decision-making research, and their limitations are well documented.

A relevant parallel is the conjunction fallacy, which occurs when participants judge a

conjunction as more probable than one of its individual conjuncts (Tversky & Kah-

neman, 1983), violating a basic constraint of probability theory|though it should

be noted that some bounded-rationality frameworks can accommodate this pattern

(Costello & Watts, 2014; Zhu et al., 2020). One proposed explanation is that par-

ticipants estimate the probability of a conjunction as a weighted average of the

probabilities of its components (Abelson et al., 1987). However, Tversky and Kah-

neman (1983) showed that the conjunction fallacy disappears when no meaningful

connection exists between the two conjuncts, suggesting that the averaging account

applies only under speci�c conditions and therefore has limited explanatory scope.

By analogy, there is reason to be cautious about the averaging account of less-is-more

e�ects: even if averaging describes the pattern in some cases, it may not constitute

a general explanation.

Beyond these limitations, there is a more fundamental di�culty that existing

accounts have not explored: some reward combinations may be di�cult to represent

as a single coherent whole. When two rewards are very di�erent in nature|a luxury

holiday and a small box of chocolates, for instance|it may be di�cult to form a

24



single, stable mental impression of the combination. Considering one reward may

change how the other is perceived, making the bundle as a whole di�cult to evaluate

as a single integrated option. On this view, the problem is not that people weight

the components incorrectly or that they attend to the wrong attributes|it is that

the two components do not sit comfortably together in the mind at the same time.

To make this idea precise, it is necessary to discuss the concept of mental rep-

resentation. In cognitive psychology, a mental representation is the mind's way of

encoding information about the world. When we perceive, think about, or eval-

uate something, we do not have direct access to the thing itself|we have access

to a mental encoding of it. That encoding is the representation. Representations

are not passive copies of the world; they are actively constructed, shaped by prior

knowledge, context, and the way information is encountered. Crucially, represen-

tations have structure: they encode not only the elements of a situation but also

the relations between them. When we evaluate a bundle of two rewards, the overall

impression that results need not be a simple function of the individual values of

its components. How the two rewards are mentally combined|and indeed whether

they can be combined at all|may itself shape the outcome of evaluation. Represen-

tations can also be more or less stable. One possibility is that when two things can

be integrated into a coherent representation, the resulting representation is relatively

stable. By contrast, when two things are di�cult to integrate, the representation

formed may be more context-dependent.

This intuition can be formalised using the notion of incompatibility, drawn from

quantum probability theory. Rather than locating the source of less-is-more e�ects

in how components are processed within a given representation, the present account

asks whether the components of a bundle can be jointly accommodated within a sin-

gle such representation at all. If they cannot|if the two rewards are, in a technical

sense, incompatible|then considering one component may alter the cognitive state

in which the other is subsequently evaluated, such that the overall value assigned to

the bundle depends on the order in which its components are considered and may

fall below the value of the focal reward alone. It is this possibility, and the formal
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framework that makes it precise, that the present research sets out to explore.

1.1.3 An incompatibility account

The possibility that incompatibility may have cognitive relevance has been addressed

in recent work on quantum probability models of cognition. These models have

been proposed to account for a range of well-documented deviations from classical

accounts of judgment, including order e�ects (Wang et al., 2014) and conjunction

fallacies in probability estimation (Yearsley & Trueblood, 2018). Rather than treat-

ing these phenomena as isolated biases, the quantum approach provides a uni�ed

framework in which they arise from the structure of the underlying mental repre-

sentation (Busemeyer & Bruza, 2012; Pothos & Busemeyer, 2022).

The term \quantum" requires clari�cation, as it can invite misunderstanding.

This approach does not posit that cognitive processes are physically quantum-

mechanical in nature. Rather, it adopts the mathematical formalism of quantum

probability theory as a tool for representing uncertainty and inference in cognitive

systems. Like classical probability theory, quantum probability provides a set of

rules for assigning and updating probabilities, but these rules di�er in ways that

allow for a fundamentally di�erent characterisation of cognitive states.

A central assumption of classical probability theory is that a decision maker

considers a set of possible states or hypotheses about the world and assigns each a

probability re
ecting its plausibility (Gri�ths et al., 2010). These probabilities are

de�ned over a single, shared space of possibilities, within which di�erent pieces of

information can be combined using the rules of probability theory. Applied to the

evaluation of multi-component options, this provides a natural way of representing

the di�erent components within a common representational space and combining

their contributions to the evaluation of the bundle. Under such a representation,

there is no inherent reason for the value of the bundle to depend on the order in

which its components are considered.

However, a substantial body of empirical �ndings suggests that human judg-
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ments do not always conform to these assumptions. For example, the evaluation of

a given option can depend on the order in which information is presented (Moore,

2002), and the judged probability of a conjunction can exceed that of its individual

components (Tversky & Kahneman, 1983)|this is the conjunction fallacy, discussed

in the context of averaging accounts above. More broadly, these �ndings point to

failures of compositionality, in which the evaluation of a combined option cannot

be straightforwardly predicted from the evaluations of its parts. Such e�ects are

di�cult to reconcile with classical probability theory without introducing additional

assumptions and motivate the search for an alternative framework.

Quantum probability theory has been proposed as an alternative formal frame-

work for modelling such phenomena (Busemeyer et al., 2011). A key distinction

concerns the nature of uncertainty. In classical models, uncertainty is understood

as a lack of knowledge about a situation that is assumed to have a de�nite state.

That is, even if the decision maker is unsure, it is assumed that there is a single,

well-de�ned answer or preference that could in principle be revealed with enough

information.

In contrast, quantum models allow for situations in which the cognitive state

is not fully determined prior to judgment. Rather than assuming that a single

answer already exists but is unknown, these models allow that multiple potential

interpretations or responses may coexist. A judgment is then constructed at the time

of evaluation and the act of making a decision can itself determine the outcome.

Closely related to these ideas is the concept of incompatibility. In classical

probability theory, it is assumed that di�erent attributes or pieces of information can

be considered together using the same underlying representation, so that evaluating

one does not change how the others are represented. As a result, the order in which

information is processed should not a�ect the �nal judgment.

By contrast, quantum probability allows that some attributes are incompatible,

in the sense that considering one can change how the other is subsequently repre-

sented or evaluated. In such cases, the act of focusing on one component alters the
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cognitive state in which the next component is processed. As a result, the order

in which information is considered can in
uence the �nal judgment, giving rise to

systematic order e�ects.

In the present context, this framework suggests that the evaluation of multi-

component rewards may depend on the degree to which their components can be

jointly represented. In classical accounts, the value of a bundle is assumed to re
ect

a straightforward combination of its parts, such that adding a reward should not

reduce overall value. However, if the components of a reward pair cannot be fully

considered together in a single representation, this assumption may fail.

Speci�cally, reward combinations may be cognitively incompatible, in the sense

that attending to one component alters how the other is subsequently represented or

evaluated. As a result, the evaluation of the bundle may depend on which component

is considered �rst, and a stable, order-independent integration of the two rewards

may not be possible.

This perspective leads to a clear and testable empirical prediction. If less-is-more

e�ects arise from incompatibility between reward components, they should occur

precisely in cases where the evaluation of those components depends on order. Thus,

less-is-more e�ects should co-occur with order e�ects, which serve as a behavioural

signature that the components cannot be jointly evaluated in an order-independent

way. When order e�ects are weak or absent, by contrast, this suggests that the

components can be more readily considered together, and less-is-more e�ects should

be correspondingly reduced or absent.

It is important to note that the present research does not aim to develop or

test a formal quantum probability model of the less-is-more e�ect. To date, no such

model has been derived from quantum probability axioms that would mathemati-

cally account for less-is-more e�ects as a consequence of incompatibility. One main

di�culty in constructing such a model is representing the components of a reward

bundle in a representational space of su�cient dimensionality|a non-trivial prob-

lem (Gallus et al., 2024). The present work is therefore best understood as a �rst
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empirical step: rather than testing a fully speci�ed formal model, it tests a qualita-

tive prediction that follows from the incompatibility idea|namely, that less-is-more

e�ects and order e�ects should co-occur. If this prediction is supported, it would

provide initial evidence that the incompatibility framework may be a promising av-

enue for understanding less-is-more e�ects and would motivate the development of

a more formal account.

A closely related approach has been developed in recent work by Yearsley and

Trueblood (2018), who examined the relationship between order e�ects and conjunc-

tion fallacies in probabilistic judgments. They argued that both phenomena arise

from the incompatibility of mental representations: because evaluating one event

changes the cognitive state in which another is assessed, their model predicts that

these e�ects should co-occur. Consistent with this prediction, they showed that

participants who exhibited stronger order e�ects also tended to exhibit stronger

conjunction fallacies. This pattern is consistent with the possibility that the two

e�ects share a common underlying cognitive mechanism.

The present work tests whether the same logic applies to less-is-more e�ects.

If these e�ects arise from incompatibility between reward components, then the

magnitude of order sensitivity should be systematically related to the tendency to

exhibit a less-is-more e�ect. This prediction provides a novel empirical test of the

incompatibility account and, more broadly, of the utility of quantum probability

models for understanding the evaluation of multi-component options.

1.1.4 Overview of experiments

To test this prediction, we adopt two complementary approaches across a series of

experiments.

In Experiments 1 and 2, we use sensitivity to presentation order as a behavioural

proxy for incompatibility across a large set of reward pairs. In Experiment 1, we

present participants with lottery tickets o�ering pairs of rewards in di�erent presen-

tation orders and measure di�erences in willingness-to-pay as a function of order.
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These measurements are used to classify pairs according to the extent to which their

evaluation depends on order. In Experiment 2, we examine whether this classi�ca-

tion predicts the presence and strength of less-is-more e�ects, testing whether pairs

that are more strongly order-dependent are also more likely to produce less-is-more

patterns.

This two-step approach|�rst classifying pairs by order sensitivity, then testing

for less-is-more e�ects|provides an initial test of the co-occurrence prediction. How-

ever, it relies on aggregate, pair-level measures of order e�ects, which may obscure

individual di�erences in susceptibility to these e�ects.

In Experiments 3a, 3b, and 4, we therefore take a more direct approach by

measuring both order e�ects and less-is-more e�ects within the same participants

and for the same reward pairs. This allows us to test whether the two e�ects co-

occur at the level of individual participant{pair observations, providing a stronger

and more �ne-grained test of the incompatibility account.

Experiment 3a uses a sequential presentation format in which only one reward

is visible at a time, requiring participants to rely partly on memory when evaluating

the bundle. This design feature raises the possibility that any observed relationship

between order e�ects and less-is-more e�ects could be driven by recency biases aris-

ing from memory limitations, rather than by representational incompatibility per

se. To address this concern, Experiment 3b uses a progressive presentation format

in which both rewards remain visible during evaluation, reducing memory demands

while preserving a sequential structure of presentation. If the association between

order e�ects and less-is-more e�ects persists under these conditions, this would sug-

gest that the co-occurrence is not simply an artefact of memory constraints.

Finally, Experiment 4 introduces a familiarity manipulation to test whether

encouraging participants to construct integrated representations of reward pairs at-

tenuates both order e�ects and less-is-more e�ects. Prior to the evaluation task,

participants generate brief scenarios in which pairs of rewards could be meaning-

fully combined. If less-is-more e�ects arise from the di�culty of jointly representing

30



the components of a pair, then making the rewards easier to integrate should re-

duce their magnitude. This manipulation therefore provides a further test of the

incompatibility account.

Across these experiments, we aim to establish whether order e�ects and less-is-

more e�ects co-occur robustly across participants, reward pairs, and presentation

formats|a pattern that would be consistent with an incompatibility account of

multi-component reward evaluation.

1.2 Experiment 1

1.2.1 Introduction

In Experiment 1, we aimed to identify reward pairs that showed greater evidence of

incompatibility. As discussed, incompatibility cannot be assessed directly a priori ;

instead, we use the presence and magnitude of order e�ects as an empirical indicator

of incompatibility.

To this end, we tested 45 reward pairs for order e�ects and classi�ed them from

most to least order-sensitive based on the magnitude of their order-e�ect scores.

This classi�cation served as a �rst step towards testing our main prediction, namely

that order e�ects and less-is-more e�ects should co-occur.

The �ve most and the �ve least order-sensitive pairs were then selected for use in

the subsequent experiment, where we tested whether pairs with larger order e�ects

would also yield stronger less-is-more e�ects. While we employed this logic in the

next experiment, in subsequent ones we decided to switch to an alternative, more

direct approach.
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1.2.2 Method

Participants

Experiment 1 was conducted online via Proli�c. A total of 100 participants took

part in the study. No a priori power analysis was conducted because there was

no directly comparable prior research from which to obtain an appropriate e�ect-

size estimate for order e�ects in reward evaluation. The sample size was therefore

determined on a practical and exploratory basis. To participate, individuals were

required to be located in the UK, be over eighteen years of age, and have English

as their �rst language. Participants were paid £5 for their time and the experiment

took approximately thirty minutes to complete.

Design

The experiment used a within-subjects design, with presentation order as the within-

subjects factor (two levels: small{large and large{small). Each participant evaluated

all 45 reward pairs in both orders, allowing order-e�ect scores to be computed at the

level of individual participant{pair observations. The dependent variable was the

willingness-to-pay (WTP) value assigned to each lottery ticket, where each ticket

corresponded to a given reward pair presented in a speci�c order.

Materials

Thirty rewards were created, �fteen classi�ed as small (e.g., a plastic lemon squeezer,

a mug, a beanie hat) and �fteen as large (e.g., a voucher for a one-week holiday in

the Maldives, a MacBook Pro). From these, 45 reward pairs were constructed, each

consisting of one small and one large reward, with each reward appearing in exactly

three pairs.

Pairs were deliberately mismatched or thematically unusual (e.g., a box of short-

bread biscuits paired with a free all-inclusive week in Paris), in order to minimise

thematic coherence between items. The rationale was that thematically related re-

wards may be more easily integrated into a single evaluation, whereas mismatched
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rewards may be harder to combine and thus more likely to give rise to order e�ects.

Monetary values were included in the presentation of rewards. Although these

values were not real, they were intended to be realistic (e.g., the reward \top-of-the-

line smartphone" was assigned a value of £1050), and were included to emphasise

the di�erence in magnitude between small and large rewards.

All reward pairs are reported in Appendix A.

Procedure

Participants were presented with 90 hypothetical lottery tickets in total, each o�ering

a 50% chance of winning one of the 45 reward pairs. There were 90 tickets because

each pair was presented in both possible orders: one ticket presenting the small

reward �rst (the small{large ticket) and one presenting the large reward �rst (the

large{small ticket).

Participants were asked to provide a willingness-to-pay (WTP) value for each

ticket, de�ned as the maximum amount of money they would be willing to pay

for a given ticket. A WTP format was used rather than a binary choice paradigm

because the same reward pair was evaluated under di�erent presentation orders.

Asking participants to choose between the two versions would therefore make the

manipulation obvious and would not provide a meaningful measure of preference.

Instead, participants rated the value of each presentation order separately, and the

numerical valuation measure allowed us to capture graded di�erences in value across

presentation orders.

An example of a lottery ticket is shown in Figure 1.1. In this example, the

ticket o�ers a 50% chance of winning a £7 voucher to be used in a 
ower shop (the

small reward) and a £2400 14-inch MacBook Pro (the large reward). Rewards were

presented sequentially, with each reward shown on a separate screen, to encourage

participants to process them in the intended order.

The trial structure was as follows. Each trial began with a �xation cross dis-
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played for 400 ms, after which the �rst screen presented general information about

the lottery ticket, including the probability of winning. The second screen displayed

the �rst reward and the third screen the second reward, with the order depending on

condition. The �nal screen prompted participants to enter their WTP value. The

task was self-paced: participants advanced through screens by clicking a \next" but-

ton and could spend as long as they wished on each screen. Monetary values and

schematic images were displayed alongside each reward. The example in Figure 1.1

corresponds to a small{large ticket; the corresponding large{small ticket reverses

the order of presentation.

Figure 1.1: Example of the presentation of one lottery ticket in Experiment 1. Each
panel corresponds to one of the four screens presented sequentially to participants,
from top left to bottom right.

Because the design was fully within-subjects, participants evaluated the same

reward pair in both orders, raising the possibility that they might recall and anchor

on previous responses. To mitigate this, a large number of trials was used and all

pairs were presented once before any pair was repeated in the reverse order, reducing

the likelihood that a ticket and its inverse would appear in close succession. The

experiment was organised into two blocks: the �rst block consisted of 45 tickets with

an approximately equal number of small{large and large{small presentations, and

the second block consisted of the corresponding inverse tickets. Trial order within
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each block was randomised for each participant.

1.2.3 Results

In total, we obtained 100 � 90 = 9;000 WTP values. For each participant j

and reward pair i, two WTP values were obtained: WTPSL
ij , corresponding to

the small{large ticket, and WTPLS
ij , corresponding to the large{small ticket, where

j = 1; 2; : : : ; 100 and i = 1; 2; : : : ; 45.

The goal of Experiment 1 was to classify reward pairs from most to least order-

sensitive. We therefore computed an order-e�ect (OE) score for each participant

and reward pair, de�ned as the di�erence in WTP between the small{large and

large{small tickets:

OEij = WTPSL
ij �WTPLS

ij : (1.2)

A positive score indicates that the participant was willing to pay more for the small{

large ticket; a negative score indicates the reverse. Because we were interested in

the magnitude of the order e�ect rather than its direction, we treated both positive

and negative scores as evidence of order sensitivity.

Data exclusion and preprocessing We �rst analysed the raw data without

any cleaning or transformation. For each reward pair, we computed the mean OE

score across participants and tested whether it di�ered from zero using a one-sample

two-tailed t-test (45 tests in total). None reached statistical signi�cance.

A visual inspection of the raw data suggested that some participants had re-

sponded near-identically across trials despite substantial variation in reward value,

raising concerns about their engagement with or understanding of the task.

We therefore applied a post hoc engagement criterion based on whether partici-

pants di�erentiated between tickets with markedly di�erent nominal reward values.

WTP values for the least valuable ticket (shortbread biscuits, £2, and a steakhouse
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meal, £180) were compared with those for the most valuable ticket (a streaming

subscription, £12, and a one-week holiday in the Maldives, £2500), using the small{

large order for both. Participants who assigned a higher or equal WTP to the less

valuable ticket were excluded. This led to the removal of 13 participants, 11 of whom

had provided identical WTP values for both tickets. The �nal sample consisted of

87 participants.

WTP values were then rescaled within participants to the range [0; 1] using the

formula:

xirescaled =
xi � xmin

xmax � xmin

; (1.3)

where xmin and xmax are the minimum and maximum WTP values provided by a

given participant. This rescaling was used to reduce substantial between-participant

variability in response scale: some participants used values in the hundreds, while

others restricted responses to the range [0; 1]. Rescaling was intended to make the

analyses more sensitive to how each participant di�erentiated between presentation

orders, while reducing the in
uence of between-participant di�erences in overall

response scale.

Order-e�ect scores OE scores were recomputed using the rescaled WTP values,

and the same set of one-sample t-tests was repeated. Six pairs yielded uncorrected

evidence of a non-zero mean signed OE score (pairs 43, 38, 25, 33, 24, and 21; see

Table 1.1). The direction of the e�ect was not consistent across pairs: for pairs

43, 25, and 24, the mean OE score was positive, indicating higher WTP when

the large reward was presented last; for pairs 38, 33, and 21, the mean score was

negative, indicating higher WTP when the small reward was presented last. We

do not attempt to explain these primacy and recency e�ects, as they may re
ect

perceptual or salience factors not tracked in the present study.

No correction for multiple comparisons was applied. The purpose of this exper-

iment was not to make strong claims about the statistical signi�cance of individual
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order e�ects, but rather to identify pairs that appeared more order-sensitive than

others based on their mean OE scores. None of these results would survive a con-

ventional family-wise error-rate correction.

The mean OE score for pair i was computed as:

OEi =
1

N

N∑
j=1

OEij; (1.4)

where N is the number of participants after exclusion.

95% CI

Pair t df p Mean OE Lower Upper Cohen's d
P43 2.47 86 .015 0.079 0.0155 0.1430 0.26
P38 -2.18 86 .032 -0.055 -0.1055 -0.0049 -0.23
P25 2.34 86 .022 0.041 0.0062 0.0763 0.25
P33 -2.01 86 .047 -0.039 -0.0776 -0.0005 -0.22
P24 2.10 86 .039 0.038 0.0020 0.0743 0.23
P21 -2.21 86 .030 -0.034 -0.0650 -0.0035 -0.24

Table 1.1: Results for the six one-sample, two-tailed t-tests with uncorrected p-
values below .05, displayed in decreasing order of absolute mean OE score.

Selection of pairs From these six pairs, we selected the �ve with the largest

absolute mean OE scores|pairs 43, 38, 25, 33, and 24|as our order-sensitive pairs

for use in the subsequent experiment (see Table 1.2).

For the order-insensitive pairs, we selected �ve pairs with the smallest absolute

mean OE scores (pairs 8, 3, 16, 20, and 9; see Table 1.2), while ensuring that rewards

were not overly represented across both sets. There was considerable 
exibility in

this selection, as many pairs exhibited very small and non-signi�cant order e�ects.

Figure 1.2 shows the mean OE score for all ten selected pairs.

1.2.4 Discussion

The aim of Experiment 1 was to use order e�ects as an empirical indicator of in-

compatibility between reward pairs. To this end, we measured order-e�ect scores
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Figure 1.2: Mean OE score by pair, computed from rescaled WTP values using
(1.2). Pairs 20, 16, 3, 8, and 9 are the order-insensitive pairs; pairs 43, 38, 25, 33,
and 24 are the order-sensitive pairs. Error bars represent 95% con�dence intervals.

across a large set of reward pairs and used these scores to classify pairs from most

to least order-sensitive.

Following data cleaning and rescaling, several pairs showed uncorrected evidence

of di�erences in WTP depending on the order in which rewards were presented. The

magnitude and direction of these e�ects varied across pairs. Because the analyses

were exploratory and none of the e�ects would survive conventional corrections for

multiple comparisons, these results should be interpreted as identifying candidate

order-sensitive pairs rather than as establishing robust order e�ects.

Based on these results, we selected two subsets of pairs: those with relatively

large absolute mean order-e�ect scores (order-sensitive pairs) and those with very

small absolute mean order-e�ect scores (order-insensitive pairs). This classi�cation

was intended as an operational step, allowing us to test in a subsequent experiment

whether pairs exhibiting stronger order e�ects would also be more likely to produce
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less-is-more e�ects.

It is important to note that this classi�cation is relative rather than absolute.

Pairs were not assumed to be inherently compatible or incompatible, but were se-

lected based on the degree to which they appeared to elicit order e�ects in the present

data. The present experiment should therefore be understood as a stimulus-selection

procedure rather than a test of the incompatibility account itself.

In Experiment 2, we use the selected pairs to test whether the pairs classi�ed

as order-sensitive in Experiment 1 yield stronger less-is-more e�ects than the pairs

classi�ed as order-insensitive, as predicted by the incompatibility account.

1.3 Experiment 2

1.3.1 Introduction

Having classi�ed reward pairs according to their order-e�ect scores in Experiment 1,

we now turn to our main question of interest: does order sensitivity predict the less-

is-more e�ect? That is, are pairs that exhibited relatively strong order e�ects in

Experiment 1 also more likely to yield stronger less-is-more e�ects?

1.3.2 Method

Participants

Experiment 2 was conducted online via Proli�c. A total of 402 participants took part

in the study. No a priori power analysis was conducted because there was no directly

comparable research from which to obtain an appropriate e�ect-size estimate. The

methodological di�erences between Experiments 1 and 2 also meant that the results

of Experiment 1 could not provide a suitable basis for estimating the required sample

size. As in Experiment 1, the sample size was therefore determined on a practical and

exploratory basis, with broad reference to the sample sizes used in previous research

examining relationships between order e�ects and related judgment biases (Yearsley

& Trueblood, 2018). To participate, individuals were required to be located in the
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UK, be over eighteen years of age, and be 
uent in English. Participants who had

taken part in Experiment 1 were not eligible. Participants were paid £1.50 for their

time, and the experiment took approximately ten minutes to complete.

Design

Experiment 2 employed a 2 � 2 mixed design. Pair type (order-sensitive vs. order-

insensitive) was manipulated within participants, whereas block order was manipu-

lated between participants. For each reward pair, the dependent measure was the

di�erence between the WTP assigned to the single ticket and the WTP assigned to

the corresponding double ticket. Block order determined which combination of pair

type and ticket type was encountered �rst.

Materials

The ten reward pairs selected in Experiment 1 were used to construct the lottery

tickets for Experiment 2. Order-sensitive pairs were those with relatively large

absolute mean order-e�ect scores in Experiment 1, whereas order-insensitive pairs

were those with very small absolute mean order-e�ect scores. The ten pairs are

shown in Table 1.2.

For each reward pair, two types of lottery tickets were constructed. Formally,

let Pi = fSi; Lig denote reward pair i, where Si is the small reward and Li is the

large reward. A double ticket o�ered a 50% chance of winning both Si and Li,

while a single ticket o�ered a 50% chance of winning Li alone. For example, for

pair L3, the single ticket o�ered a 50% chance of winning a voucher for a meal at

a fancy steakhouse, while the double ticket o�ered the same chance of winning the

steakhouse voucher together with a beanie hat.

Procedure

Participants were presented with 26 hypothetical lottery tickets in total, each o�ering

a 50% chance of winning either one reward (single tickets) or two rewards (double

tickets). The presentation format was identical to that used in Experiment 1 (see
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Pair Large reward Small reward Mean OE score

H1 (P43) A voucher for a one-week
holiday in the Maldives
for two persons (£2500)

A one-month free
streaming service sub-
scription (£12)

0.079

H2 (P38) A one-week stay in a
large mountain cabin in
the French Alps (£1800)

A small desk bin (£7) -0.055

H3 (P25) A barista-style co�ee ma-
chine (£750)

A voucher to be used in
a 
ower shop (£7)

0.041

H4 (P33) A top-of-the-line smart-
phone (£1050)

A small box of short-
bread biscuits (£2)

-0.039

H5 (P24) A package of �ve one-
hour massages at a lux-
ury spa (£475)

A voucher to be used in
a sportswear shop (£10)

0.038

L1 (P20) An ergonomic desk chair
(£450)

A plastic lemon squeezer
(£3)

0.001

L2 (P16) A one-year gym member-
ship (£350)

A beanie hat (£7) 0.002

L3 (P3) A voucher for a meal at a
fancy steakhouse (£180)

A beanie hat (£7) 0.002

L4 (P8) A helicopter ride above
the seacoast (£220)

A voucher to be used in
a sportswear shop (£10)

0.002

L5 (P9) A helicopter ride above
the seacoast (£220)

A small desk bin (£7) -0.004

Table 1.2: The ten reward pairs used in Experiment 2, with their mean order-e�ect
scores from Experiment 1. Monetary values as presented to participants are shown
in parentheses. H-pairs are order-sensitive pairs (high order sensitivity) and L-
pairs are order-insensitive pairs (low order sensitivity). Original pair numbers from
Experiment 1 are shown in parentheses.

Figure 1.1), except that single tickets required three screens rather than four, as

only one reward was presented.

For double tickets, the order in which rewards were presented was determined

for each pair by selecting the order that had yielded the lower mean WTP value in

Experiment 1. The rationale was that a less-is-more e�ect occurs when the single

ticket is valued more highly than the double ticket. We therefore presented each

double ticket in the order associated with the lower mean WTP in Experiment 1,

with the aim of increasing the sensitivity of Experiment 2 to possible less-is-more

e�ects. This criterion was applied to both order-sensitive and order-insensitive pairs.
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As in Experiment 1, participants provided a WTP value for each ticket inde-

pendently, without directly choosing between single and double tickets. For each

reward pair i and participant j, two values were obtained: WTPD
ij for the dou-

ble ticket and WTPS
ij for the single ticket. Less-is-more e�ects were inferred from

di�erences between these values.

The survey was organised into four blocks:

1. The �rst block consisted of 10 tickets: �ve order-sensitive double tickets and

�ve order-insensitive single tickets.

2. The second block consisted of �ve �ller tickets, drawn from the 35 non-selected

pairs from Experiment 1, to introduce temporal separation between the �rst

and third blocks and reduce the likelihood of direct comparison between cor-

responding tickets. Responses to �ller trials were not included in the analysis.

3. An attention check ticket was presented.

4. The third block consisted of 10 tickets: �ve order-sensitive single tickets and

�ve order-insensitive double tickets.

In the counterbalanced condition, the order of the �rst and third blocks was reversed.

Within each block, ticket presentation order was randomised for each participant.

1.3.3 Results

Before exclusions, we obtained 402�20 = 8;040 WTP evaluations for the 20 analysed

tickets, excluding the �ve �ller trials and the attention-check trial. Participants who

did not pass the attention check or who reported not being comfortable reading

English were excluded. Of the 402 participants, 31 were removed, resulting in a

�nal sample of 371 participants.

As in Experiment 1, WTP values were rescaled within participants to the range

[0; 1] using (1.3), to reduce the in
uence of between-participant variability in re-

sponse scale. A LIM score was then computed for each participant j and reward
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pair i as:

LIMij = WTPS
ij �WTPD

ij; (1.5)

where WTPS
ij is the WTP value for the single ticket and WTPD

ij is the WTP value for

the corresponding double ticket. Positive values indicate a less-is-more e�ect|that

is, a higher valuation of the large reward alone than of the bundle.

Table 1.3 shows descriptive statistics for LIM scores by condition. The number

of observations di�ers slightly across order conditions due to participant exclusions.

Type Order condition n M SD
Order-insensitive Double-�rst 945 0.09 0.25
Order-insensitive Single-�rst 910 0.04 0.17
Order-sensitive Double-�rst 945 0.14 0.35
Order-sensitive Single-�rst 910 0.14 0.33

Table 1.3: Descriptive statistics for LIM scores, computed from rescaled WTP
values, by pair type (order-sensitive vs. order-insensitive) and order condition.
The order condition indicates whether the order-sensitive double tickets and order-
insensitive single tickets were encountered �rst, or whether the inverse combination
was encountered �rst.

Figure 1.3 shows the mean LIM score by reward pair. Mean LIM scores were

positive for all pairs, indicating a general tendency for participants to value the

large reward alone more highly than the bundle. LIM scores also appeared larger,

on average, for order-sensitive pairs than for order-insensitive pairs.

To formally test this, LIM scores were analysed using a mixed 2 � 2 design, with

pair type (order-sensitive vs. order-insensitive) as a within-subjects factor and order

condition as a between-subjects factor. Because each participant evaluated �ve pairs

within each level of pair type, LIM scores were averaged within participant and pair

type prior to analysis, yielding two observations per participant.

A two-way ANOVA revealed a signi�cant main e�ect of pair type, F (1; 369) =

32:36, p < :001, �2G = :040, indicating that LIM scores were larger for order-sensitive

pairs than for order-insensitive pairs. The main e�ect of order condition was not
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Figure 1.3: Mean LIM score by reward pair, computed from rescaled WTP values
using (1.5). Error bars represent 95% con�dence intervals.

signi�cant, F (1; 369) = 3:34, p = :068, �2G = :005. A signi�cant interaction between

pair type and order condition was observed, F (1; 369) = 4:19, p = :041, indicating

that the di�erence in LIM scores between order-sensitive and order-insensitive pairs

varied across order conditions. Descriptively, this di�erence was larger in the high-

sensitivity single-�rst condition than in the high-sensitivity double-�rst condition.

These results are illustrated in Figure 1.4.

To verify that these �ndings were not driven by the aggregation procedure, we

conducted a complementary mixed-e�ects analysis on the full set of participant{pair

observations. By-participant random slopes for pair type were included alongside

random intercepts for participants and pairs, consistent with the within-subjects

structure of the design. This model converged without singularity and was therefore

retained.

The mixed-e�ects analysis yielded the same qualitative pattern as the ANOVA.

The main e�ect of pair type remained signi�cant, F (1; 11:19) = 7:20, p = :021,
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Figure 1.4: Mean LIM score by pair type and order condition. Error bars represent
95% con�dence intervals.

and the interaction between pair type and order condition was also signi�cant,

F (1; 369) = 4:19, p = :041, while the main e�ect of order condition was not signi�-

cant, F (1; 369) = 3:34, p = :068.

Variance estimates indicated greater variability across participants than across

pairs: the variance of by-participant random intercepts was :041 and the variance of

by-participant random slopes for pair type was :048, compared with :002 for by-pair

random intercepts.

1.3.4 Discussion

Experiment 2 provided initial support for our prediction: reward pairs classi�ed

as order-sensitive in Experiment 1 yielded stronger less-is-more e�ects, on average,

than pairs classi�ed as order-insensitive. However, this di�erence varied across order

conditions, and the classi�cation itself was subject to several important limitations

that may have in
uenced the observed e�ects. We discuss these limitations below.
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Design limitations

First, the inclusion of monetary values in the presentation of rewards constituted a

signi�cant limitation. Large rewards varied substantially in value across pairs (e.g.,

a one-year gym membership at £350 vs. a one-week stay in a mountain cabin at

£1800). These values may have acted as anchors, disproportionately in
uencing

participants' WTP responses|particularly since both the displayed values and the

responses were expressed in pounds sterling.

This issue becomes especially problematic when comparing order-e�ect scores

across pairs. Because WTP values scale with the overall value of the rewards, di�er-

ences in WTP between presentation orders are also likely to scale accordingly. As a

result, pairs containing higher-value rewards may systematically yield larger order-

e�ect scores even if the underlying psychological e�ect is identical in magnitude.

To illustrate, consider two reward pairs di�ering in overall value. For a high-

value pair, a participant might report WTP values of £200 and £180 across presen-

tation orders, yielding an order-e�ect score of 20. For a lower-value pair, the same

proportional di�erence might produce WTP values of £20 and £18, yielding an

order-e�ect score of 2. Although the relative e�ect of presentation order is identical

in the two examples, the raw order-e�ect score is ten times larger for the higher-

value pair. Ranking pairs using raw di�erences could therefore make higher-value

pairs appear more order-sensitive simply because they were evaluated on a larger

monetary scale.

This concern is re
ected in the data: as shown in Table 1.2, the large rewards

associated with order-sensitive pairs tend to have higher monetary values than those

associated with order-insensitive pairs. This raises the possibility that the classi�ca-

tion partly re
ects di�erences in reward magnitude rather than di�erences in order

sensitivity per se.

Importantly, this issue is not solely attributable to intrinsic di�erences in re-

ward value, which would have existed regardless of whether monetary values were
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displayed. Explicitly providing numerical values likely ampli�ed these di�erences by

encouraging participants to anchor their WTP responses on the displayed amounts.

Without explicitly displayed monetary values, the scaling problem may have been

less directly reinforced, although participants would still have di�ered in their sub-

jective estimates of reward value and their use of the WTP response scale.

In sum, this limitation introduces uncertainty as to whether the observed dif-

ferences in order-e�ect scores truly re
ect di�erences in order sensitivity or instead

arise from systematic di�erences in the scale of WTP responses across pairs.

Validity of the order-e�ect measure

The second concern relates to how order-e�ect scores were computed and used to

classify pairs. Recall that we assumed the direction of the order e�ect was not

relevant and that we were primarily interested in its magnitude. However, mean

order-e�ect scores (1.4) were computed using signed values, which allowed positive

and negative e�ects to cancel out when averaging across participants.

As a result, pairs exhibiting large but directionally inconsistent order e�ects

across participants may have been assigned low mean scores and therefore classi�ed

as order-insensitive. This creates ambiguity in the classi�cation: such pairs may in

fact re
ect strong but variable order sensitivity, rather than a genuine absence of

order e�ects.

At the same time, signed values were preferred over absolute values on the

grounds that large and consistent order e�ects provided stronger evidence of order

sensitivity than large but inconsistent e�ects, and because signi�cance testing was

more straightforward with signed scores. However, this choice introduces a trade-

o�: prioritising directional consistency may have come at the expense of correctly

identifying pairs that exhibit substantial but variable order sensitivity.

In hindsight, it seems preferable to prioritise the accurate identi�cation of any

form of order sensitivity, regardless of whether it is consistent in direction. The

present approach therefore introduces uncertainty as to whether pairs classi�ed as
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order-insensitive were truly insensitive to presentation order or simply exhibited

heterogeneous e�ects that cancelled out on average.

This limitation is particularly consequential given that the classi�cation of pairs

served as the independent variable in Experiment 2.

Revisiting the classi�cation of reward pairs

The issues discussed above raise concerns about the reliability of the classi�cation

of the ten reward pairs used in Experiment 2. Since it was not possible to modify

the stimuli post hoc, we instead revisited the classi�cation of these ten pairs by

re-analysing the relevant data from Experiment 1 using an alternative order-e�ect

measure.

Speci�cally, we de�ned a revised order-e�ect score as follows:

OErev
ij =

jWTPSL
ij �WTPLS

ij j
WTPSL

ij +WTPLS
ij

: (1.6)

This formulation introduces two key modi�cations relative to the original measure.

First, taking the absolute di�erence ensures that order e�ects do not cancel out when

averaging across participants, retaining only the magnitude of the e�ect. Second,

dividing by the sum of the two WTP values expresses the di�erence relative to the

overall value assigned to the pair|that is, as a proportion of total valuation rather

than as a raw monetary di�erence. This reduces the in
uence of reward magnitude,

since larger absolute di�erences no longer arise simply because participants assign

higher WTP values overall. Revised order-e�ect scores were computed directly from

the rawWTP values, removing the need for prior rescaling. Mean revised order-e�ect

scores were then computed for each pair by averaging OErev
ij across participants.

Although this measure addresses two limitations of the original signed score|

namely dependence on raw reward magnitude and cancellation of e�ects in opposite

directions|it also involves some trade-o�s. In particular, because it is a ratio mea-

sure, it can become sensitive when both WTP values are small, as small absolute
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di�erences may produce relatively large proportional scores. The measure is also

unde�ned when both valuations are zero. In the present analysis, such cases oc-

curred when participants assigned a WTP of zero to both presentation orders and

were treated as indicating no order e�ect.

This reanalysis focused on the ten reward pairs selected for Experiment 2 and

reconsidered their relative classi�cation under the revised measure. It did not involve

reselecting stimuli from the full set of 45 reward pairs used in Experiment 1. The

revised classi�cation is reported in Table 1.4.

Pair Large reward Small reward Mean OE score

H1 (P9) A helicopter ride above the
seacoast (£220)

A small desk bin (£7) 0.199

H2 (P25) A barista-style co�ee ma-
chine (£750)

A voucher to be used in
a 
ower shop (£7)

0.185

H3 (P20) An ergonomic desk chair
(£450)

A plastic lemon squeezer
(£3)

0.174

H4 (P16) A one-year gym member-
ship (£350)

A beanie hat (£7) 0.172

H5 (P3) A voucher for a meal at a
fancy steakhouse (£180)

A beanie hat (£7) 0.172

L1 (P33) A top-of-the-line smart-
phone (£1050)

A small box of short-
bread biscuits (£2)

0.136

L2 (P24) A package of �ve one-hour
massages at a luxury spa
(£475)

A voucher to be used in
a sportswear shop (£10)

0.146

L3 (P43) A voucher for a one-week
holiday in the Maldives for
two persons (£2500)

A one-month free
streaming service sub-
scription (£12)

0.147

L4 (P38) A one-week stay in a large
mountain cabin in the
French Alps (£1800)

A small desk bin (£7) 0.155

L5 (P8) A helicopter ride above the
seacoast (£220)

A voucher to be used in
a sportswear shop (£10)

0.163

Table 1.4: Revised classi�cation of the ten reward pairs using the revised order-
e�ect score (1.6). Pairs labelled H correspond to the �ve pairs with the highest
revised order-e�ect scores, whereas pairs labelled L correspond to the �ve pairs with
the lowest revised order-e�ect scores. Original pair numbers from Experiment 1 are
shown in parentheses.

The classi�cation of several pairs changed substantially under the revised mea-
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sure. Figure 1.5 shows the mean OE score for each of the ten pairs under the revised

measure. For example, the reward pair consisting of a helicopter ride above the sea-

coast and a small desk bin was previously classi�ed as order-insensitive (L5) under

the signed measure, but becomes the highest-scoring pair among the ten pairs re-

considered here under the revised measure. This suggests that the signed measure

may have underestimated pairs exhibiting substantial but directionally inconsistent

order e�ects.
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Figure 1.5: Mean OE score for each of the ten reward pairs, computed from raw
WTP values using the revised measure (1.6). Orange bars correspond to order-
sensitive pairs (H) and blue bars to order-insensitive pairs (L) under the revised
classi�cation. Each label shows the original classi�cation (Old) and the revised
classi�cation (New), illustrating how the reclassi�cation di�ers from the original
signed measure.

More importantly, the distinction between order-sensitive and order-insensitive

pairs remained weak under the revised measure. Because the revised classi�cation

was itself based on ranking the mean revised OE scores, an inferential comparison

of these same scores across the resulting groups would not provide an independent

validation of the classi�cation. We therefore evaluated the distinction descriptively.
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As shown in Figure 1.5, the scores formed a largely continuous distribution rather

than two clearly separated groups. Although the revised classi�cation identi�ed

pairs with relatively higher and lower scores, the mean scores occupied a relatively

narrow range, with only a small di�erence between the lowest-scoring pair classi�ed

as order-sensitive and the highest-scoring pair classi�ed as order-insensitive. Any

subsequent comparison based on this division would therefore rest on a weak and

potentially unstable distinction.

Moving on

The problems discussed above were largely a consequence of the experimental design

and could have been avoided. In particular, the use of monetary values and uncon-

strained willingness-to-pay responses introduced variability that may have a�ected

the reliability of the order-e�ect measure. In the following experiment, we address

these issues by removing monetary values and replacing willingness-to-pay responses

with bounded happiness ratings, to reduce variability in response scales and avoid

anchoring e�ects.

More fundamentally, we also reconsidered the overall experimental approach.

In Experiments 1 and 2, the relationship between order e�ects and less-is-more ef-

fects was examined indirectly: pairs were �rst classi�ed as order-sensitive or order-

insensitive based on mean order-e�ect scores, and this classi�cation was then used

to predict less-is-more e�ects. However, this two-step procedure assumes that av-

erage order sensitivity is stable enough at the level of the stimulus pair to allow

classi�cation, even though order e�ects may vary across individuals. The degree to

which a given reward pair elicits order e�ects or less-is-more e�ects may depend not

only on the pair itself, but also on the individual evaluating it.

A more direct approach is to measure both e�ects simultaneously within the

same participants and for the same reward pairs, and to examine their co-occurrence

at the level of individual observations. This allows us to move away from the classi-

�cation procedure entirely and instead test whether, across participants and pairs,

stronger order e�ects are associated with stronger less-is-more e�ects. In Experi-

51



ment 3a, we adopt this approach.

1.4 Experiment 3a

1.4.1 Introduction

Experiment 3a was designed to address the limitations identi�ed in the previous

experiments. Rather than relying on a prior classi�cation of reward pairs as order-

sensitive or order-insensitive, we instead measured both order e�ects and less-is-more

e�ects directly within the same experiment and within the same participants.

In Experiments 1 and 2, the relationship between the two e�ects was assessed

indirectly: mean order-e�ect scores were �rst computed across participants for each

pair, used to classify pairs as order-sensitive or order-insensitive, and this classi�-

cation was then used to predict the size of the less-is-more e�ect. This approach

therefore relied on aggregated, pair-level measures and assumed that order sensitiv-

ity is a stable property of the stimulus pair.

In the present experiment, we adopt a more direct strategy. For each participant

and each reward pair, we obtain both a measure of order sensitivity|based on

di�erences between evaluations of the same pair presented in di�erent orders|and a

measure of the less-is-more e�ect|based on comparisons between evaluations of the

large reward alone and the corresponding bundle. This allows us to examine whether

the presence and magnitude of an order e�ect for a given pair and participant is

associated with the presence and magnitude of a less-is-more e�ect for that same

pair and participant, at the level of individual observations.

This shift removes the need to classify pairs based on mean order-e�ect scores

and re
ects the possibility that order sensitivity and less-is-more e�ects are not

solely properties of the stimuli, but vary across individuals.

In addition, the experimental design was modi�ed to address issues related to

response scaling and anchoring. Monetary values were no longer displayed, and
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willingness-to-pay responses were replaced with bounded happiness ratings, con-

straining the response scale and reducing variability both within and between par-

ticipants.

Overall, Experiment 3a provides a more direct and controlled test of the rela-

tionship between order e�ects and less-is-more e�ects.

1.4.2 Method

Participants

Experiment 3a was conducted online via Proli�c. A total of 201 participants took

part in the experiment. No a priori power analysis was conducted because the

substantial di�erences in design, response measure, and level of analysis between

Experiments 2 and 3a meant that Experiment 2 did not provide a directly compa-

rable e�ect-size estimate. As in Experiments 1 and 2, the sample size was therefore

determined on a practical and exploratory basis. To participate, individuals were

required to be located in the UK, be over eighteen years of age, and be 
uent in

English. Participants who had taken part in Experiment 1 or Experiment 2 were

not eligible. Participants were paid £2.50 for approximately �fteen minutes of par-

ticipation.

Design

Experiment 3a employed a fully within-subjects design in which participants evalu-

ated both single rewards and bundles presented in di�erent orders. For each reward

pair i and participant j, four happiness ratings were obtained:

• RLS
ij : the bundle rating when the large reward was presented �rst and the small

reward second.

• RSL
ij : the bundle rating when the small reward was presented �rst and the

large reward second.

• RL
ij: the rating of the large reward presented alone.
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• RS
ij: the rating of the small reward presented alone.

On each trial, participants indicated how happy they would feel if they won the

reward(s) presented, using a bounded scale from 0 to 16.

This design allows both e�ects of interest to be measured within participants

and reward pairs. Order e�ects are captured by di�erences between RLS
ij and RSL

ij ,

while less-is-more e�ects are captured by comparing the rating of the large reward

alone, RL
ij, with the ratings of the corresponding bundle, RLS

ij and RSL
ij . A less-

is-more e�ect occurs when the large reward alone is rated more highly than the

corresponding bundle. Ratings for the small reward alone (RS
ij) were included as a

�ller condition to reduce the transparency of the study's purpose.

Materials

The ten reward pairs used in Experiment 3a were selected by applying the revised

order-e�ect score (Equation 1.6) to all 45 reward pairs evaluated in Experiment 1.

The �ve pairs with the highest mean scores and the �ve with the lowest were se-

lected. Unlike in Experiment 2, this was not intended to de�ne theoretically mean-

ingful categories or an independent variable. Rather, the revised measure was used

pragmatically as a sampling tool: because some subset of stimuli had to be cho-

sen, selecting pairs from opposite ends of the observed score distribution provided a

reasonable way to increase the likelihood of heterogeneity in order sensitivity. The

substantive analysis nevertheless remained focused on variation at the participant{

pair level, rather than treating order sensitivity as a stable property of the pairs

themselves. Alternative selection procedures would have been equally defensible.

The selected pairs are shown in Table 1.5.

Monetary values were not displayed to participants, to avoid anchoring e�ects

and reduce variability in responses. An exception was made for small rewards de-

scribed as vouchers (e.g., \a £5 voucher to be used in a stationery store"), where the

monetary amount is intrinsic to the identity of the reward|without it, the descrip-

tion would be uninformative. Large rewards previously framed as vouchers were
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Pair Large reward Small reward Mean OE score

P1 (P30) High-quality speakers A £5 voucher to be used in
a stationery store

0.246

P2 (P22) A package of �ve one-hour
massages at a luxury spa

A new desk bin 0.238

P3 (P1) A free meal at a fancy steak-
house

A small box of shortbread
biscuits

0.220

P4 (P26) A barista-style co�ee ma-
chine

A £5 voucher to be used in
a candy shop

0.214

P5 (P12) A box of 12 �ne red wine
bottles

A £7 voucher to be used in
a 
ower shop

0.210

P6 (P33) A top-of-the-line smart-
phone

A small box of shortbread
biscuits

0.147

P7 (P5) A free ticket for a famous
music festival of your choice

A thermos bottle 0.143

P8 (P40) A 14-inch MacBook Pro A free meal at a fast-food
chain

0.136

P9 (P44) A one-week holiday in the
Maldives for two persons

A mini whiteboard with
pens

0.122

P10 (P45) A one-week holiday in the
Maldives for two persons

A £5 voucher to be used in
a stationery store

0.116

Table 1.5: The ten reward pairs used in Experiment 3a, selected based on the revised
order-e�ect score (Equation 1.6). Mean OE scores are computed from the data of
Experiment 1. Original pair numbers from Experiment 1 are shown in parentheses.
Pairs were not categorised as order-sensitive or order-insensitive.

rephrased as direct outcomes (e.g., \a voucher for a meal at a fancy steakhouse"

became \a free meal at a fancy steakhouse"), since the nature of these rewards is

su�ciently clear without reference to their monetary value.

Procedure

On each trial, participants imagined winning reward(s) in a lottery and were pre-

sented with either one reward (single-reward trials) or two rewards (bundle trials).

For bundle trials, rewards were presented sequentially on separate screens. Each

trial began with a �xation cross displayed for 1000 ms. Rewards were presented in a

self-paced manner, but participants were required to view each screen for a minimum

of 2000 ms before the \next" button appeared, ensuring that each reward received

comparable minimum exposure before evaluation. In the large{small condition,
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the large reward appeared �rst followed by the small reward; in the small{large

condition, the order was reversed. For single-reward trials, only one reward was

presented.

Following the presentation of the reward(s), participants rated how happy they

would feel if they won them, using a 17-point bounded scale from 0 (neither happy

nor unhappy) to 16 (extremely happy), presented as a slider without numerical la-

bels. Anticipated happiness was used because it provided an intuitive and common

measure of subjective evaluation across rewards that di�ered substantially in their

nature and monetary value, without requiring participants to translate their reac-

tions into monetary amounts. The bounded format placed all evaluations on the

same �xed scale and limited extreme variation in responses, while the number of

response options retained sensitivity to relatively small di�erences between evalu-

ations. Numerical values were hidden to reduce the likelihood that participants

would anchor on speci�c numbers across trials. The lower bound of the scale was

set to zero rather than extending into negative values, as participants were evalu-

ating the prospect of winning rewards|a context in which the relevant distinction

was primarily between the absence of positive a�ect and varying degrees of positive

a�ect.

An example trial is shown in Figure 1.6. This example corresponds to a large{

small trial in which the large reward (a one-week holiday in the Maldives for two

persons) is presented �rst, followed by the small reward (a mini whiteboard with

pens); the happiness rating scale is visible in the fourth panel.

Each participant completed all four rating types for each of the ten reward pairs,

in a fully randomised order across all pairs and conditions. Unlike in previous ex-

periments, no attempt was made to introduce temporal separation between di�erent

conditions of the same pair, due to the increased complexity of the design with four

kinds of trials.

As an attention check, participants also rated their happiness from receiving \a

small bag of rotten screws"; those who provided a rating above 1 were excluded;
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Figure 1.6: Example of a large{small trial from Experiment 3a. Screen 1 introduced
the trial; Screen 2 displayed the large reward (a one-week holiday in the Maldives for
two persons); Screen 3 displayed the small reward (a mini whiteboard with pens);
Screen 4 presented the happiness rating scale.

ratings of 1 were retained to account for minor imprecision in slider placement.

1.4.3 Results

In total, we obtained 201 � 37 = 7;437 ratings. Each participant evaluated 10

reward pairs under two bundle conditions (large{small and small{large), as well

as single-reward trials. This would normally yield 40 ratings per participant (20

bundle ratings, 10 large-reward-alone ratings, and 10 small-reward-alone ratings).

However, because three small rewards appeared in more than one pair, small-reward-

alone ratings were collected only once for each unique reward, resulting in 37 ratings

per participant.

Data exclusion Participants who provided a happiness rating above 1 for the

attention check item (\a small bag of rotten screws") were excluded, with values of

1 accepted to account for imprecision in cursor placement. A total of 13 participants

were excluded, resulting in a �nal sample of 187 participants.
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Preprocessing No transformation of the data was applied. Unlike in previous

experiments, responses were collected on a common bounded rating scale (0 to 16),

which reduced di�erences in response scale across participants and made within-

participant rescaling unnecessary.

De�nition of measures For each participant j and reward pair i, we computed

an order-e�ect (OE) score and a less-is-more (LIM) score.

The OE score was de�ned as the absolute di�erence between the two bundle

ratings:

OEij =
∣∣RLS

ij �RSL
ij

∣∣ : (1.7)

Absolute values were used because the aim was not to classify reward pairs according

to the direction of their order e�ect, but rather to quantify the magnitude of order-

related changes at the level of individual participant{pair observations. This allowed

us to examine whether larger order e�ects were associated with stronger less-is-

more e�ects, regardless of which presentation order produced the higher bundle

rating. Because OE scores are absolute values and therefore always non-negative by

de�nition, it is not possible to formally test whether order e�ects were present using

a standard signi�cance test against zero|such a test would be trivially signi�cant

regardless of the data. We therefore simply report descriptive statistics: M = 1:19,

SD = 1:79.

The LIM score was de�ned as the maximum di�erence between the rating of the

large reward alone and each of the two bundle ratings:

LIMij = max
{
RL

ij �RSL
ij ; R

L
ij �RLS

ij

}
: (1.8)

The maximum was used because the bundle was evaluated under two presentation

orders, and a less-is-more e�ect was considered to be present when the large reward
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alone was valued more highly than the corresponding bundle under at least one

of these orders. Taking the maximum therefore captures the strongest evidence

of a less-is-more e�ect across the two possible presentation orders. Positive values

therefore indicate that a less-is-more e�ect occurred under at least one presentation

order. 1

The distribution of LIM scores is shown in Figure 1.7. The distribution is

centred close to zero and exhibits a right skew, with a longer positive tail re
ecting

the presence of some larger less-is-more e�ects. Overall, 39% of participant{pair

observations yielded a positive LIM score.
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Figure 1.7: Distribution of LIM scores across all participant{pair observations. The
vertical dashed line at 0 indicates the threshold for the presence of a less-is-more
e�ect.

To test whether LIM scores were positive on average, we �tted an intercept-only

1During additional checks carried out after submission of the thesis, we identified that the OE
and LIM measures are not mathematically independent, as both are calculated using the same two
bundle ratings. In particular, the definition of LIM contains a mathematical component equal to
half of the OE score. Additional sensitivity analyses were therefore conducted using an adjusted
LIM measure that removes this shared component. The mathematical derivation, results of these
analyses, and their implications for the conclusions of the project are reported in Appendix B.
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linear mixed-e�ects model with by-participant and by-pair random intercepts to

account for repeated observations within participants and variability across reward

pairs. A one-tailed test was used because the hypothesis speci�cally concerned

whether LIM scores were greater than zero. Mean LIM scores were signi�cantly

greater than zero, b = 0:64, SE = 0:10, t(16:74) = 6:53, p < :001 (one-tailed).

Co-occurrence of order and less-is-more e�ects To test whether order e�ects

and less-is-more e�ects co-occur, we modelled the relationship between LIMij and

OEij using a linear mixed-e�ects model, which accounts for the non-independence

of observations arising from repeated measurements within participants and across

reward pairs. Following recommendations to initially specify a maximal random-

e�ects structure (Barr et al., 2013), we �rst included by-participant and by-pair

random intercepts and slopes for the relationship between OE and LIM. This model

did not converge and was simpli�ed to include by-participant random intercepts and

slopes and by-pair random intercepts only.

A signi�cant positive association was found, b = 0:64, SE = 0:04, t(148:04) =

15:29, p < :001, indicating that stronger order e�ects were associated with stronger

less-is-more e�ects at the level of individual participant{pair observations. That is,

when a participant's evaluation of a given reward pair showed a larger di�erence

between presentation orders, the same participant also tended to show a larger

di�erence favouring the large reward alone over the bundle. Variance estimates

for the random e�ects were as follows: by-participant random intercepts = 0.0003,

by-participant random slopes = 0.11, and by-pair random intercepts = 0.09.

Figure 1.8 shows the relationship between LIM and OE scores.

Exploratory analyses: direction of e�ects Before reporting the direction of

e�ects, we consider what simple position-based accounts would predict, to provide

a theoretical benchmark against which the observed patterns can be evaluated.

One possibility is that participants assign greater weight to one reward depend-

ing on its position in the sequence. Under a primacy account, the �rst reward
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Figure 1.8: Scatter plot of OE and LIM scores across all participant–pair obser-
vations. Each point represents a unique combination of scores, with point size
proportional to the number of observations at that coordinate. Blue points indicate
positive LIM scores (less-is-more effect present) and orange points indicate non-
positive LIM scores (less-is-more effect absent).

dominates evaluation: when the small reward appears first, it pulls bundle ratings

downward, producing a less-is-more effect (RSL < RL); when the large reward ap-

pears first, it dominates and no less-is-more effect is expected (RLS ≥ RL). Order

effects arise because the two presentation orders yield systematically different bundle

ratings (RLS > RSL). Under a recency account, the second reward dominates, and

the pattern reverses: a less-is-more effect occurs when the small reward is presented

second (RLS < RL) but not first (RSL ≥ RL), and order effects reflect the dominance

of the last item (RLS < RSL). Both accounts can in principle generate co-occurring

order effects and less-is-more effects, but they impose strong directional constraints:

the less-is-more effect should occur consistently under one presentation order but

not the other, and order effects should show a consistent directional bias.

A second possibility is that evaluation is driven by the most salient reward,

independently of presentation order. This predicts RLS = RSL—no order effect—
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and therefore cannot account for the joint presence of order e�ects and less-is-more

e�ects.

The incompatibility account, by contrast, does not generally predict a particular

direction of order e�ects (Pothos & Busemeyer, 2022). The direction of e�ects

analyses below are therefore not intended as a test of incompatibility per se, but

as a check on whether simpler position-based accounts are su�cient. If the co-

occurrence persists in the absence of a consistent directional pattern, this would be

di�cult to accommodate within a simple position-based account.

For order e�ects, we computed a raw OE score:

OERaw
ij = RLS

ij �RSL
ij : (1.9)

Negative values indicate higher ratings when the large reward was presented second.

Figure 1.9 shows the mean raw OE score by reward pair. All mean values were

negative, indicating a consistent recency e�ect: participants on average reported

higher happiness when the large reward was presented second (M = �0:20, SD =

2:14). This pattern is consistent with the predictions of a recency account, in which

the second reward dominates evaluation.

For less-is-more e�ects, we examined whether LIM scores di�ered depending on

which bundle rating was used, de�ning:

LIMSL
ij = RL

ij �RSL
ij ; (1.10)

LIMLS
ij = RL

ij �RLS
ij : (1.11)

As shown in Figure 1.10, LIM scores were consistently larger when computed using

RLS
ij than when computed using RSL

ij . This pattern follows directly from the recency

e�ect: because bundle ratings were higher when the large reward was presented

second (RSL
ij > RLS

ij on average), LIMSL
ij subtracts the higher bundle rating and

therefore yields smaller LIM scores than LIMLS
ij . Thus, less-is-more e�ects were
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Figure 1.9: Mean raw OE score by reward pair, computed using (1.9). Negative
values indicate higher bundle ratings when the large reward was presented second.

stronger when the small reward was presented second, consistent with a simple

recency account.

Robustness analysis Because both OE and LIM scores can take a value of zero,

a substantial proportion of observations were concentrated at the origin of the OE{

LIM distribution. To examine whether the observed association was driven pri-

marily by these observations, we repeated the mixed-e�ects analysis after excluding

participant{pair observations for which both OE and LIM scores were equal to zero.

The exclusion removed 581 of 1870 observations (31.1%). The association be-

tween OE and LIM scores remained positive and signi�cant, b = 0:67, SE = 0:05,

t(104:48) = 13:49, p < :001, indicating that the relationship between order e�ects

and less-is-more e�ects was not dependent on observations at the origin.
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Figure 1.10: Mean LIMSL and LIMLS scores by reward pair, computed using (1.10)
and (1.11), respectively.

1.4.4 Discussion

Experiment 3a was designed to address the limitations identi�ed in the previous

experiments, in particular the reliance on aggregate, pair-level measures of order

e�ects. Rather than inferring the relationship between order e�ects and less-is-

more e�ects from averages computed across participants, both e�ects were measured

directly within participants for each reward pair, allowing the two measures to be

compared at the level of individual participant{pair observations.

The results con�rm that less-is-more e�ects were present on average across

participant{pair observations, with mean LIM scores signi�cantly greater than zero.

Moreover, a signi�cant positive association between OE and LIM scores was ob-

served at the level of individual participant{pair observations. When a participant

exhibited stronger sensitivity to the order in which rewards were presented for a

given pair, this was also associated with a greater tendency to evaluate the large

reward more favourably than the bundle.
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This pattern is consistent with the prediction derived from the incompatibility

framework. If order e�ects are taken as an empirical indicator of incompatibility

between rewards, and if incompatibility contributes to the emergence of less-is-more

e�ects, then reward pairs that elicit stronger order e�ects should also be more likely

to exhibit less-is-more e�ects. The observed positive association between the two

measures is in line with this prediction.

A potential concern is that, because both OE and LIM scores can take a value of

zero, the observed association might partly re
ect the concentration of observations

at the origin of the OE{LIM distribution. We therefore tested whether this relation-

ship was driven by observations for which both measures were zero. Excluding these

observations did not alter the conclusion, with the OE{LIM association remaining

positive and signi�cant, indicating that the relationship was not dependent on the

concentration of observations at zero.

Several limitations should be noted. First, the LIM score was de�ned as the

maximum di�erence across the two presentation orders, which detects the presence

of a less-is-more e�ect under at least one ordering rather than consistently across

both. This may overestimate the prevalence of the e�ect. Second, the OE score was

de�ned using absolute di�erences, discarding information about the direction of the

e�ect. While appropriate for assessing co-occurrence in terms of magnitude, this

prevents us from determining whether speci�c directions of order e�ects are more

strongly associated with less-is-more e�ects. Third, the measures of order e�ects

and less-is-more e�ects are not fully independent, as both involve the two bundle

evaluations (RLS
ij and RSL

ij ). Consequently, part of the observed association between

OE and LIM scores may arise from the mathematical relationship between the mea-

sures rather than from a psychological relationship between the two phenomena.

Nevertheless, the measures capture distinct aspects of evaluation: OE re
ects sen-

sitivity to presentation order, whereas LIM re
ects whether the large reward alone

is evaluated more favourably than the bundle. The observed association therefore

shows that the two measures are related, but does not by itself demonstrate that

order e�ects and less-is-more e�ects arise from the same psychological mechanism.
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Fourth, although bounded happiness ratings reduced variability compared to

willingness-to-pay measures, the scale remains subjective and may be in
uenced by

individual di�erences in scale use. In addition, the bounded nature of the scale may

have compressed extreme di�erences between the large reward alone and the bundle

ratings. For example, ratings close to the lower or upper bounds cannot re
ect

further decreases or increases in perceived value. This constraint may have reduced

the magnitude of some LIM scores and should be considered when interpreting the

distribution of e�ects. Fifth, the fully within-subjects design may have introduced

dependencies between trials: participants evaluated multiple con�gurations of the

same rewards, which may have led them to rely on earlier evaluations when making

later judgments, despite randomisation of trial order. Nevertheless, these limitations

do not necessarily invalidate the observed association, but they should be considered

when interpreting its magnitude and theoretical implications.

A more fundamental concern relates to an important feature of the present

design: rewards were presented sequentially and were not simultaneously visible

at the time of evaluation, requiring participants to rely on memory when forming

judgments about the bundle. This raises a concern about the interpretation of the

observed e�ects. The recency e�ect observed in the direction of e�ects analysis is

consistent with a simple recency attentional account, in which the most recently

presented reward dominates evaluation due to its greater accessibility in memory. If

this is the case, both order e�ects and less-is-more e�ects, as well as their associa-

tion, could re
ect a consequence of sequential presentation and memory accessibility

rather than a more fundamental property of reward evaluation.

In Experiment 3b, we address this concern by adopting a progressive presenta-

tion format in which rewards remain visible throughout the trial, reducing memory

demands while preserving the sequential structure of presentation. If the observed

e�ects and their association are primarily driven by memory limitations, they should

be attenuated under progressive presentation. In particular, the magnitude of the

recency pattern should be reduced if it arises from the greater accessibility of the

most recently presented reward in memory. If instead the e�ects re
ect a more fun-
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damental property of reward evaluation such as incompatibility, they should persist

even when both rewards remain visible.

1.5 Experiment 3b

1.5.1 Introduction

The purpose of Experiment 3b was to examine whether the association between

order e�ects and less-is-more e�ects observed in Experiment 3a depends on the

memory demands introduced by sequential presentation.

In Experiment 3a, rewards were presented sequentially with only one reward

visible at a time. When evaluating a bundle, participants therefore could not view

both rewards simultaneously and had to rely, at least in part, on memory when

forming their judgments. As discussed, this raises the concern that the observed

co-occurrence between order e�ects and less-is-more e�ects may re
ect memory-

related factors|in particular, a recency bias driven by the limited accessibility of

earlier information|rather than a more basic property of reward evaluation such as

incompatibility.

To address this concern, Experiment 3b adopts a progressive presentation for-

mat. Rewards are still presented one after the other, but once a reward appears

on screen it remains visible for the remainder of the trial, so that both rewards are

simultaneously visible when participants provide their evaluation. This modi�ca-

tion reduces the need to rely on memory while preserving the sequential structure

of presentation.

If the co-occurrence observed in Experiment 3a was primarily driven by memory

limitations, it should be attenuated under the progressive format. If instead it

re
ects a more general property of reward integration, it should persist even when

both rewards remain visible throughout the trial.
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1.5.2 Method

Participants

Experiment 3b was conducted online via Proli�c. A total of 201 participants were re-

cruited. No separate a priori power analysis was conducted. Because Experiment 3b

was designed as a closely matched follow-up to Experiment 3a, di�ering primarily in

the presentation format, the same approximate sample size was retained to provide

comparable precision across the two experiments. Participants were required to be

located in the UK, be at least eighteen years of age, and be 
uent in English. Indi-

viduals who had taken part in Experiments 1, 2, or 3a were not eligible. Participants

were paid £2.50 for approximately �fteen minutes of participation.

Design

The design was identical to that of Experiment 3a. The only di�erence between the

two experiments concerned the presentation format of bundle trials. For each reward

pair i and participant j, four happiness ratings were obtained: large{small (RLS
ij ),

small{large (RSL
ij ), large alone (RL

ij), and small alone (RS
ij). Both order e�ects and

less-is-more e�ects were measured within participants, using the same de�nitions as

in Experiment 3a (Equations 1.7 and 1.8).

Materials

The same ten reward pairs as in Experiment 3a were used (Table 1.5).

Procedure

The procedure was identical to that of Experiment 3a, with one key modi�cation to

the presentation format.

In Experiment 3a, rewards were presented sequentially with only one reward

visible at a time. In Experiment 3b, a progressive presentation format was adopted.

Each trial began with a �xation cross displayed for 1000 ms. Rewards still appeared

one after the other in a self-paced manner, with no minimum viewing time imposed
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before participants could reveal the second reward. Once a reward appeared on

screen it remained visible for the remainder of the trial. As a result, when the

second reward was presented, both rewards were simultaneously visible, and both

remained visible when participants provided their happiness rating.

This modi�cation reduced the memory demands associated with evaluating the

bundle, as both rewards were available at the time of judgment. Importantly, al-

though both rewards were visible at the time of evaluation, a presentation order was

still imposed: participants were required to view the �rst reward before advancing

to the second, and then to the rating screen. The design therefore preserved the

sequential structure of presentation while reducing the memory demands associated

with the format used in Experiment 3a.

As in Experiment 3a, participants who provided a happiness rating above 1 for

the attention check item were excluded.

1.5.3 Results

In total, we obtained 201� 37 = 7;437 ratings, re
ecting the same design as Exper-

iment 3a.

Data exclusion The same exclusion criterion as in Experiment 3a was applied.

Participants who rated their happiness from receiving \a small bag of rotten screws"

above 1 were excluded, with values of 1 accepted to account for imprecision in cursor

placement. A total of 5 participants were excluded, resulting in a �nal sample of

196 participants.

De�nition of measures OE and LIM scores were computed using the same def-

initions as in Experiment 3a (Equations 1.7 and 1.8). As in Experiment 3a, OE

scores are always non-negative by de�nition and cannot be formally tested against

zero; we therefore simply report descriptive statistics: M = 1:00, SD = 1:43.

The distribution of LIM scores is shown in Figure 1.11. As in Experiment 3a, the
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distribution is right-skewed, indicating that less-is-more e�ects, when they occurred,

tended to be larger in magnitude than instances of the reverse pattern. Overall,

38.8% of participant{pair observations yielded a positive LIM score.

As in Experiment 3a, we �tted an intercept-only linear mixed-e�ects model with

by-participant and by-pair random intercepts to test whether less-is-more e�ects

were present on average. Mean LIM scores were signi�cantly greater than zero,

b = 0:56, SE = 0:13, t(12:00) = 4:36, p < :001 (one-tailed). Both the mean OE

score (M = 1:00, SD = 1:43) and mean LIM score (b = 0:56) were slightly smaller

than in Experiment 3a.
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Figure 1.11: Distribution of LIM scores across all participant{pair observations. The
vertical dashed line at 0 indicates the threshold for the presence of a less-is-more
e�ect.

Co-occurrence of order and less-is-more e�ects To test whether order ef-

fects and less-is-more e�ects co-occur, we modelled the relationship between LIMij

and OEij using a linear mixed-e�ects model, following the same approach as in

Experiment 3a. Unlike in Experiment 3a, the maximal random-e�ects structure|

including by-participant and by-pair random intercepts and slopes|did not result
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in a singular fit and was therefore retained.

A significant positive association was found, b = 0.47, SE = 0.10, t(11.23) =

4.61, p < .001, indicating that stronger order effects were associated with stronger

less-is-more effects at the level of individual participant–pair observations. The

association was somewhat weaker than in Experiment 3a, though the overall pattern

of co-occurrence persisted under the progressive presentation format.

Variance estimates for the random effects were as follows: by-participant random

intercepts = 0.002, by-participant random slopes = 0.177, by-pair random intercepts

= 0.018, and by-pair random slopes = 0.082.

Figure 1.12 shows the relationship between LIM and OE scores.

•

Figure 1.12: Scatter plot of OE and LIM scores across all participant–pair ob-
servations. Each point represents a unique combination of scores, with point size
proportional to the number of observations at that coordinate. Blue points indicate
positive LIM scores (less-is-more effect present) and orange points indicate non-
positive LIM scores (less-is-more effect absent).
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Exploratory analyses: direction of e�ects As in Experiment 3a, we examined

the direction of both e�ects using raw OE scores (Equation 1.9) and order-speci�c

LIM scores (Equations 1.10 and 1.11).

For order e�ects, Figure 1.13 shows the mean raw OE score by reward pair.

In contrast to Experiment 3a, where all mean values were negative indicating a

consistent recency e�ect, mean values in Experiment 3b varied in direction across

pairs, with many close to zero. The mean raw OE score across all participant{pair

observations was M = �0:01 (SD = 1:75), indicating no overall tendency for one

presentation order to yield higher ratings than the other. This is inconsistent with

the predictions of a simple recency or primacy account, both of which require a

consistent directional bias in order e�ects.
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Figure 1.13: Mean raw OE score by reward pair, computed using (1.9). Positive
values indicate higher ratings when the large reward was presented �rst; negative
values indicate higher ratings when it was presented second.

For less-is-more e�ects, Figure 1.14 shows that, unlike in Experiment 3a, mean

LIM scores were similar under both de�nitions and this pattern was consistent across

reward pairs, indicating that the less-is-more e�ect was largely independent of which

72



bundle rating was used. This too is inconsistent with a simple recency or primacy

account, which predicts that less-is-more e�ects should occur predominantly under

one presentation order but not the other. Crucially, however, the positive association

between OE and LIM scores remained signi�cant in Experiment 3b, indicating that

the co-occurrence of the two e�ects persists even in the absence of a consistent

directional pattern|a result that is not readily explained by a simple position-based

account.
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Figure 1.14: Mean LIMSL and LIMLS scores by reward pair, computed using (1.10)
and (1.11) respectively.

Robustness analysis Because both OE and LIM scores can take a value of zero,

a substantial proportion of observations were concentrated at the origin of the OE{

LIM distribution. To examine whether the observed association was driven primarily

by observations for which both scores were zero, we repeated the mixed-e�ects anal-

ysis after excluding participant{pair observations with both OE and LIM scores

equal to zero.

This exclusion removed 634 of 1960 observations (32.3%). The association be-
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tween OE and LIM scores remained positive and signi�cant, b = 0:47, SE = 0:10,

t(10:43) = 4:80, p < :001, indicating that the relationship between order e�ects and

less-is-more e�ects was not dependent on observations at the origin.

1.5.4 Discussion

The aim of Experiment 3b was to examine whether the association between order

e�ects and less-is-more e�ects observed in Experiment 3a would replicate under a

progressive presentation format, in which both rewards remained visible throughout

the evaluation phase. This modi�cation was intended to reduce memory demands

and thereby assess whether the e�ects observed in Experiment 3a could be attributed

solely to a memory artefact.

The results con�rm that less-is-more e�ects were present on average under pro-

gressive presentation, with mean LIM scores signi�cantly greater than zero. More-

over, consistent with Experiment 3a, a signi�cant positive association between OE

and LIM scores was observed at the level of individual participant{pair observations.

Even when both rewards remained visible at the time of evaluation, stronger sensi-

tivity to presentation order was still associated with a greater tendency to evaluate

the large reward more favourably than the bundle. The fact that less-is-more e�ects

and their association with order e�ects persisted under these conditions suggests

that the observed co-occurrence is unlikely to be explained solely by memory limi-

tations arising from the need to retain earlier rewards in memory. This association

also remained when observations with both OE and LIM scores equal to zero were

excluded, indicating that the result was not driven solely by observations at which

both measures took a value of zero.

Several aspects of the results di�ered from Experiment 3a, however. The direc-

tional recency e�ect was no longer present: order e�ects varied in direction across

pairs with no clear overall bias, and LIM scores were similar regardless of which

bundle rating was used. Both the mean OE and mean LIM scores were slightly

smaller than in Experiment 3a, and the association between OE and LIM scores,
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while still signi�cant, was weaker. Whether this re
ects reduced memory demands

speci�cally or other consequences of the format change cannot be determined from

the present data.

Critically, the absence of a consistent directional pattern in Experiment 3b is in-

consistent with the predictions of a simple recency or primacy account, both of which

predict that less-is-more e�ects should show a systematic dependence on presenta-

tion order and that order e�ects should exhibit a directional bias. The persistence

of the co-occurrence in the absence of such a pattern therefore provides evidence

against simple position-based accounts. Nevertheless, ruling out a memory arte-

fact explanation entirely is not straightforward: if memory limitations contribute to

both e�ects independently, reducing memory demands might attenuate each e�ect

proportionally without weakening their association. The present results are there-

fore best understood as providing evidence against simple position-based accounts

and suggesting that memory limitations alone are unlikely to explain the observed

co-occurrence, rather than as conclusively establishing the incompatibility account.

1.6 Experiment 4

1.6.1 Introduction

The purpose of Experiment 4 was to examine whether increasing familiarity with

reward pairs reduces the magnitude of order e�ects and less-is-more e�ects, and

weakens the association between them.

In the previous experiments, reward pairs were presented without prior context,

and participants evaluated them without having previously considered how the two

rewards might be jointly experienced. As a result, the components of each pair may

not have been readily integrated into a single coherent representation. According to

the incompatibility framework, this di�culty of joint representation is precisely what

gives rise to order e�ects and less-is-more e�ects. If participants are encouraged to

construct an integrated representation of a reward pair prior to evaluation|that
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is, to consider the two rewards as belonging to the same coherent experience|the

two rewards may become easier to jointly represent and evaluate together. This

should reduce the di�culty of integrating the two components, thereby reducing

their e�ective incompatibility and consequently attenuating both order e�ects and

less-is-more e�ects.

To test this prediction, the present experiment introduced a between-subjects

familiarity manipulation. Prior to the evaluation task, participants generated brief

scenarios in which reward pairs could be meaningfully combined. In the famil-

iarity condition, these scenarios involved the same reward pairs as those used in

the subsequent evaluation task, giving participants an opportunity to consider the

components together before evaluating them. In the no-familiarity condition, partic-

ipants generated scenarios involving alternative combinations of the same rewards.

Thus, participants were familiar with the individual rewards but had not previously

considered the speci�c combinations later evaluated.

If familiarity reduces the di�culty of jointly representing reward pairs, we would

expect smaller order e�ects and less-is-more e�ects in the familiarity condition rel-

ative to the no-familiarity condition.

1.6.2 Method

Participants

Experiment 4 was conducted online via Proli�c. A total of 300 participants were

recruited. No a priori power analysis was conducted, and the sample size was deter-

mined on a practical basis. The recruitment target was increased relative to Exper-

iments 3a and 3b because Experiment 4 included a between-participants familiarity

manipulation, meaning that the sample was divided between two experimental con-

ditions. Recruiting 300 participants was intended to provide approximately 150

participants per condition before exclusions. Participants were required to be lo-

cated in the UK, be over eighteen years of age, and be 
uent in English. Individuals

who had taken part in any previous experiment in this project were not eligible.
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Participants were paid £4.50 for approximately thirty minutes of participation.

Design

Experiment 4 employed a between-subjects design in which familiarity condition

had two levels: familiarity and no-familiarity. Familiarity was manipulated between

participants so that, for each participant, either all target reward pairs had been

considered previously or none of them had. This avoided mixing familiar and unfa-

miliar target pairs within the same participant, which could have allowed experience

with the familiar pairs to in
uence evaluations of the unfamiliar pairs. Participants

were randomly assigned to one of the two conditions prior to the evaluation phase.

In the familiarity condition, participants were �rst exposed to the same reward

pairs as those used in the evaluation task and asked to generate a brief scenario

in which the two rewards could be meaningfully combined. In the no-familiarity

condition, participants completed the same scenario-generation task using alterna-

tive pairings of the same rewards, such that the speci�c combinations used in the

evaluation phase were not encountered beforehand.

Following the manipulation, all participants completed an identical evaluation

phase matching the structure of Experiment 3b. For each reward pair i and partici-

pant j, four happiness ratings were obtained: large{small (RLS
ij ), small{large (RSL

ij ),

large alone (RL
ij), and small alone (RS

ij). Ratings for the small reward alone were

included to reduce the transparency of the study's purpose. Order e�ects are cap-

tured by di�erences between RLS
ij and RSL

ij , and less-is-more e�ects by comparing RL
ij

with RLS
ij and RSL

ij .

Materials

The same ten reward pairs as in Experiments 3a and 3b were used in the evaluation

phase (Table 1.5), and were identical across familiarity conditions.

The familiarity manipulation di�ered between conditions only in the pairings

used during the scenario-generation task. In the familiarity condition, participants
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were exposed to the same reward pairs as those used in the evaluation phase. In the

no-familiarity condition, participants completed the scenario-generation task using

alternative pairings of the same rewards, constructed by recombining the rewards

into new pairs. To ensure results were not driven by a particular con�guration of

these alternative pairings, two re-paired sets were created and participants in the

no-familiarity condition were randomly assigned to one of them. These are shown

in Tables 1.6 and 1.7.

Pair Large reward Small reward

P1 A free ticket for a famous music fes-
tival of your choice

A stationery set

P2 A 14-inch MacBook Pro A new desk bin
P3 A one-week holiday in the Maldives

for two persons
A small box of shortbread biscuits

P4 A one-week holiday in the Maldives
for two persons

A small bag of sweets

P5 High-quality speakers A fresh bouquet of 
owers
P6 A package of �ve one-hour mas-

sages at a luxury spa
A small box of shortbread biscuits

P7 A free meal at a fancy steakhouse A thermos bottle
P8 A barista-style co�ee machine A free meal at a fast-food chain
P9 A box of 12 �ne red wine bottles A mini whiteboard with pens
P10 A top-of-the-line smartphone A stationery set

Table 1.6: The ten reward pairs used in the scenario-generation task in no-familiarity
condition 1.

Procedure

The experiment consisted of two phases: a familiarity phase and a reward evaluation

phase.

In the familiarity phase, participants were presented with ten reward pairs,

shown in a randomised order for each participant, and asked to write one or two

sentences describing a situation in which both rewards could meaningfully occur

together. Each trial began with a �xation cross displayed for 1000 ms, after which

the reward pair was presented. The task was self-paced, with no minimum viewing

or response time imposed. There were no correct or incorrect answers. In the
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Pair Large reward Small reward

P1 A top-of-the-line smartphone A stationery set
P2 A free ticket for a famous music fes-

tival of your choice
A new desk bin

P3 A 14-inch MacBook Pro A small box of shortbread biscuits
P4 A one-week holiday in the Maldives

for two persons
A small bag of sweets

P5 A one-week holiday in the Maldives
for two persons

A fresh bouquet of 
owers

P6 High-quality speakers A small box of shortbread biscuits
P7 A package of �ve one-hour mas-

sages at a luxury spa
A thermos bottle

P8 A free meal at a fancy steakhouse A free meal at a fast-food chain
P9 A barista-style co�ee machine A mini whiteboard with pens
P10 A box of 12 �ne red wine bottles A stationery set

Table 1.7: The ten reward pairs used in the scenario-generation task in no-familiarity
condition 2.

familiarity condition, the pairs used in this phase were identical to those used in the

subsequent evaluation phase. In the no-familiarity condition, participants completed

the same task using alternative pairings, randomly assigned from one of the two re-

paired sets. An example trial is shown in Figure 1.15.

Following the familiarity phase, all participants completed the reward evalua-

tion task using the same progressive presentation format as in Experiment 3b. On

each trial, participants imagined winning either a single reward or a bundle of two

rewards. Each trial began with a �xation cross displayed for 1000 ms. The task was

self-paced, with no minimum viewing time imposed before participants could reveal

the second reward. For bundle trials, rewards were presented sequentially with the

�rst reward remaining visible when the second appeared, such that both were visi-

ble at the time of evaluation. Participants rated how happy they would feel if they

won the reward(s) using a bounded scale from 0 (neither happy nor unhappy) to 16

(extremely happy), presented as a slider without numerical labels. For each reward

pair, both bundle orders were evaluated. Participants also evaluated each distinct

large and small reward alone, with ratings for rewards appearing in more than one

pair reused in the calculation of the corresponding scores.
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Figure 1.15: Example of a trial from the familiarity phase of Experiment 4. Partic-
ipants were presented with a reward pair and asked to write one or two sentences
describing a situation in which both rewards could meaningfully occur together.

As in previous experiments, participants who provided a happiness rating above

1 for the attention check item (\a small bag of rotten screws") were excluded.

1.6.3 Results

Across the 300 recruited participants, we collected 300�37 = 11;100 reward ratings.

Each participant evaluated the ten reward pairs in both presentation orders, and

also evaluated each distinct large and small reward alone. Because three rewards

appeared in more than one pair, their single-reward evaluations were collected only

once, resulting in 37 reward ratings per participant. Following the exclusions de-

scribed below, the �nal analyses included 288� 37 = 10;656 reward ratings.

80



Data exclusion Participants who provided a happiness rating above 1 for the

attention check item (\a small bag of rotten screws") were excluded, with values of

1 accepted to account for imprecision in cursor placement. A total of 12 participants

were excluded, resulting in a �nal sample of 288 participants: 142 in the familiarity

condition and 146 in the no-familiarity condition.

De�nition of measures OE and LIM scores were computed using the same def-

initions as in Experiment 3a and 3b (Equations 1.7 and 1.8, respectively). As in

previous experiments, OE scores are always non-negative by de�nition and cannot

be formally tested against zero; we therefore simply report descriptive statistics:

M = 1:12, SD = 1:60. As in Experiment 3a and 3b, we �tted an intercept-only lin-

ear mixed-e�ects model with by-participant and by-pair random intercepts to test

whether LIM scores were, on average, greater than zero. Mean LIM scores were

signi�cantly greater than zero, b = 0:63, SE = 0:14, t(11:13) = 4:40, p < :001

(one-tailed).

E�ect of familiarity on less-is-more and order e�ects To investigate whether

familiarity in
uenced the magnitude of LIM and OE scores, we �tted two separate

linear mixed-e�ects models with LIMij and OEij as dependent variables and famil-

iarity condition as a �xed e�ect, with the no-familiarity condition treated as the

reference level.

For LIM scores, we initially speci�ed a model with by-participant and by-pair

random intercepts, together with a by-pair random slope for familiarity. This model

resulted in a singular �t and was therefore simpli�ed to include by-participant and

by-pair random intercepts only. No signi�cant e�ect of familiarity was observed,

b = �0:14, SE = 0:12, t(286) = �1:17, p = :243.

For OE scores, the model including by-participant and by-pair random intercepts

and a by-pair random slope for familiarity did not result in a singular �t and was

therefore retained. No signi�cant e�ect of familiarity was observed, b = �0:13,

SE = 0:09, t(29:64) = �1:41, p = :170.
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Although the point estimates were negative in both models, indicating numer-

ically lower LIM and OE scores in the familiarity condition, neither di�erence was

statistically signi�cant. Mean LIM and OE scores by familiarity condition are shown

in Figures 1.16 and 1.17.
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Figure 1.16: Mean LIM scores by familiarity condition. Error bars represent 95%
con�dence intervals.

Co-occurrence of order and less-is-more e�ects To examine whether the

positive association between OE and LIM scores observed in Experiments 3a and 3b

was also present in Experiment 4, we modelled the relationship between LIMij and

OEij using a linear mixed-e�ects model following the same analytical approach.

Whether familiarity moderated this association is examined in a subsequent analysis

below. Following a maximal modelling approach, we initially speci�ed by-participant

and by-pair random intercepts and slopes. This model resulted in a singular �t and

was simpli�ed to include by-participant and by-pair random intercepts only.

A signi�cant positive association was found, b = 0:65, SE = 0:02, t(2851:72) =

27:74, p < :001, indicating that participant{pair observations with larger OE scores
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Figure 1.17: Mean OE scores by familiarity condition. Error bars represent 95%
con�dence intervals.

also tended to have larger LIM scores. In other words, greater sensitivity to presen-

tation order was associated with a larger di�erence between the rating of the large

reward alone and the lower of the two bundle ratings. Variance estimates for the

random e�ects were as follows: by-participant random intercepts = 0.28 and by-pair

random intercepts = 0.14.

Figure 1.18 shows the relationship between LIM and OE scores separately for

each familiarity condition. The slopes of the two lines are nearly identical, with

an estimated slope of b = 0:62 in the familiarity condition and b = 0:70 in the

no-familiarity condition (these values re
ect simple linear regression slopes �tted to

the raw data as displayed in the �gure, and di�er slightly from the mixed-e�ects

model estimates reported above due to the absence of random e�ects).

Exploratory analyses: moderation by familiarity and engagement To ex-

plore whether the association between OE and LIM scores varied as a function

of familiarity condition, we extended the co-occurrence model by adding familiarity
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Figure 1.18: Scatter plot of OE and LIM scores by familiarity condition. Each
point represents a unique combination of scores, with point size proportional to the
number of participant–pair observations at that coordinate. Blue points indicate
positive LIM scores (less-is-more effect present) and orange points indicate non-
positive LIM scores (less-is-more effect absent). Black lines represent linear trends
within each condition.

and its interaction with OE scores as fixed effects, retaining the same random-effects

structure as in the main analysis. The main effect of OE scores remained significant,

b = 0.68, SE = 0.03, t(2827.44) = 22.35, p < .001. The main effect of familiarity

was not significant, b = 0.03, SE = 0.11, t(442.04) = 0.30, p = .762. The interaction

between OE scores and familiarity was also not significant, b = −0.08, SE = 0.05,

t(2862.92) = −1.69, p = .091 (see Figure 1.18). Together, these results indicate that

the positive association between OE and LIM scores remained after accounting for

familiarity condition and did not differ significantly between familiarity conditions.

Given that the familiarity manipulation did not significantly affect LIM or OE

scores in the full sample, we conducted an exploratory analysis examining whether

the effect of familiarity differed depending on participants’ engagement with the

scenario-generation task. For this, we derived a text-based engagement index from
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participants' written responses. For each response, we computed three components:

the number of words produced, whether both rewards were mentioned (assessed us-

ing a relaxed keyword-matching procedure in which each reward was associated with

a set of semantically related terms, such that participants did not need to use the

exact label to be counted as having mentioned a reward), and whether the response

contained scenario-related terms indicative of contextual or narrative writing (e.g.,

\while", \when", \during", \after"). Each component was standardised across par-

ticipants by converting it to a z-score, such that each measure contributed equally

to the �nal index regardless of its original scale. The three standardised scores were

then summed to create a participant-level engagement index, with higher values

indicating greater engagement relative to the sample. The index was thus designed

to capture three aspects of engagement: response length, relevance to the reward

pair, and scenario-like quality of the writing.

Using a tertile split as an exploratory approach, participants were classi�ed ac-

cording to their engagement index, and only the top third were retained, providing

a sample of relatively high-engagement participants (according to this measure at

least; n = 96: 53 in the familiarity condition and 43 in the no-familiarity con-

dition). Note that the slight imbalance between conditions likely re
ects random

variation. We then re-ran the moderation model|with LIM scores as the dependent

variable, OE scores and familiarity condition as �xed e�ects, their interaction, and

by-participant and by-pair random intercepts|restricted to this high-engagement

subsample.

The main e�ect of OE remained signi�cant, b = 0:74, SE = 0:06, t(918:46) =

12:36, p < :001, indicating that the positive association between order e�ects

and less-is-more e�ects persisted among participants with higher engagement-index

scores. The main e�ect of familiarity was not signi�cant, b = 0:09, SE = 0:17,

t(155:79) = 0:51, p = :612. The interaction between OE and familiarity was signi�-

cant, b = �0:25, SE = 0:08, t(938:74) = �3:08, p = :002, indicating that the asso-

ciation between OE and LIM scores was weaker in the familiarity condition among

participants with higher engagement-index scores. This pattern is consistent with
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the possibility that engaging with the scenario-generation task may have reduced

the relationship between the two e�ects, potentially by encouraging more integrated

representations of reward pairs. Variance estimates for the random e�ects were as

follows: by-participant random intercepts = 0.16 and by-pair random intercepts =

0.30. This exploratory �nding suggests that the familiarity manipulation may have

in
uenced the relationship between OE and LIM scores among participants whose

responses showed higher levels of engagement according to the engagement index.

However, because this analysis was not planned a priori, involved selecting a high-

engagement subsample, and relies on an indirect measure of engagement, it should

be interpreted cautiously.

Exploratory analyses: direction of e�ects As in Experiments 3a and 3b,

we examined the direction of both e�ects using raw OE scores (Equation 1.9) and

order-speci�c LIM scores (Equations 1.10 and 1.11).

For order e�ects, Figure 1.19 shows the mean raw OE score by reward pair. The

mean raw OE score across all participant{pair observations was M = �0:11 (SD =

1:60), with most reward pairs showing negative mean scores, suggesting a moderate

tendency toward recency. This pattern is notable given that Experiment 4 used

the same progressive presentation format as Experiment 3b, in which no consistent

recency e�ect was observed. The moderate recency tendency observed in Experiment

4 therefore falls between those observed in Experiments 3a and 3b. This pattern

may re
ect the in
uence of the preceding scenario-generation task on how rewards

were processed during evaluation, although the present design cannot determine

whether this was speci�cally due to increased familiarity with reward pairs or to

other consequences of completing the additional task.

For less-is-more e�ects, Figure 1.20 shows mean LIM scores by reward pair,

computed separately using the two bundle ratings. Consistent with the moderate

recency tendency, LIMLS scores were descriptively larger than LIMSL scores across

most pairs, although the asymmetry was modest compared with that observed in

Experiment 3a.
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Figure 1.19: Mean raw OE score by reward pair, computed using (1.9). Negative
values indicate higher bundle ratings when the large reward was presented second.

Robustness analysis For completeness, we repeated the robustness analysis con-

ducted in Experiments 3a and 3b to examine whether the OE{LIM association could

be attributed to the concentration of observations for which both scores were zero.

We repeated the mixed-e�ects analysis after excluding participant{pair observations

with both OE and LIM scores equal to zero.

This exclusion removed 899 of 2880 observations (31.2%). The association be-

tween OE and LIM scores remained positive and signi�cant, b = 0:67, SE = 0:03,

t(1974:31) = 21:46, p < :001, indicating that the relationship between order ef-

fects and less-is-more e�ects was not dependent on observations at the origin of the

OE{LIM distribution.

1.6.4 Discussion

The aim of Experiment 4 was to examine whether a manipulation intended to

increase familiarity with reward pairs reduces the magnitude of order e�ects and
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Figure 1.20: Mean LIMSL and LIMLS scores by reward pair, computed using (1.10)
and (1.11), respectively.

less-is-more e�ects. Contrary to the prediction, no reliable e�ect of the familiarity

manipulation was observed on either OE or LIM scores. Although both estimates

were negative, indicating a slight tendency for familiarity to reduce both e�ects, nei-

ther reached statistical signi�cance. The familiarity manipulation therefore did not

lead to a measurable attenuation of either e�ect. This null result suggests that, un-

der the present conditions, the familiarity manipulation was insu�cient to produce

changes in evaluation consistent with the hypothesis that improving the integration

of reward components should reduce order e�ects and less-is-more e�ects.

Consistent with Experiments 3a and 3b, OE and LIM scores remained positively

associated in Experiment 4, indicating that participant{pair evaluations exhibit-

ing stronger order e�ects also tended to exhibit stronger less-is-more e�ects. This

relationship did not signi�cantly di�er between the familiarity and no-familiarity

conditions in the full sample.

The absence of an e�ect of the familiarity manipulation in the full sample raises
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the possibility that the scenario-generation task did not produce the intended change

in the cognitive representation of reward pairs assumed by the incompatibility frame-

work. Although the manipulation was designed to encourage participants to con-

struct integrated representations of reward pairs, the present design did not include

a direct measure of whether participants engaged with this process or whether the

manipulation successfully encouraged integrated representations of the reward pairs.

Some participants may therefore have completed the scenario-generation task with

relatively little elaboration, reducing the likelihood that the manipulation would in-


uence subsequent evaluations. Alternatively, even when participants engaged with

the task, generating brief scenarios may not have been su�cient to reliably alter

how reward pairs were represented. To explore the possibility that variability in

engagement contributed to the null e�ect, we conducted an exploratory analysis

examining whether the e�ect of familiarity di�ered as a function of participants'

engagement with the scenario-generation task, as indexed by characteristics of their

written responses.

The exploratory engagement analysis revealed that among participants with

engagement-index scores in the highest tertile, the interaction between OE scores

and familiarity condition was signi�cant, indicating that the association between

order e�ects and less-is-more e�ects was weaker in the familiarity condition than in

the no-familiarity condition. This pattern raises the possibility that the scenario-

generation task in
uenced how some participants represented reward pairs. How-

ever, the analysis only examined whether familiarity altered the relationship between

OE and LIM; it did not directly assess whether participants formed more integrated

representations. The interaction therefore provides indirect and exploratory evi-

dence consistent with the incompatibility account, rather than a direct demonstra-

tion of the proposed mechanism.

A further limitation is that engagement was inferred from characteristics of

participants' written responses. The engagement index therefore provides only an

approximate measure of the extent to which participants engaged with the scenario-

generation task. Participants with higher index scores may not necessarily have en-
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gaged more deeply with the speci�c process targeted by the manipulation, namely

constructing meaningful representations of reward pairs, and the index should there-

fore be interpreted as an imperfect proxy rather than a direct measure of engage-

ment.

Finally, the direction-of-e�ects analyses showed a descriptive tendency toward

recency, with most reward pairs showing negative raw OE scores and LIMLS scores

somewhat larger than LIMSL scores. This pattern fell between those observed in Ex-

periments 3a and 3b. However, because the directional patterns were not formally

compared across experiments, these di�erences may re
ect random variation and

should be interpreted cautiously. It is therefore not possible to determine whether

the pattern re
ects the scenario-generation task or other di�erences between exper-

iments.

1.7 General discussion

The present project investigated the relationship between order e�ects and less-is-

more e�ects in reward evaluation, motivated by the hypothesis that both phenomena

may re
ect consequences of representational incompatibility. In quantum cognition,

incompatibility refers to situations in which di�erent cognitive operations (e.g., dif-

ferent questions or evaluations) cannot be simultaneously represented within a single

mental representation. Within cognitive applications of this concept, incompatibil-

ity has been proposed as a possible account of order e�ects, whereby the outcome

of an evaluation depends on the sequence in which information is considered or

presented. When evaluations are incompatible, the application of one evaluation

process may alter the cognitive state relevant to a subsequent evaluation, such that

reversing the order of evaluations can lead to di�erent outcomes.

Extending this idea, the present project examined whether less-is-more e�ects

may also arise from representational incompatibility. If this were the case, less-is-

more e�ects should not occur independently of order e�ects, but should tend to

co-occur with them. Across �ve experiments, we developed and re�ned a paradigm
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for measuring both e�ects, addressed a series of methodological challenges, and

ultimately provided converging evidence that order e�ects and less-is-more e�ects

are positively associated.

1.7.1 Summary of �ndings

Experiments 1 and 2 provided initial, indirect evidence for a relationship between

the two e�ects. In Experiment 1, we measured order e�ects across 45 reward pairs

using a willingness-to-pay paradigm and classi�ed pairs as order-sensitive or order-

insensitive based on the magnitude of their mean order-e�ect scores. In Experi-

ment 2, we tested whether this classi�cation predicted the size of less-is-more ef-

fects, and found that order-sensitive pairs yielded signi�cantly stronger less-is-more

e�ects than order-insensitive pairs. Taken together, these results suggested that

pairs which elicit stronger order e�ects also tend to produce stronger less-is-more

e�ects|a pattern consistent with the prediction from the incompatibility account.

However, these experiments were subject to important methodological limita-

tions. The use of monetary values in the presentation of rewards likely introduced

anchoring e�ects and in
ated order-e�ect scores for high-value pairs, potentially

biasing the classi�cation of pairs as order-sensitive or order-insensitive. In addi-

tion, the signed measure used to compute mean order-e�ect scores in Experiment 1

may have underestimated sensitivity for pairs with large but directionally inconsis-

tent e�ects. These limitations motivated a substantial redesign of the experimental

approach in the subsequent experiments.

Experiments 3a, 3b, and 4 addressed these limitations by abandoning the two-

step classi�cation procedure in favour of a more direct approach: measuring both

e�ects simultaneously within the same participants and for the same reward pairs

and examining their co-occurrence at the level of individual observations. This

shift removed the need to aggregate across participants and allowed the relationship

between the two e�ects to be assessed more directly.

Across all three experiments, a signi�cant positive association between order-
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e�ect and less-is-more scores was observed. When a participant's evaluation of a

given reward pair was more sensitive to presentation order, they were also more

likely to rate the large reward more favourably than the bundle. This pattern was

robust across two presentation formats|sequential presentation in Experiment 3a

and progressive presentation in Experiment 3b|and persisted in a larger sample

in Experiment 4. The consistency of this �nding across experiments provides con-

verging evidence that order e�ects and less-is-more e�ects tend to co-occur within

individual evaluations, as predicted by the incompatibility account.

1.7.2 The role of memory and presentation format

An important �nding of Experiments 3a and 3b concerns the role of presentation

format. In Experiment 3a, rewards were presented sequentially with only one reward

visible at a time, and a consistent recency e�ect was observed: participants tended to

assign higher ratings to bundles when the large reward was presented second. This

directional bias was re
ected in asymmetric less-is-more scores depending on whether

the score was calculated using the large{small or small{large bundle evaluation. In

Experiment 3b, adopting a progressive presentation format in which both rewards

remained visible at the time of evaluation was accompanied by a reduced recency

tendency compared with Experiment 3a. Descriptively, less-is-more scores were

similar regardless of which bundle rating was used.

These �ndings suggest that the recency e�ect observed in Experiment 3a was

at least partly driven by memory limitations: when only one reward is visible at a

time, the most recently presented reward may receive disproportionate weight during

evaluation simply because it is more accessible in memory. This memory-based ex-

planation is distinct from, though potentially related to, the type of order sensitivity

proposed in quantum probability models, where order e�ects arise from incompat-

ibility between cognitive operations rather than from di�erences in accessibility or

memory strength.

The direction of e�ects analyses provide additional insight into whether simple
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memory-based accounts can explain the observed relationship between order e�ects

and less-is-more e�ects. Under a simple recency account, the second reward dom-

inates evaluation, which would produce a consistent directional bias in both order

e�ects and less-is-more e�ects. In Experiment 3a, a consistent recency e�ect was

indeed observed, consistent with such an account. However, the recency e�ect dis-

appeared in Experiment 3b while the co-occurrence persisted|a pattern that is

inconsistent with a simple memory-based account, which would predict a consistent

directional bias to generate co-occurring order e�ects and less-is-more e�ects. The

moderate recency tendency observed in Experiment 4, which used the same pro-

gressive format as Experiment 3b yet showed a directional pattern more similar to

Experiment 3a, is not straightforwardly explained by presentation format alone.

Critically, these �ndings suggest that the co-occurrence of order e�ects and less-

is-more e�ects cannot be fully explained by memory demands or simple recency-

based biases alone. Even when both rewards were simultaneously visible and no

consistent directional pattern was present, participants who were more sensitive to

presentation order were still more likely to exhibit less-is-more e�ects, suggesting

that the relationship between the two e�ects re
ects broader properties of how

reward pairs are jointly evaluated.

1.7.3 Testing the role of reward-pair representations

Experiment 4 provided an initial attempt to move beyond demonstrating an associ-

ation between order e�ects and less-is-more e�ects and to examine whether this re-

lationship could be in
uenced by changing how reward pairs are represented. Based

on the incompatibility hypothesis, we predicted that increasing familiarity with spe-

ci�c reward pairs by asking participants to consider them together in advance might

facilitate more integrated representations, reduce the di�culty of jointly evaluating

their components, and consequently attenuate order e�ects and less-is-more e�ects.

The familiarity manipulation did not reliably reduce either e�ect or moderate

their relationship in the full sample. This limits the conclusions that can be drawn
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about the role of representational integration in producing these e�ects. However,

an exploratory analysis among participants who engaged most strongly with the

scenario-generation task revealed a weaker association between order e�ects and

less-is-more e�ects in the familiarity condition. Although this �nding does not

demonstrate that the manipulation successfully changed reward representations or

reduced incompatibility, it suggests that the relationship between the two e�ects

may be sensitive to how participants engage with reward pairs.

More broadly, Experiment 4 highlights the importance of developing stronger

and more targeted methods for manipulating and measuring representational inte-

gration. The present �ndings provide only preliminary evidence regarding whether

changes in reward-pair representations can in
uence the relationship between order

e�ects and less-is-more e�ects, but they identify a promising direction for future

work aimed at testing the mechanisms underlying their co-occurrence.

1.7.4 Theoretical implications

The co-occurrence of order e�ects and less-is-more e�ects across experiments is

broadly consistent with predictions derived from the incompatibility account. Ac-

cording to this account, both e�ects may re
ect consequences of the same underlying

representational di�culty: when the components of a reward pair are di�cult to in-

tegrate into a single mental representation, evaluations may become sensitive to

presentation order and the bundle may be valued less than the large reward alone.

The observation that both e�ects tend to occur together, and that the strength of

one predicts the strength of the other at the individual observation level, provides

evidence consistent with the hypothesis that they may share a common source.

At the same time, the present �ndings provide a new empirical constraint for

existing accounts of the less-is-more e�ect. Averaging accounts, the evaluability

hypothesis, and reason-based accounts all identify plausible mechanisms through

which adding a less attractive component can reduce overall value, but none of these

accounts naturally predicts that this reduction should be speci�cally linked to order
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sensitivity. The observation that less-is-more e�ects are strongest in cases where

evaluations are also more sensitive to presentation order is therefore not naturally

accommodated by these accounts alone.

More broadly, these �ndings suggest that order e�ects and less-is-more e�ects

should not be studied as independent phenomena. Regardless of the precise mecha-

nism underlying their association, the consistent relationship observed across exper-

iments indicates that theories of reward evaluation should consider how sensitivity

to presentation order relates to situations in which adding a reward reduces the

overall value of a bundle.

1.7.5 Limitations and future directions

Several limitations of the present work should be acknowledged. First, in Experi-

ments 3a, 3b, and 4, the less-is-more score was de�ned as the maximum di�erence

across the two presentation orders. This scoring method detects the e�ect under

at least one ordering rather than requiring it to occur consistently across both. It

increases sensitivity to less-is-more patterns but may also overestimate their preva-

lence by classifying observations as showing the e�ect when it occurs under only one

presentation order. Alternative de�nitions|for example, averaging the two order-

speci�c less-is-more scores or requiring the large reward to be rated more favourably

than the bundle regardless of presentation order|would likely yield di�erent preva-

lence estimates and possibly di�erent patterns of co-occurrence. Although the cho-

sen scoring method was appropriate for detecting whether a less-is-more pattern

occurred under at least one presentation order, future work should examine whether

the association between order e�ects and less-is-more e�ects generalises across al-

ternative de�nitions.

Second, Experiment 4 relied on a manipulation intended to promote more inte-

grated representations of reward pairs, but its interpretation is limited. Although

an exploratory analysis among high-engagement participants revealed a weaker as-

sociation between OE and LIM scores in the familiarity condition, this does not
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demonstrate that the manipulation reduced either e�ect individually. Moreover,

the engagement index provided only an indirect measure of participants' engagement

with the scenario-generation task. Future work should therefore develop stronger

and more targeted manipulations aimed at promoting joint representations of reward

components and include measures that more directly assess whether such represen-

tations are formed.

Third, the paradigms used in Experiments 3a, 3b, and 4 relied on bounded hap-

piness ratings as the measure of reward evaluation. Although this response format

improved comparability across participants and reward pairs relative to willingness-

to-pay measures, the ratings remain subjective and may be in
uenced by individ-

ual di�erences in scale use. Moreover, the bounded nature of the scale may have

compressed extreme di�erences between ratings of the large reward alone and the

corresponding bundle. Ratings close to the lower or upper bounds cannot re
ect

further decreases or increases in perceived value, potentially reducing the magni-

tude of some LIM scores. The distributions of these scores should therefore be

interpreted with this constraint in mind. Future work should examine whether the

association between order e�ects and less-is-more e�ects generalises across other

evaluation measures and response formats.

Third, Experiments 3a, 3b, and 4 relied on happiness ratings as the measure

of reward evaluation. It is important to establish that the observed association be-

tween order e�ects and less-is-more e�ects is not speci�c to this particular measure

or response scale. Di�erent evaluation measures may in
uence how participants in-

terpret the task and express their preferences. Future work should therefore examine

whether the association generalises across other evaluation measures and response

formats.

Finally, the present work does not constitute a formal test of the incompatibility

account. No formal quantum probability model of the less-is-more e�ect has yet been

derived, and the present �ndings are therefore consistent with the incompatibility

account only at a qualitative level. The observed association between the two e�ects
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could also re
ect alternative shared mechanisms.

Developing a formal quantum probability model therefore represents an impor-

tant direction for future research. Such a model would allow quantitative predictions

to be derived about the joint distribution of order e�ects and less-is-more e�ects,

provide a more rigorous basis for distinguishing the incompatibility account from

alternative explanations, and build on the empirical foundation established by the

present �ndings.

A key challenge in constructing such a model lies in determining the appropri-

ate dimensionality of the representational space. Two-dimensional representations

are tractable but impose severe constraints, including an extreme form of recency.

Extending the dimensionality even modestly introduces substantial complexity, as

quantum operations in higher-dimensional spaces correspond to rotations between

planes that may be at arbitrary angles with each other (Gallus et al., 2024), making

it di�cult to derive clear, interpretable predictions.

1.7.6 Conclusion

The present project investigated whether order e�ects and less-is-more e�ects in

reward evaluation re
ect a common source of representational di�culty. After

two initial experiments that informed the development of the paradigm, Experi-

ments 3a, 3b, and 4 used a direct within-participant measurement approach. Across

these three experiments, the two e�ects were consistently positively associated, sup-

porting the prediction that they should co-occur if they re
ect consequences of

representational incompatibility. This relationship persisted across di�erent presen-

tation formats, suggesting that it cannot be fully explained by simple memory-based

accounts of sequential evaluation. Experiment 4 provided more tentative evidence

that the relationship between the two e�ects may be in
uenced by manipulations in-

tended to promote more integrated representations, although further work is needed

to establish the underlying mechanism. Together, these �ndings identify a robust

empirical relationship between order e�ects and less-is-more e�ects and provide a
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foundation for future formal modelling of their relationship.
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Chapter 2

Legal Decision Biases in GPT1

2.1 Introduction

Large language models are increasingly used as tools for reading, summarizing, draft-

ing, and evaluating text. Because many professional decisions, including legal de-

cisions, depend heavily on interpreting and evaluating language, there is growing

interest in whether large language models can be used to support those decisions.

In legal contexts, this question is not only about whether a model can generate


uent or plausible explanations, but whether its judgments are reliable and stable.

In particular, a system used to support legal decisions should not change its con-

clusions simply because information is presented in a di�erent order or because an

additional assessment step is introduced. Sensitivity to such procedural features is

especially problematic in legal settings, where consistency, fairness, and justi�cation

are central normative requirements.

2.1.1 Bias and rationality in large language models

An emerging literature has examined whether large language models exhibit biases

similar to those observed in human judgment, and whether such patterns change

1This chapter is based on a published article of which the candidate is the first author (Bessis
et al., 2026).
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across model generations. Some studies suggest that models do reproduce classic

human decision-making biases. For example, Suri et al. (2023) showed that GPT-3.5

displayed several well-known heuristics from the human literature, including anchor-

ing, representativeness, availability, framing, and endowment e�ects, with model

outputs systematically in
uenced by normatively irrelevant contextual cues.

Extending this line of work, Yax et al. (2024) compared human reasoning with

that of multiple GPT models across a range of cognitive psychology tasks. Earlier

models often produced intuitive but incorrect answers that closely resembled com-

mon human errors, whereas more recent models|such as GPT-4|were generally

more accurate and showed reduced susceptibility to classic biases, like the conjunc-

tion fallacy. This pattern suggests that improvements in model capabilities can

reduce some forms of human-like bias.

At the same time, other work cautions against interpreting all apparent errors in

large language models as human-like cognitive biases. Macmillan-Scott and Musolesi

(2024), for instance, found that many model failures across a variety of reasoning

tasks re
ected inconsistency, illogical reasoning, or sensitivity to prompt wording,

rather than the fairly stable, systematic biases of the kind observed in humans.

In some cases, the same model produced di�erent answers to the same problem

across runs, alternating between correct and incorrect reasoning.

Taken together, these �ndings point to a mixed picture. Large language models

can sometimes mirror biases observed in human judgment, but they can also show

sensitivity to procedurally irrelevant factors in ways that do not neatly align with

human patterns. From an applied perspective|for example, in legal contexts|

one central concern is whether judgments remain stable when informational content

is held constant. Concerns about bias in legal decision-making are not limited to

algorithmic systems; work in forensic and legal psychology has long documented sys-

tematic biases in expert judgments that often in
uence legal outcomes (Buongiorno

et al., 2025). The present study addresses this issue by examining procedural sensi-

tivity in two GPT models (GPT-4o and GPT-5.2) and comparing their judgments
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with those of human participants in a legal decision-making task.

2.1.2 Bias mitigation and prompt engineering

If procedural biases do arise in large language models, a natural question is whether

they can be reduced. Alongside e�orts to identify biases in large language models,

recent work has examined whether such biases can be mitigated through changes

to how models are prompted. One widely studied approach is prompt engineer-

ing, which involves modifying the wording or structure of instructions to in
uence

model behavior. Techniques such as chain-of-thought prompting have been shown

to improve performance on some reasoning tasks and, in certain cases, reduce biased

responses (Wei et al., 2023). Other studies suggest that more structured or re
ec-

tive prompts can attenuate speci�c biases in large language models, though e�ects

vary across tasks and models (Koralus & Wang-Ma�scianica, 2023; Sumita et al.,

2024). At the same time, evidence indicates that mitigation strategies e�ective for

humans do not always translate to large language models (Yax et al., 2024). This

raises the question of whether prompt engineering can meaningfully reduce biases

in judgment tasks where there is an expectation of normative behavior, such as in

legal decision-making.

There is a wide range of potential biases that can be examined when exploring

these issues in large language models. In the present study, we follow Wojciechowski

et al. (2025), who focused on two speci�c biases: order e�ects and evaluation biases.

Both biases (explained below) have been argued to be particularly relevant in legal

decision-making, which motivates their investigation here. An additional advantage

of grounding the present investigation in a prior human experimental study is that it

allows us to adopt the same procedure and methodology, thereby facilitating direct

comparison between human and model judgments.

2.1.3 Order e�ects

One source of potential judgment bias that is especially relevant to legal decision-

making is order e�ects. Order e�ects refer to changes in a judgment that arise from
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the sequence in which information is presented, even when the informational content

remains unchanged.

Order e�ects have been documented across many domains of judgment. For ex-

ample, Moore (2002) showed that simply changing the order in which people were

asked about the honesty of political �gures (Clinton and Gore) substantially shifted

response patterns, despite identical questions being asked. Similarly, in a medical

context, Bergus et al. (1998) found that physicians' diagnostic judgments di�ered

depending on whether lab results or physical examination �ndings were presented

�rst, even though both pieces of information were always provided. These �nd-

ings illustrate that the sequence of information alone|independent of content|can

systematically in
uence judgment in applied decision-making contexts.

In legal psychology, order e�ects have been studied extensively in contexts such

as evidence presentation and juror decision-making (e.g., J. S. Trueblood and Buse-

meyer, 2011). For example, work by Pennington and Hastie (1992) shows that the

organization of evidence can shape how decision-makers construct narratives about

a case, making judgments sensitive to the structure and order in which information

is encountered.

Within this literature, particular attention has been given to recency e�ects,

whereby evidence presented later in the sequence exerts a disproportionate in
uence

on �nal judgments. For example, Costabile and Klein (2005) showed that incrim-

inating evidence was more likely to lead to guilty verdicts when it was presented

late rather than early, even when jurors were instructed to withhold judgment until

all evidence had been presented. Costabile and Klein further suggested that this

e�ect was mediated by memory, with later-presented evidence being more accessible

at the time of judgment. Similarly, McKenzie et al. (2002) reported a consistent

recency e�ect in jury decision-making: verdicts tended to shift towards guilt when

the �nal evidence suggested guilt, and towards innocence when exonerating informa-

tion appeared last. More directly related to the present study, Wojciechowski et al.

(2025) demonstrated strong recency e�ects in a legal judgment task using simpli�ed
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criminal cases, showing that �nal guilt ratings were systematically higher when in-

criminating evidence was presented last. Such e�ects are normatively problematic

because they show that judgments about guilt can change due to presentation order,

rather than di�erences in evidential content.

Given the importance of order e�ects in human legal judgment, a natural ques-

tion is whether similar sensitivities appear in large language models. Order sensi-

tivity has indeed been examined in large language models, although not all reported

\order e�ects" refer to the same phenomenon. For example, several studies docu-

ment positional biases in multiple-choice tasks, where model responses depend on

the position of answer options rather than their content (Pezeshkpour & Hruschka,

2023; Ranaldi & Zanzotto, 2023).

Following Wojciechowski et al. (2025), the present study focuses instead on order

e�ects in evaluative judgments arising from di�erences in the sequence of evidence

presentation, as studied in legal decision-making. Unlike positional biases at the

response stage, evidence-order e�ects concern how information is integrated over

time. This distinction is critical for assessing the use of large language models in

legal decision-support contexts.

2.1.4 Evaluation biases

An additional class of bias examined by Wojciechowski et al. (2025) concerns eval-

uation biases. In general, beyond the order in which information is presented, judg-

ments can also be shaped by when evaluations are made. Evaluation biases (there is

not a single kind) concern cases in which the act of making an intermediate judgment

changes a later judgment, even when the underlying information remains the same.

A particular evaluation bias was demonstrated by White et al. (2014) with

made-up advertisements and later examined in more detail by White et al. (2020).

In their studies, participants were exposed to pairs of stimuli with opposing valence

(one negative and one positive). Participants always evaluated the second stimu-

lus, but in some conditions they also evaluated the �rst. Across materials and task
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variants, a consistent pattern emerged: when participants made an intermediate

evaluation, their subsequent judgments became more extreme. For example, pos-

itive stimuli were rated more positively when participants had also evaluated the

preceding stimulus, compared to when they evaluated the �nal stimulus alone. Im-

portantly, this shift occurred despite no change in the information available at the

time of the �nal judgment. The bias therefore re
ects an e�ect of the evaluation

procedure itself, rather than di�erences in evidence.

Wojciechowski et al. (2025) extended this paradigm to a legal judgment task,

showing that requiring intermediate guilt assessments can systematically in
uence

�nal guilt ratings. If large language models are used in work
ows that involve staged

or incremental evaluations|such as preliminary screenings, early risk assessments,

or stepwise reviews|evaluation-related biases become practically relevant, as the

structure of the decision process alone may shape outcomes.

2.1.5 Practical relevance for legal decision-support

Importantly, the practical relevance of these e�ects does not depend on large lan-

guage models making legal decisions on their own. Professional guidance identi�es

several ways in which generative AI can support legal work, including legal research,

document review, summarising and analysing texts, and drafting legal documents

(American Bar Association Standing Committee on Ethics and Professional Respon-

sibility, 2024; European Commission for the E�ciency of Justice, 2024).

These uses already occur in practice. In Mata v. Avianca, Inc. (2023), lawyers

used ChatGPT when preparing a court submission and submitted nonexistent ju-

dicial opinions containing fake quotes and citations generated by the model. The

court later imposed sanctions, �nding bad faith in the lawyers' conduct. In England

and Wales, a UK judge used ChatGPT to produce a summary of the law that was

included in a judgment (Adams Bhatti, 2025). Although these examples do not

directly concern order or evaluation e�ects, they show that content generated by

large language models can enter legal proceedings through both lawyers and judges,
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even when humans remain responsible for the work.

Legal work may also involve information being reviewed in stages. For example,

a model might receive prosecution and defence materials sequentially, and the order

in which they are presented may vary. It might also be asked to provide a preliminary

assessment after reviewing the �rst set of materials, before receiving the remaining

evidence and producing a �nal report.

In these situations, the way the model is used could a�ect its �nal response.

If the same evidence produces di�erent responses depending on the order in which

it is presented or whether a preliminary assessment was requested, the model's

judgment cannot be treated as a stable response to the evidential content alone. In

this respect, large language models are not necessarily less susceptible to procedural

biases than human decision-makers, who can show similar e�ects. Because model-

generated summaries and assessments may in
uence what human decision-makers

focus on, testing order and evaluation e�ects is important when assessing whether

large language models can be used as reliable legal decision-support tools.

2.1.6 The present study

Despite growing interest in the use of large language models in professional decision-

making, it remains unclear whether such models exhibit the same procedural biases

documented in human legal judgment, and whether commonly proposed mitigation

strategies can reduce these e�ects.

The present study tests whether two GPT models exhibit these two forms of

procedural sensitivity in a legal decision-making paradigm and whether prompt en-

gineering can reduce them. We closely follow the experimental design from Woj-

ciechowski et al. (2025), in which decision-makers read simpli�ed real criminal cases

before rating the defendant's guilt. The design manipulates (i) the order in which

incriminating and exonerating evidence is presented and (ii) whether an intermedi-

ate judgment is required before the �nal judgment. We compare model behavior to

human data from the original study. We also examine prompt engineering manip-
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ulations to reduce large language model putative bias, motivated by contemporary

guidance on how to shape large language model reasoning.

More speci�cally, the study has three objectives. First, we test whether GPT-4o

and GPT-5.2 exhibit an order e�ect in �nal guilt ratings, when evidential content

is held constant but evidence order is reversed. Second, we test whether requiring

an intermediate judgment produces an evaluation bias of some sort in these models

and whether the speci�c evaluation bias matches the one observed in White et al.

(2020) and Wojciechowski et al. (2025). Third, we test whether prompt engineering

strategies that emphasize legal expertise, careful deliberation, or explicit justi�cation

reduce the magnitude of any observed biases.

The present work provides a direct comparison of human and large language

model judgments under matched legal procedures, a characterization of order- and

evaluation-related biases in GPT models, and an empirical assessment of prompt

engineering as a bias-mitigation strategy in legal-style judgment tasks.

By focusing on procedural manipulations that are normatively irrelevant but

practically common in legal decision-making, this work aims to contribute to a

more realistic assessment of whether large language models can be treated as stable

decision-support systems in high-stakes judgment contexts.

2.2 Method

The aim of this study was to examine the presence of order e�ects and evaluation

bias in large language models, speci�cally GPT-4o and GPT-5.2, and to compare

their responses to those of human participants. To this end, we adapted materials

from a study originally conducted with human participants (Wojciechowski et al.,

2025). The experimental procedure was followed as closely as possible, with nec-

essary adaptations re
ecting the fact that a large language model is not a human

participant. In addition to comparing model responses with the original human

data, we extended the design by introducing several prompt engineering conditions
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to explore whether such strategies could reduce bias in the models' judgments.

2.2.1 Participants

The human data analysed in the present study were drawn from the experiment

reported by Wojciechowski et al. (2025). The original sample comprised 120 partic-

ipants: 40 judges, 18 prosecutors, 22 defence attorneys, and 40 participants without

a legal background, all recruited in Poland. The sample size was determined by the

original researchers purely on a practical basis, re
ecting the di�culty of recruit-

ing legal professionals; they recruited the largest number of eligible professionals

available to them. Because the present project analysed these existing data rather

than recruiting a new human sample, the human sample size was �xed by the origi-

nal study. Participants varied in age, gender, and professional experience, with legal

professionals spanning a wide range of years in practice. Participation was voluntary

and uncompensated, and ethical approval was obtained by the original authors.

A full description of participant characteristics, recruitment procedures, and

ethical considerations is provided in the original publication.

2.2.2 Models

The models employed in the experiment were GPT-4o-2024-05-13 and GPT-5.2-

2025-12-11, two speci�c releases from OpenAI's GPT-4 and GPT-5 model families.

All interactions with the models were conducted via OpenAI's Application Program-

ming Interface (API) using Python (v3.9.12). The API uses a structured message

format involving three roles: system, user, and assistant. The system message pro-

vides general task instructions and contextual guidance. The user message contains

the materials and questions presented to the model. The assistant message corre-

sponds to the model's generated response based on the provided inputs.

To control response variability, the temperature parameter was set to 1 for the

primary experimental runs. The temperature parameter controls how variable the

model's responses are, with lower values producing more deterministic outputs and
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higher values producing greater variability. A value of 1 corresponds to OpenAI's

default setting and was chosen to re
ect standard usage while keeping response

variability constant across conditions. All other model parameters were left at their

default settings.

As a robustness check, additional analyses were conducted at a lower tempera-

ture (T = 0.2). Details of these analyses are reported below.

2.2.3 Materials and design

The materials consisted of six real (but simpli�ed) Polish criminal cases obtained

from various District Courts and Appellate Courts in Poland, concerning crimes

committed between 2000 and 2015 (see Wojciechowski and Pothos (2018) for details

on case selection). The same cases were used in the human experiment reported in

Wojciechowski et al. (2025). For the present study, the case materials were translated

into English, as all interactions with GPT were conducted in English.

The translation was carried out by one of the co-authors, who also contributed

to the original study and who is a native Polish speaker 
uent in English. The trans-

lation aimed to preserve the original meaning, structure, and balance between in-

criminating and exonerating information, and the same English translations were

used across all model conditions. The full English case descriptions used in the

experiment can be found in the original publication.

Each case followed an identical structure. A preamble introduced the charges

against the defendant, followed by two evidentiary parts: an incriminating part sug-

gesting the defendant's guilt (Part G) and an exonerating part suggesting innocence

(Part I). The order of these two parts (G{I vs. I{G) constituted one experimen-

tal manipulation. The model's task was to rate the likelihood that the defendant

had committed the alleged crime on a scale from 1 (de�nitely innocent) to 10 (de�-

nitely guilty). This manipulation allowed us to test for an order e�ect, de�ned as a

systematic in
uence of evidence order on �nal guilt judgments.

108



A second manipulation concerned the rating procedure, as in the design of Woj-

ciechowski et al. (2025). In the single-rating condition, the model provided one �nal

guilt judgment after reading the full case (preamble, Part 1, and Part 2). In the

double-rating condition, the model �rst provided an intermediate judgment after

reading the preamble and the �rst evidentiary part, followed by a �nal judgment

after reading the second part. This manipulation was intended to test for an evalu-

ation bias|namely, whether the requirement to provide an intermediate judgment

a�ects the �nal assessment, despite identical informational content.

The experiment thus followed a 2 (order: G{I vs. I{G) � 2 (rating condition:

single vs. double) � 6 (case) design. All factors were treated as between-trial

variables: each trial consisted of a single case presented in one order and one rating

condition, and trials were independent, with no information carried over from one

trial to the next.

An example case is shown in Figure 2.1. The top box presents the preamble.

The second box shows Part 1, which in this example is incriminating (G), and the

third box shows Part 2, which is exonerating (I), corresponding to the G{I order.

In the I{G condition, the order of these two parts is reversed.

A total of N = 720 trials were conducted for each model and prompt engineering

condition. The number of model trials was not determined through a conventional

a priori power analysis, but was chosen to facilitate comparison with the human

experiment, in which 120 participants collectively provided 715 �nal judgments, or

approximately 120 judgments per case. Accordingly, 720 trials were conducted to

provide approximately 120 model ratings for each of the six cases. Because trial

conditions were randomly assigned in the model experiments, the exact number of

trials per case, order, and rating condition varied slightly.
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Figure 2.1: Example of a criminal case description presented in the G{I order.
All cases shared the same structure: a preamble followed by two evidentiary parts
presented in either G{I or I{G order.

2.2.4 Procedure

Baseline procedure

At the beginning of each trial, the experimental conditions|namely, one criminal

case (out of six), one presentation order (G{I or I{G), and one rating condition

(single or double)|were randomly assigned from their respective sets of options

(e.g., case = Artur, order = G{I, rating condition = double).
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The model (GPT-4o-2024-05-13 or GPT-5.2-2025-12-11, depending on the ex-

perimental run) was presented with general task instructions delivered via the system

prompt. These instructions were designed to closely resemble those given to human

participants in the original study by Wojciechowski et al., 2025. Note that in the

subsequent prompt engineering manipulation (introduced in the following section),

it is these instructions that were modi�ed with the aim of reducing bias. The full

texts of the human instructions|including the original Polish materials and their

English translations|are provided in the original publication.

Note that human participants were not given any role-based framing, whereas

GPT was. Indeed, in the baseline condition, PE 0 (and two of the prompt engi-

neering conditions), GPT was addressed using the default system prompt (\You

are a helpful assistant"), alongside the task instructions. This prompt was included

because it re
ects the default con�guration under which GPT is commonly used

in practice, and thus provides a realistic baseline for common usage. The same

prompt was not used for human participants because the instructions given to hu-

mans implicitly convey an expectation that they should respond in a cooperative

and task-appropriate manner (cf. conversational implicatures; Grice, 1975), whereas

such expectations must be stated explicitly when interacting with language models.

While we do not expect this di�erence to substantially a�ect comparability with

human instructions, it does constitute a potential source of procedural asymmetry.

Following the general instructions, the model was presented with a criminal

case description and asked to evaluate the guilt of the defendant on a scale from 1

to 10, with 1 indicating \de�nitely innocent" and 10 indicating \de�nitely guilty".

In the double-rating condition, the model additionally provided an intermediate

rating immediately after reading the �rst part of the case. A general overview of

the experimental procedure is provided in Figure 2.2.

Following presentation of the case description, the model was prompted to pro-

vide a guilt judgment using the following question:

Evaluate the probability that [defendant's name] committed the alleged
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Figure 2.2: Overview of the experimental procedure in the single- and double-rating
conditions. In the single-rating condition (left), the model received general instruc-
tions, analyzed both Part 1 and Part 2 of the case description, and provided a single
�nal guilt rating. In the double-rating condition (right), the model gave an interme-
diate rating after analyzing Part 1, followed by a �nal rating after analyzing Part
2.

crime, using the following scale and assuming that:

1|de�nitely innocent 10|de�nitely guilty

You are being asked to respond on a 1{10 scale, as a multiple-choice

response. Do not give any other rating. Do not put any text before or

after your rating.

The same question was used to elicit both intermediate and �nal ratings. The

reference to \probability" and the 1{10 response scale were retained from the origi-

nal human study to maximise procedural comparability between human and model

judgments. In the original study, the human ratings were subsequently transformed

onto a 0{1 scale for stylistic reasons, so that they more closely resembled probabil-

ities. This transformation was not considered necessary for the present study, and

all ratings were expressed on the original 1{10 scale. Here, the term \probability"
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should therefore be understood in the broad sense of a subjective judgment of guilt

rather than as a calibrated numerical probability. The graded scale was appropriate

because the analyses concerned changes in the strength of guilt judgments that could

be concealed by a binary guilty{not-guilty response. Its bounded integer format also

provided a standardised response measure across trials and models.

Each trial was conducted as an independent session. No conversational history

or responses were carried over between trials, and no persistent session state was

used across API calls. The only exception occurred in the double-rating condition,

where context was intentionally maintained across the two ratings within a single

trial as part of the experimental manipulation. Consequently, ratings across trials

could be treated as independent observations.

Prompt engineering procedure

In addition to testing the e�ects of order and rating condition on the models' guilt

ratings, we examined whether modifying the general instructions provided to the

model in
uenced its responses. To do so, we created three alternative versions

of the system prompt, denoted PE1, PE2, and PE3 (`PE' standing for prompt

engineering), alongside the baseline prompt (PE0), for a total of four conditions.

These are illustrated in Figure 2.3.

Prompt engineering refers to the process of designing and re�ning the inputs

given to a language model in order to guide its responses. In the present study,

prompt engineering was used to explore whether changes in task framing could

reduce the models' susceptibility to order and evaluation biases.

OpenAI's documentation on prompt engineering outlines several broad strate-

gies for in
uencing model behavior. Drawing on this guidance, we selected some

prompting strategies that appeared particularly relevant to decision-making tasks.

Because the range of possible prompt engineering strategies is e�ectively unbounded,

the examples examined here should be understood as illustrative rather than as a

comprehensive evaluation.
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Figure 2.3: The four system prompts used across the prompt engineering conditions.
PE0 served as the baseline, while PE1 (Legal expert), PE2 (Meticulous), and PE3
(Justify) implemented di�erent prompt engineering strategies inspired by guidance
provided in OpenAI's documentation.
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1. Adopting a persona (part of the broader strategy Write clear instructions).

This approach involves instructing the model to respond as if it were a speci�c

individual or professional, such as a domain expert. In PE1, the model was

instructed to adopt the persona of a legal expert. The goal was to encour-

age responses grounded in legal reasoning, under the assumption that a legal

professional might be less prone to certain cognitive biases. The prompt also

emphasized the importance of impartiality, fairness, and accuracy in decision-

making.

2. Encouraging deliberate reasoning. This strategy aims to reduce overly hasty

responses by prompting the model to re
ect more carefully before answering.

We tested two variations of this approach. In PE2, the model was explic-

itly instructed to take its time and to reason carefully and thoroughly before

providing a judgment. In PE3, the model was additionally asked to be pre-

pared to justify its �nal judgment by referring to speci�c elements of the case

description.

Within each prompt engineering condition, only the system prompt was mod-

i�ed. All other aspects of the experimental procedure were held constant across

conditions. The same set of prompt engineering conditions (PE0{PE3) was applied

to both GPT-4o and GPT-5.2. We note that PE0 closely mirrored the instruc-

tions given to human participants in the original study and did not incorporate any

explicit bias-mitigation strategies. As such, it provided a natural negative control

reference point against which the e�ects of the prompt engineering interventions

(PE1{PE3) could be evaluated.

Note that we did not employ chain-of-thought prompting or other instructions

that explicitly require the model to generate intermediate reasoning steps. Be-

cause the design already manipulates whether an intermediate judgment is required,

such prompts would have altered the task structure and confounded the mechanism

under investigation.

The prompt engineering manipulations examined here were intended as repre-
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sentative examples of commonly recommended prompting strategies rather than a

comprehensive exploration of prompt design. A broader factorial investigation of

prompting strategies could reveal additional approaches that in
uence model be-

havior in judgment tasks.

2.3 Results

Our analyses addressed three primary questions. First, do large language mod-

els exhibit order e�ects and evaluation-related biases comparable to those observed

in humans? Second, do such biases persist across model generations? Third, can

prompt engineering mitigate these e�ects? To answer these questions, we analyzed

data from human participants, GPT-4o, and GPT-5.2 using linear modeling ap-

proaches.

All analyses reported in this section focus on �nal guilt ratings, de�ned as the

single rating provided in the single-rating condition and the second (�nal) rating

provided in the double-rating condition. Baseline results are reported �rst for the

PE0 condition, followed by analyses of prompt engineering e�ects.

2.3.1 Baseline results

Baseline analyses focused on the PE0 condition (i.e., instructions matched to those

given to human participants). Baseline e�ects were examined separately for each

agent (human participants, GPT-4o, and GPT-5.2) before turning to a combined model.

For both GPT models, �nal guilt ratings were analyzed using linear models

including order of presentation (G{I vs. I{G), rating condition (single vs. double),

and their interaction as predictors, with case included as a �xed e�ect.

For human participants, we report the results from the original study on which

the present design is based. In that study, the analysis followed a richer model

speci�cation that additionally included role and its interactions with the other pre-

dictors, as well as interactions involving case, and a random intercept for participant
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ID (with no random slopes).

In addition, a combined baseline model was estimated on the present data to

directly compare humans and GPT models. This model included subject (human,

GPT-4o, GPT-5.2) as a �xed e�ect and its interactions with order and rating con-

dition, with case retained as a �xed e�ect.

GPT-4o

We �rst examined baseline results for GPT-4o in the PE0 condition, in which the

general instructions closely mirrored those used in the human experiment by Woj-

ciechowski et al. (2025). GPT-4o produced 720 �nal guilt ratings in this condition.

Descriptive statistics by order and rating condition are shown in Table 2.1.

Order Rating Condition n M SD
G{I double 181 4.24 2.28
G{I single 175 3.54 2.44
I{G double 184 6.04 2.01
I{G single 180 4.77 2.31

Table 2.1: Descriptive statistics for �nal guilt ratings from GPT-4o in the PE0
(baseline) condition, broken down by order and rating condition. n = number of
observations; M = mean; SD = standard deviation.

To analyze the GPT-4o data, we �tted a linear model of the form

rating � order� rating condition + case:

The linear model revealed a robust main e�ect of evidence order, with signif-

icantly higher �nal guilt ratings in the I{G condition than in the G{I condition,

F (1; 711) = 424.76, p < 0:001, indicating a clear recency e�ect whereby incrimi-

nating information presented last increased perceived guilt. This result shows an

order e�ect.

There was also a signi�cant main e�ect of rating condition, F (1; 711) = 181.11,

p < 0:001, such that �nal guilt ratings were higher in the double-rating condition

than in the single-rating condition.
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There was also a strong main e�ect of case, F (5; 711) = 600:98, p < 0:001,

indicating substantial variation in baseline guilt ratings across the six criminal cases.

The interaction between order and rating condition was also statistically signif-

icant, F (1; 711) = 43:75, p < 0:001. This interaction re
ected that the e�ect of the

rating condition di�ered in magnitude across evidence orders: the increase in guilt

ratings associated with the double-rating condition was larger in the I{G condition

than in the G{I condition. Importantly, however, the direction of the e�ect did

not reverse across orders. In both presentation orders, requiring an intermediate

judgment increased �nal guilt ratings. This result shows an evaluation bias, but not

of the same kind as the one observed by Wojciechowski et al., 2025. We refer to

this evaluation bias as a measurement bias, which concerns this GPT-speci�c behav-

ior whereby the act of providing an intermediate judgment systematically in
ated

GPT-4o's �nal guilt assessments, despite identical informational content.

GPT-5.2

Baseline analyses for GPT-5.2 were conducted using the same design and statistical

model as for GPT-4o. GPT-5.2 produced 720 �nal guilt ratings in the PE0 condition.

Descriptive statistics by order and rating condition are shown in Table 2.2.

Order Rating Condition n M SD
G{I double 174 4.75 2.42
G{I single 198 4.79 2.50
I{G double 172 5.35 2.28
I{G single 176 5.02 2.26

Table 2.2: Descriptive statistics for �nal guilt ratings from GPT-5.2 in the PE0
(baseline) condition, broken down by order and rating condition. n = number of
observations; M = mean; SD = standard deviation.

The linear model �tted to the GPT-5.2 data was identical to the model used for

the GPT-4o analysis.

The linear model revealed a signi�cant main e�ect of evidence order, F (1; 711) =

71:24, p < 0:001, with higher �nal guilt ratings in the I{G condition than in the G{I

condition. This indicates that a recency e�ect persists in GPT-5.2, although note
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that its magnitude is notably smaller than that observed for GPT-4o.

GPT-5.2 showed a signi�cant main e�ect of rating condition, F (1; 711) = 8:43,

p = 0:0038. As above, the magnitude of this e�ect was markedly reduced relative

to that observed in GPT-4o, indicating a weaker sensitivity to the rating procedure

in GPT-5.2.

There was also a signi�cant main e�ect of case, F (5; 711) = 1780:60, p < 0:001.

Regarding evaluation biases, there was a signi�cant interaction between evidence

order and rating condition, F (1; 711) = 39:83, p < 0:001. This interaction re
ected

an order-dependent e�ect of the rating procedure. In the G{I condition, �nal guilt

ratings were similar in the single- and double-rating conditions. In contrast, in the I{

G condition, requiring an intermediate judgment led to higher �nal guilt ratings than

in the single-rating condition. Thus, GPT-5.2 did not exhibit the measurement bias

observed in GPT-4o. Instead, the in
uence of the rating procedure was somewhat

closer to the evaluation bias observed with human participants. Note that the

magnitude of these e�ects indicates a partial attenuation of these kind of biases in

GPT-5.2 relative to GPT-4o.

Finally, as a robustness check, we repeated the baseline condition (PE0) at

a lower temperature (T = 0:2) for both GPT-4o and GPT-5.2 using the same

experimental procedure (N = 720 trials). Model judgments aggregated by case,

order, and rating condition were highly correlated across temperature settings (GPT-

4o: r = 0:996; GPT-5.2: r = 0:989), indicating that the observed bias patterns are

not driven by temperature-dependent stochasticity.

Human participants

For completeness, we review the analyses for human participants reported in Wo-

jciechowski et al., 2025. As in the GPT models, �nal guilt ratings were analyzed

as a function of evidence order and rating condition. In the human data, these

predictors were additionally allowed to interact with case and participant role (At-

torney, Judge, Prosecutor, Lay Person), re
ecting the di�ering objectives between
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the human experimental work and the present work. The model also included a

random intercept for participant identity. Descriptive statistics by order and rating

condition are shown in Table 2.3.

Order Rating Condition n M SD
G{I double 177 4.00 2.83
G{I single 190 4.54 2.79
I{G double 182 5.77 3.12
I{G single 166 5.38 2.97

Table 2.3: Descriptive statistics for �nal guilt ratings from human participants,
broken down by order and rating condition. n = number of observations; M =
mean; SD = standard deviation.

Speci�cally, in the original study, human data were analyzed using a linear

mixed-e�ects model of the form

rating � order� rating condition� role� case + (1 j id):

Human participants exhibited a main e�ect of evidence order, with signi�cantly

higher guilt ratings in the I{G condition than in the G{I condition, F (1; 686) =

54:40, p < 0:001, indicating a clear recency e�ect.

There was no main e�ect of rating condition, F (1; 644) = 3:37, p = 0:067,

indicating that providing an intermediate judgment did not uniformly increase or

decrease �nal guilt ratings.

However, the interaction between order and rating condition was statistically

signi�cant, F (1; 709) = 8:53, p = 0:004. This interaction indicates an evaluation

bias. The pattern of means was consistent with the evaluation bias described by

White et al., 2020, with intermediate judgments amplifying the in
uence of the most

recently presented information.

There was also a signi�cant main e�ect of case, F (5; 589) = 40:68, p < 0:001.
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Comparison across humans and models

To compare response patterns across human participants, GPT-4o, and GPT-5.2,

we estimated a combined baseline model including subject type and its interactions

with evidence order and rating condition, with case included as a �xed e�ect.

In this combined analysis, participant role was not included because it is only

de�ned for human data and has no analog in model responses. Likewise, the random

intercept for participant identity was omitted, as GPT responses are not nested

within individual subjects in the same way as human judgments. Including these

terms would therefore introduce structural asymmetries across subject types.

Note that interactions involving case were also not included in the GPT or

combined models. In the human analysis, case interactions were used to account for

heterogeneity across speci�c legal scenarios. By contrast, the GPT analyses focus

on identifying general procedural biases across cases rather than modeling case-

speci�c variation. Including higher-order interactions with case in these models

would substantially increase complexity, without directly addressing the primary

research questions.

The linear model �tted to the combined data was of the form

rating � order� rating condition� subject + case:

We �rst analysed the combined dataset to examine overall di�erences between

agents and the e�ects of evidence order, rating condition, and case across agents.

A main e�ect of subject was observed, F (2; 2138) = 7:74, p < 0:001, indicating

overall di�erences in mean guilt ratings across agents. Across agents, there was a

main e�ect of evidence order, F (1; 2138) = 205:09, p < 0:001, indicating a general

recency e�ect whereby guilt ratings increased when incriminating evidence was pre-

sented last. Across agents, there was also a statistically signi�cant main e�ect of

rating condition, F (1; 2138) = 20:76, p < 0:001, indicating overall di�erences be-

tween single- and double-rating procedures. Finally, there was also a strong main
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e�ect of case, F (5; 2138) = 493:08, p < 0:001. Case-level plots for humans, GPT-4o,

and GPT-5.2 are reported in Appendix C.

More pertinently, the magnitude of the order e�ect di�ered signi�cantly between

agents (order � subject), F (2; 2138) = 17:31, p < 0:001. Inspection of the means

in Figure 2.4 suggests stronger order e�ects for GPT-4o and human participants,

with a markedly reduced e�ect in GPT-5.2.

The in
uence of the rating procedure also di�ered across agents, as re
ected in

a signi�cant rating condition � subject interaction, F (2; 2138) = 12:44, p < 0:001.

Inspection of the means in Figure 2.4 suggests that GPT-4o showed a strong uniform

increase in guilt ratings following intermediate judgments, GPT-5.2 a weaker and

more order-dependent e�ect, and humans a qualitatively di�erent pattern consistent

with an order-dependent reversal.

The three-way interaction between order, rating condition, and subject was not

signi�cant, F (2; 2138) = 1:05, p = 0:35.

Figure 2.4 illustrates these patterns.

2.3.2 Prompt engineering results

We next examined whether prompt engineering could reduce order e�ects or eval-

uation biases in model judgments. Prompt engineering analyses were conducted

separately for GPT-4o and GPT-5.2 using four system-prompt variants: the base-

line prompt (PE0) and three alternative prompts (PE1, PE2, and PE3). For each

prompt condition, 720 trials were run, yielding 2880 �nal ratings per model. All

analyses used linear models including order, rating condition, prompt engineering

condition, and their interactions, with case included as a �xed e�ect.

We did not directly compare prompt-engineered model conditions with human

judgments, because such comparisons would be di�cult to interpret and would in-

crease statistical complexity. Prompt engineering manipulations were applied only

to the models, whereas human participants received only the baseline instructions,
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Figure 2.4: Mean �nal guilt ratings by order and rating condition in the PE0 (base-
line) condition for GPT-4o and GPT-5.2, alongside human data. Error bars repre-
sent �1 standard error of the mean. Lines connect means for visual clarity only and
do not represent within-subject or within-trial conditions.

meaning that any observed di�erences would con
ate agent type with instruc-

tional framing.

GPT-4o

The linear model �tted to the GPT-4o prompt engineering (PE) data was of the

form

rating � order� rating condition� PE + case:

Across prompt engineering conditions, GPT-4o showed a statistically signi�-

cant order e�ect: �nal guilt ratings were higher when incriminating evidence was

presented last (I{G) compared to when it was presented �rst (G{I), F (1; 2859) =

1355:74, p < 0:001. However, the magnitude of the order e�ect di�ered across

prompt engineering conditions, as re
ected in a signi�cant order � prompt interac-

tion, F (3; 2859) = 3:11, p = 0:026.
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To identify which prompt variants di�ered from the baseline condition (PE0),

we conducted post hoc contrasts comparing the order e�ect (I{G minus G{I) within

each prompt engineering condition to the corresponding e�ect under PE0. These

contrasts revealed that PE2 signi�cantly attenuated the order e�ect relative to

PE0 (� = �0:32, SE = 0:11, t = �2:99, p = 0:003). By contrast, neither PE1

(� = �0:19, p = 0:075) nor PE3 (� = �0:16, p = 0:12) di�ered reliably from the

baseline condition. It is worth noting that although PE2 reduced the magnitude

of the order e�ect, a statistically signi�cant order e�ect remained present under all

prompt engineering conditions, indicating that prompt engineering did not eliminate

sensitivity to evidence order in GPT-4o.

GPT-4o also showed a statistically signi�cant main e�ect of rating condition,

F (1; 2859) = 427:95, p < 0:001, across prompt engineering variants.

Neither the rating � prompt interaction, F (3; 2859) = 1:23, p = 0:30, nor

the three-way interaction between order, rating condition, and prompt engineer-

ing, F (3; 2859) = 1:55, p = 0:20, reached statistical signi�cance. Accordingly,

prompt engineering did not reliably modify the speci�c evaluation bias observed

here|namely, the measurement bias. As illustrated in Figure 2.5, across all prompt

variants, �nal guilt ratings remained higher in the double-rating condition than in

the single-rating condition, regardless of evidence order.

Finally, prompt engineering condition had a signi�cant main e�ect on overall

guilt ratings, F (3; 2859) = 5:59, p < 0:001.

GPT-5.2

The linear model �tted to the GPT-5.2 PE data was identical to the model used for

the GPT-4o PE analysis.

Across all prompt engineering conditions, GPT-5.2 showed a statistically signi�-

cant order e�ect: �nal guilt ratings were higher when incriminating evidence was pre-

sented last (I{G) compared to when it was presented �rst (G{I), F (1; 2859) = 574:40,

p < 0:001. The magnitude of the order e�ect varied across prompt engineering con-

124



PE2 PE3

PE0 PE1

G−I I−G G−I I−G

4

5

6

4

5

6

Order

M
ea

n 
gu

ilt
 ra

tin
g

Rating condition
double

single

GPT−4

Figure 2.5: Mean �nal guilt ratings by order and rating condition across prompt
engineering conditions for GPT-4o. Error bars represent �1 standard error of the
mean. Lines connect means for visual clarity only and do not represent within-
trial changes.

ditions, as re
ected in a signi�cant order � prompt interaction, F (3; 2859) = 14:76,

p < 0:001.

Post hoc contrasts comparing the size of the order e�ect (I{G minus G{I) un-

der each prompt engineering condition to the baseline condition (PE0) revealed no

reliable di�erences for PE1 (� = 0:03, p = 0:62) or PE2 (� = 0:07, p = 0:28).

In contrast, PE3 signi�cantly increased the magnitude of the order e�ect relative

to PE0 (� = 0:39, SE = 0:07, t = 5:91, p < 0:0001), indicating an ampli�cation

rather than an attenuation of order sensitivity under this prompt. A statistically

signi�cant order e�ect remained present under all prompt engineering conditions,

so, as above, prompt engineering did not eliminate order e�ects in GPT-5.2.

GPT-5.2 further showed a statistically signi�cant main e�ect of rating condi-

tion, F (1; 2859) = 87:87, p < 0:001, indicating di�erences between single- and

double-rating conditions across prompt-engineering variants. In addition, a sig-

ni�cant rating condition � prompt interaction was observed, F (3; 2859) = 8:12,

125



p < 0:001. This interaction suggests that the prompt-engineering manipulations

might a�ect the evaluation bias de�ned by Wojciechowski et al. (2025), potentially

through changes in the measurement bias or through another process.

In post hoc contrasts, we explored the e�ect of rating condition using a vari-

able corresponding to the evaluation bias de�ned by Wojciechowski et al. (2025)

(judgment in the double-rating condition minus judgment in the single-rating con-

dition) under each prompt-engineering condition. Comparisons against the baseline

condition (PE0) revealed no reliable di�erence for PE2 (� = �0:06, p = 0:36).

In contrast, both PE1 (� = 0:16, p = 0:018) and PE3 (� = 0:23, p < 0:001) signi�-

cantly increased the magnitude of the evaluation bias relative to PE0, indicating an

ampli�cation rather than an attenuation of the evaluation bias under these prompt

variants. In other words, the di�erence in �nal ratings between double- and single-

rating conditions was larger under PE1 and PE3 than under the baseline condition.

Visual inspection of the means (Figure 2.6) suggests that under PE2, the e�ect

of the rating condition became order-dependent. Speci�cally, the di�erence between

double- and single-rating conditions is reversed across evidence orders, with higher

ratings in the single-rating condition for G{I but higher ratings in the double-rating

condition for I{G. This pattern resembles the evaluation bias of Wojciechowski et al.

(2025) and contrasts with the measurement bias observed in the baseline condition

(PE0). In contrast, under PE1 and PE3, the e�ect of rating condition remained

asymmetric across orders: di�erences between double and single ratings were pro-

nounced in the I{G condition but minimal in the G{I condition, similar to the

baseline pattern. In line with this observation, the three-way interaction between

order, rating condition, and prompt engineering almost reached statistical signi�-

cance, F (3; 2859) = 2:58, p = 0:052.

Finally, prompt engineering condition had a signi�cant main e�ect on overall

guilt ratings, F (3; 2859) = 14:05, p < 0:001.
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Figure 2.6: Mean �nal guilt ratings by order and rating condition across prompt
engineering conditions for GPT-5.2. Error bars represent �1 standard error of the
mean. Lines connect means for visual clarity only and do not represent within-
trial changes.

2.4 Discussion

The present study examined whether GPT models exhibit cognitive biases similar

to those observed in human legal decision-making, with a focus on order e�ects

and evaluation biases. Using a controlled judgment task adapted from prior human

research, we compared human participants with GPT-4o and GPT-5.2 and assessed

whether prompt engineering could reduce biased responses.

Three main conclusions emerged. First, humans, GPT-4o, and GPT-5.2 all

showed order e�ects in the baseline condition: guilt ratings were higher when in-

criminating evidence was presented last rather than �rst. Although this e�ect was

substantially smaller in GPT-5.2 than in GPT-4o, it did not disappear. From a

normative perspective, such order sensitivity is problematic, as a rational decision-

maker should reach the same conclusion regardless of the sequence in which iden-

tical evidence is presented. Under standard Bayesian principles, when the same
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pieces of evidence are incorporated into a belief update, the resulting posterior

probability should be independent of the order in which they are considered (i.e.,

P (A)P (BjA) = P (B)P (AjB)). This property holds regardless of the content of

the propositions involved and therefore applies equally to legal evidence. If �nal

judgments di�er depending on presentation order, this implies that the weighting

of evidence depends on its position in the sequence rather than solely on its eviden-

tial content.

The presence of order e�ects in both GPT-4o and GPT-5.2 suggests that GPT

models, like humans, are sensitive to the sequential structure of information. The

pattern suggests that information presented later may receive greater in
uence when

forming a judgment. This sensitivity may re
ect regularities in natural language,

where later statements often provide updates, re�nements, or conclusions that in-

corporate preceding information and may therefore be perceived as particularly in-

formative. Alternatively, it may re
ect learned patterns of human communication,

where the position of information within a sequence can signal its relative impor-

tance. It is interesting that order e�ects persist across model generations.

Second, the in
uence of intermediate judgments di�ered between humans and

models, and across model generations. In human participants, as Wojciechowski

et al. (2025) reported, the requirement to provide an intermediate judgment pro-

duced a pattern consistent with the classic evaluation bias reported in prior work,

whereby intermediate judgments tend to amplify the in
uence of the most recently

presented information.

GPT-4o, however, showed a qualitatively di�erent pattern. Rather than exhibit-

ing opposite shifts across evidence orders, �nal guilt ratings were consistently higher

when an intermediate judgment was required, regardless of order. We referred to

this pattern as a measurement bias. In GPT-4o, this bias was present for both

orders and was stronger when incriminating evidence was presented last.

GPT-5.2 showed a weaker and more order-dependent version of this e�ect. Re-

quiring an intermediate judgment increased �nal guilt ratings primarily when in-

128



criminating evidence was presented last. Thus, GPT-5.2 did not display the uniform

measurement bias observed in GPT-4o, but instead showed an intermediate pattern

between the GPT-4o measurement bias and the human evaluation bias.

Regarding both order e�ects and evaluation biases, we treat the observed pat-

terns as descriptive e�ects and do not attempt to specify underlying mechanisms.

For human behavior, a range of cognitive accounts have been proposed to explain

both order e�ects and evaluation biases, and some theoretical frameworks explicitly

link the two. A recent overview of these proposals is provided by Wojciechowski

et al. (2025).

For GPT models, one possible interpretation is that changing the order of infor-

mation alters the contextual framing of the evidence, causing later information to

be interpreted di�erently depending on what came before. The measurement e�ect

or evaluation bias is more di�cult to interpret at this preliminary stage without tar-

geted experimental manipulations beyond the present design. One possibility is that

the e�ect re
ects self-conditioning or anchoring on the model's earlier output, rather

than an evaluative e�ect from the intermediate judgment as such. Distinguishing be-

tween these explanations would require additional control conditions|for example,

an intermediate task unrelated to guilt|which were beyond the scope of the present

work. In the current task, the intermediate question directly required an additional

guilt assessment, making it unclear whether the observed e�ect re
ects properties of

the intermediate judgment itself or more general consequences of introducing an ex-

tra response step (a closely related possibility has already been examined in humans;

see White et al. (2014)).

Regarding GPT models, future studies could address this by modifying the inter-

mediate stage. For example, asking a neutral question unrelated to guilt would test

whether the bias arises simply from responding twice rather than from evaluating

guilt at an intermediate step. If the e�ect persists, this would suggest that the struc-

ture of the task itself in
uences �nal judgments. If it disappears, this would indicate

that requiring an intermediate guilt evaluation is critical for producing the e�ect.
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While a consistent order e�ect was observed in all GPT models and prompt

variants, this was not the case for evaluation biases. Although a related pattern was

observed in both GPT-4o and GPT-5.2, its expression di�ered across model gener-

ations. In GPT-5.2, the e�ect was weaker and more dependent on evidence order,

suggesting a partial attenuation relative to GPT-4o. This suggests that evaluation

biases are not a �xed property of GPT models, but can vary across model genera-

tions.

Prompt engineering had limited and inconsistent e�ects. While some prompt

variants changed the size or form of order and evaluation biases, none eliminated

sensitivity to evidence order or reliably reduced evaluation biases.

In GPT-4o, prompt engineering led to only modest changes. One prompt vari-

ant reduced the size of the order e�ect, but a statistically signi�cant order e�ect

remained under all prompts. Importantly, none of the prompt variants altered the

measurement bias: across all prompts, requiring an intermediate judgment contin-

ued to increase �nal guilt ratings, regardless of evidence order.

In GPT-5.2, prompt engineering had a stronger in
uence on how biases were ex-

pressed, but not in a consistently normative direction. Some prompts increased order

e�ects, while others altered how the rating procedure interacted with evidence order.

In particular, one prompt variant produced an order-dependent reversal, with the

result resembling the evaluation bias observed in humans, whereas other variants

increased the evaluation biases relative to the baseline condition in other ways.

Taken together, these �ndings indicate that prompt engineering can modify how

biases manifest, but its e�ects are limited and unreliable. Simple changes to task

instructions do not provide a robust safeguard against biased judgments in evalu-

ative tasks, at least as far as the kind of legal decision-making we explored here is

concerned. More broadly, these results should not be interpreted as demonstrat-

ing that prompt engineering cannot mitigate bias in general, but rather that the

speci�c prompting strategies examined here did not reliably eliminate procedural

sensitivities in this task.
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Our investigation of prompt engineering was deliberately constrained. We fo-

cused on instruction-level changes that preserved the overall structure of the task

and therefore did not include approaches such as chain-of-thought prompting. Such

approaches introduce additional reasoning steps that overlap with the experimental

manipulation of intermediate judgments and would require a di�erent experimental

design. Additionally, it is always possible that combinations of prompt variants

might have a cumulative or interactive e�ect; the possible variants that one could

usefully explore are unlimited. Our choice to focus on one prompt engineering ma-

nipulation at a time represents a choice of methodological simplicity.

2.4.1 Limitations and future directions

Several limitations should be acknowledged. First, the legal materials used in this

study were simpli�ed and cannot capture the full complexity of real-world legal

decision-making. This simpli�cation was necessary to maintain experimental control

and comparability with prior human research, but it limits the direct applicability

of the �ndings to real judicial contexts.

Second, reversing the order of incriminating and exonerating evidence necessar-

ily also changes where this information appears within the model prompt. In other

words, evidence that appears earlier in one condition appears later when the order

is reversed. As a result, the manipulation combines changes in evidence order with

changes in prompt position, as in the original experimental paradigm used by Wo-

jciechowski et al. (2025). Future work could explore additional control conditions

(e.g., padding or �ller text) designed to better separate order e�ects from positional

in
uences in language model prompts.

Third, although we examined two model versions (GPT-4o and GPT-5.2), the gen-

eralizability of the observed bias patterns remains an open question. Di�erences

between these two models suggest that the strength and form of biases can change

across model generations, but broader testing across additional models is needed to

assess how widely these �ndings generalize. The primary analyses were conducted

131



using a �xed temperature setting (the default value of 1) in order to isolate the

e�ects of evidence order, rating condition, and prompt engineering. As a robust-

ness check, we repeated the baseline analyses at a lower temperature (T = 0:2),

which yielded highly similar judgments across temperature settings. Nevertheless,

because temperature can in
uence response variability, future work should exam-

ine more systematically how varying this parameter a�ects the expression of order

e�ects and evaluation biases.

Finally, comparisons between humans and models were limited to the baseline

condition. Prompt-engineered instructions were not administered to human par-

ticipants, and di�erences between prompt-engineered model conditions and human

judgments should therefore not be interpreted as direct performance comparisons.

More generally, comparisons between human participants and large language mod-

els necessarily involve procedural asymmetries (e.g., the use of system prompts for

models and the absence of attentional limits or fatigue). In the present study, we

attempted to minimize such di�erences by closely matching the task structure and

materials across agents, but the comparison should nevertheless be interpreted as

assessing qualitative similarities in bias patterns rather than strict equivalence in

decision processes. More broadly, establishing fully equivalent testing conditions

between humans and large language models remains an open methodological ques-

tion.

2.4.2 Normative and ethical implications

The present �ndings raise concerns about the use of GPT models in legal decision-

making. Our results show that these models exhibit systematic biases, including

order e�ects and evaluation biases, and that such biases are not reliably eliminated

by simple prompt-based interventions.

A key risk is not that GPT would formally replace human decision-makers,

but that its outputs may be mistakenly treated as especially rational or objective.

If relied upon without su�cient caution, GPT-based advice could in
uence judg-
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ments while masking its own limitations. At scale, the use of a shared system with

consistent bias patterns also raises the risk of amplifying, rather than reducing,

biased decision-making.

Importantly, responsibility for legal judgments necessarily remains with human

users. However, meaningful responsibility requires awareness of the limits and biases

of the tools being used. In light of the present �ndings, the use of GPT models in

legal judgment should therefore be approached with caution, and not assumed to

improve decision quality in the absence of robust, empirically validated safeguards.
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Chapter 3

Causal Structure in Narrative

Reasoning

3.1 Introduction

3.1.1 Why study narratives?

Narratives are a central part of human life. People use narratives to communicate

experiences, explain events, and make sense of the world around them (Bruner,

1990; Gottschall, 2012). Narrative is not limited to literature or artistic expression.

It appears in everyday conversations (Randall, 2015), in legal arguments (Bruner,

2002), in political discourse (Polletta, 1998), and even in scienti�c explanations

(Farrell, 2024). From simple exchanges about daily events to public accounts of

collective history, storytelling is a common feature of human communication.

The widespread use of narrative suggests that it serves important functions.

One reason may be that narratives help people move beyond isolated facts and

organise information into meaningful explanations of events. Rather than simply

describing what happened, narratives provide accounts of how di�erent events �t

together and why they occurred. For example, a sequence of disconnected facts

(e.g., Emma spilled co�ee, Emma went to a repair shop, Emma started writing)
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becomes a coherent story when the relationships between those events are speci�ed:

Emma spilled co�ee, which led her to visit a repair shop, where the technician found

her abandoned novel, which inspired her to start writing again. In this way, narra-

tives help people organise and interpret experience rather than merely communicate

information (Bruner, 1990; Labov, 1975).

The in
uence of narratives extends across a range of psychological domains. At

the level of judgment and decision-making, people use narratives to interpret actions,

justify decisions, and evaluate outcomes (Bruner, 1990). For example, research on

legal decision-making suggests that jurors construct narrative representations of ev-

idence and that verdicts depend in part on which account best explains the available

facts (Pennington, 1993; Pennington & Hastie, 1992). At the level of identity, peo-

ple construct and maintain a sense of who they are over time by organising their

lives as unfolding stories, marked by turning points, setbacks, and achievements

(Bruner, 1987; McAdams, 1993). At the level of emotional experience, the meaning

of an event often depends on how it is narratively framed. The same experience can

be interpreted as a defeat or as a necessary step toward growth, and this framing

shapes both thought and feeling (McAdams, 2001). Although these functions oper-

ate in di�erent domains, they suggest that narratives play an important role in how

people interpret evidence, understand themselves, and assign meaning to experience.

Understanding how people construct and reason about narratives is therefore impor-

tant for understanding a wide range of psychological processes, including judgment,

decision-making, identity formation, and emotional experience.

3.1.2 What is a narrative?

A natural starting point is to clarify what is meant by the term \narrative". The

term is used in many ways across di�erent disciplines, and there is no single agreed

de�nition (Bamberg, 2012; Bruner, 1990; Georgakopoulou, 2006). Di�erent accounts

emphasise di�erent features of narratives, including narration, plot structure, and

the communication of meaning. Rather than adopting a highly restrictive de�nition,

the present approach focuses on a minimal set of features that are widely shared
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across accounts and most relevant to the aims of the present research.

At the most basic level, a narrative involves the representation of an event

or sequence of events (Abbott, 2008). A simple description such as \the book is

red" does not constitute a narrative because it does not involve change or action.

Narratives therefore require events that unfold over time. However, events can be

arranged chronologically without forming a coherent narrative account. For exam-

ple, the statements \John ate breakfast", \a bird landed on a roof", and \it began

to rain" describe a sequence of events, but they do not by themselves form a co-

herent narrative account, because no relation between the events is speci�ed. As

narratives become more extended, they typically involve connections between events

that create continuity and coherence across the sequence (Abbott, 2008).

In cognitive approaches to narrative comprehension, causal relations are often

regarded as particularly important for establishing such coherence (Chen & Born-

stein, 2024; Graesser et al., 1994; Gri�n, 1993; Trabasso & Sperry, 1985; Trabasso

& Van den Broek, 1985). By linking events into explanatory structures, causal rela-

tions help readers understand not only what happened, but also why it happened.

Understanding a narrative therefore involves more than remembering a sequence of

events (Elliott, 2005); it also involves understanding the causal relations that con-

nect events and give rise to subsequent outcomes. In the present research, causal

relations are of particular interest because they can be represented formally using

causal models, allowing testable predictions about reasoning to be derived.

3.1.3 Motivating a formal approach

The methods used to study narrative in psychology are often qualitative in nature

(Andrews et al., 2008; Riessman, 2008). One widely used approach is the narrative

interview, in which participants tell stories about their own experiences that are

subsequently analysed for recurring themes, turning points, and evaluative stances

(McAdams, 2001). Story recall tasks ask participants to read or hear a narrative and

then reproduce it from memory, revealing which events were retained, how they were

136



reorganised, and what inferences were drawn (Bartlett, 1932). Other approaches

examine comprehension processes more directly, for example by investigating the

inferences readers generate while engaging with a narrative (Graesser et al., 1994).

Each of these methods has contributed important insights into how people en-

gage with narratives, and qualitative approaches remain valuable for studying as-

pects of narrative reasoning that are di�cult to represent formally. The present

research does not seek to replace these approaches but rather to complement them

with a formal framework. Speci�cally, the project explores whether tools devel-

oped for studying causal reasoning can provide a useful framework for representing

narratives and generating predictions about the inferences people draw from them.

A formal approach to studying narrative reasoning would make it possible to

compare participants' representations of the same narrative in a systematic way.

It would also allow predictions derived from those representations to be compared

directly with observed judgments, providing a means of evaluating how well di�erent

representations account for subsequent reasoning. More generally, it would allow

di�erent aspects of narrative reasoning to be examined within a common analytical

framework.

3.1.4 A causal modelling approach to narrative reasoning

In psychology and cognitive science, causal reasoning is often studied using for-

mal causal models represented as directed acyclic graphs (DAGs) (Hagmayer, 2016;

Pearl, 2000; Rottman & Hastie, 2014). These models represent variables or events

as nodes connected by arrows indicating causal relations. They provide a formal lan-

guage for representing causal structures and deriving predictions about how changes

to one variable should a�ect others (Pearl, 2000). In many applications, causal mod-

els also specify the strength or probability of causal relations. The present research

focuses on causal structure alone and does not attempt to estimate causal strengths,

leaving this as a direction for future work.

DAGs are particularly well suited to the study of narrative reasoning for sev-
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eral reasons. First, they provide a precise language for representing causal relations

between events. Because narratives often consist of events linked through such rela-

tions, DAGs o�er a natural framework for representing aspects of narrative structure.

Second, DAGs are interventionist: they do not merely represent causal relations be-

tween events, but also specify how changes to one event should a�ect subsequent

events. This maps naturally onto counterfactual reasoning, which concerns how

outcomes might di�er if earlier events had occurred di�erently (Pearl, 2000; Roese,

1997). This allows the framework to generate precise, testable predictions about

judgments concerning the narrative, including how participants should respond to

counterfactual questions.

Causal models have been used extensively in psychological research both as

normative accounts of how rational agents should reason and as frameworks for

studying how people actually reason about causal systems. Such models have been

applied to a wide range of tasks, including causal learning, prediction, intervention,

and counterfactual reasoning (Hagmayer, 2016; Rottman & Hastie, 2014). Although

people are often sensitive to causal structure, their judgments do not always conform

to the predictions of formal models (Rehder, 2014, 2018; Rottman & Hastie, 2014).

These deviations have motivated substantial research into the descriptive adequacy

of causal models, while also highlighting their value as benchmarks against which

patterns of human reasoning can be evaluated.

In the present context, counterfactual judgments provide one way of testing the

implications of an elicited causal structure. Answering a question such as \if event

A had not occurred, would event B still have happened?" depends on assumptions

about how the events are causally related. Di�erent causal representations of a

narrative can therefore generate di�erent counterfactual judgments, making such

judgments a useful behavioural probe of how individuals represent and understand

a story.

Note that we are not claiming that people literally construct directed graphs

when reading or constructing a story. Rather, DAGs are proposed as an analytical
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tool for representing causal dependencies and deriving predictions about reasoning.

Their usefulness therefore depends on whether causal structures elicited from par-

ticipants correspond systematically to other measures of narrative reasoning, such

as counterfactual judgments. If predictions derived from an elicited structure corre-

spond to a participant's judgments, this would suggest that the structure captures

psychologically meaningful aspects of their understanding and interpretation of the

narrative.

A �nal distinction is important. The present research is concerned not with

narratives as texts, but with narratives as cognitive representations. The same story

can give rise to di�erent interpretations in di�erent readers. The goal is therefore not

to analyse the narrative itself, but to examine the causal structures that participants

infer from it and how those structures relate to subsequent judgments.

3.1.5 The present research

The main question guiding this project is whether formal tools developed for study-

ing causal reasoning can provide a useful methodology for studying aspects of narra-

tive reasoning. More speci�cally, the project examines whether participant-speci�c

causal representations of stories can be elicited and used to characterise how indi-

viduals reason about narratives. To investigate this possibility, the project develops

and evaluates a paradigm based on DAGs, which provide a formal language for rep-

resenting causal structures and deriving testable predictions. DAGs are used here

not as a claim about how narratives are actually mentally represented, but as an an-

alytical tool for making causal dependencies explicit and examining how they relate

to participants' responses across di�erent tasks.

To our knowledge, there is no well-established experimental paradigm that ap-

plies formal methods from causal reasoning to the study of narrative reasoning in

this way. For this reason, the present project is exploratory. The goal is not to

provide a �nal theory of narrative representation, nor to claim that all narratives

are necessarily causal in structure. Rather, the aim is to develop and evaluate an
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adaptation of causal modelling techniques for narrative contexts and assess whether

they yield coherent and interpretable results.

The core logic of the methodology is straightforward. Participants �rst identify

important events within a story and specify the causal relations between them,

allowing a participant-speci�c causal model to be reconstructed. They are then

asked counterfactual questions about the same narrative, requiring them to reason

about how outcomes would change if particular events had occurred di�erently.

This design makes it possible to evaluate the methodology in three complemen-

tary ways. First, the elicited causal models can be compared with the intended

causal structure of the story (i.e., the causal relations the narrative was designed to

convey), providing a measure of \causal accuracy". Second, participants' counterfac-

tual judgments can be compared with the predictions implied by the intended causal

structure, providing a measure of \counterfactual accuracy". For the relatively sim-

ple and unambiguous narratives used in the present research, these measures provide

an indication of whether participants recover the key causal relations embedded in

the stories and o�er a means of evaluating the procedures used to reconstruct and

analyse participant-speci�c causal models.

Third, predictions derived from each participant's elicited causal model can be

compared with that participant's own counterfactual judgments, providing a mea-

sure of \internal consistency". This measure is particularly important because it

does not depend on any assumption about what the correct causal structure of

a narrative should be. Instead, it assesses whether the causal relations reported

by a participant are consistent with that participant's subsequent counterfactual

judgments. If such correspondence is observed, this would indicate that predictions

derived from the elicited causal model successfully anticipate the participant's coun-

terfactual judgments. More broadly, it would suggest that both measures contain

information about the participant's underlying representation and interpretation of

the narrative, raising the possibility that counterfactual reasoning could provide an

indirect means of probing that representation.
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The empirical work consists of two main experiments, preceded by two pilot

studies that informed their design. The pilot studies are reported in full in Ap-

pendices D and F and summarised brie
y in the Pilot studies section below. The

�rst pilot (n = 5) used a single ambiguous narrative and free-text elicitation, and

established that participants could engage meaningfully with the tasks but that

the open-ended format introduced too much variability for systematic analysis. The

second pilot (n = 4) simpli�ed the narratives and improved alignment between coun-

terfactual judgments and the intended causal structures, but the free-text format

continued to prevent formal reconstruction of participant-level causal graphs.

Experiment 1 (n = 206) constitutes the �rst main empirical contribution. By

providing participants with a �xed set of events for each story, it enabled formal re-

construction of participant-level causal graphs and direct comparison with reference

causal structures, yielding a measure of causal accuracy. Counterfactual judgments

could likewise be compared with predictions derived from the reference structures,

providing a measure of counterfactual accuracy. The reconstructed graphs were

then used to generate participant-speci�c predictions about counterfactual judg-

ments, allowing the consistency between participants' elicited causal models and

their counterfactual reasoning to be assessed.

Experiment 2 (n = 133) extended the paradigm to ambiguous narratives sup-

porting two competing causal explanations. Participants completed event selection,

causal elicitation, counterfactual reasoning, and explanation endorsement tasks, al-

lowing the same narrative interpretation to be assessed through multiple measures.

The central question was whether these measures converged on the same narrative

interpretation.

3.2 Pilot studies

Prior to the main experiments, two pilot studies were conducted to develop and

re�ne the methodology. These studies are reported in full in Appendices D and F;

the present section summarises their design, key �ndings, and how they informed
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the development of the main experiments.

3.2.1 Pilot Study 1

The �rst pilot study (n = 5) used a single ambiguous and rather complex nar-

rative describing a �ctional murder, constructed to support two alternative causal

explanations (either the victim's son or an unknown intruder was responsible for

the murder). Participants identi�ed the events they considered most important for

explaining how and why the murder had occurred; for example, actions taken by

characters, observations about the scene, or emotional states of the characters. For

each event they listed, they then indicated its direct cause or causes by selecting

from the same set of events they had generated. Participants then answered a set of

counterfactual questions asking how the outcome (the victim's death) would likely

have changed under hypothetical modi�cations to speci�c events (e.g., \Suppose

Max and David had not argued that day. Given this change, do you think David

would still have been murdered that night?"). Finally, participants wrote a short

free-text paragraph describing what they believed had happened in the story and

who they thought was responsible for the murder.

The aim of this pilot study was primarily exploratory: to assess whether the

survey design was understandable and usable, whether participants completed the

tasks as intended, and whether their responses were su�ciently interpretable to

provide some indication of which explanation each participant appeared to favour.

Participants produced detailed and interpretable responses across all three tasks,

indicating that the survey design was usable and that the tasks were clear enough

to elicit genuine engagement. However, their responses were highly variable. Rather

than clearly adopting one of the two intended explanations, participants frequently

constructed hybrid or novel accounts that combined elements from both. This was

particularly evident in participants' free-text explanations of what they believed

had happened, where most participants constructed accounts that went beyond the

two intended explanations and in some cases introduced elements not mentioned in
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the story at all. Counterfactual responses showed some evidence of di�erentiation:

two participants produced a response pro�le compatible with one of the intended

explanations. However, the remaining three pro�les did not clearly correspond to

either explanation. The counterfactual responses therefore showed partial but in-

consistent alignment with the intended causal structures. The free-text elicitation

format for identifying important events was encouraging in that it allowed partici-

pants to express their interpretations 
exibly and to identify a broad range of events

from the story. Participants also reported causal relations between the events they

identi�ed, suggesting that aspects of their causal representations could be recovered

from their responses. However, because participants described di�erent events in

di�erent ways and selected di�erent subsets of events, the resulting responses were

highly heterogeneous. This made reconstruction and comparison of participant-level

causal structures di�cult and limited the extent to which they could be analysed

formally.

These �ndings suggested that the paradigm was capable of eliciting rich and

interpretable responses, but that the level of freedom a�orded by both the narrative

and the elicitation format posed challenges for systematic analysis. The ambiguity

of the story encouraged participants to construct their own interpretations rather

than consistently converging on one of the intended explanations, while the open-

ended event generation task produced responses that were di�cult to compare across

individuals. Together, these observations indicated that subsequent studies would

require simpler narrative materials and a more constrained elicitation format in

order to support formal analysis of participant-level causal representations.

3.2.2 Pilot Study 2

The second pilot study (n = 4) shared the same broad aim as the �rst: to assess the

feasibility of the paradigm and identify potential methodological challenges. The

key di�erence was in the design. Rather than using a single complex ambiguous

narrative supporting two competing explanations, four shorter and much simpler

stories were used, each constructed around a small number of clearly identi�able
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events and designed to support a single unambiguous causal interpretation. As in

Pilot Study 1, participants identi�ed the events they considered most important

for understanding each story, indicated the causal relations between those events,

and answered counterfactual questions about how changes to one event would a�ect

others. Unlike Pilot Study 1, the counterfactual questions were not restricted to

the �nal outcome of the story but also targeted intermediate events, allowing more

speci�c causal relations within the intended structure to be tested.

Overall, participants' reported causal relations showed meaningful, though im-

perfect, correspondence with the reference structures, and their counterfactual judg-

ments were often compatible with the predictions derived from those structures.

Counterfactual judgments also showed substantial alignment with the predictions of

the intended DAGs, particularly for questions targeting direct causal dependencies.

Performance was less consistent for questions involving causal independence, sug-

gesting that participants found it easier to identify the presence of causal relations

than their absence and were sometimes inclined to infer plausible but unsupported

connections between events. Event recovery and counterfactual performance also

appeared to be positively related, with participants who identi�ed more of the in-

tended events tending to show greater agreement with the predicted counterfactual

responses. As in Pilot Study 1, however, the free-text elicitation format remained a

signi�cant limitation. Because participants described events in their own words and

selected di�erent subsets of events, it remained di�cult to reconstruct and compare

participant-level causal graphs systematically.

These �ndings suggested that the paradigm could produce interpretable re-

sponses under more constrained conditions, but that further changes to the elic-

itation format would be necessary to support systematic reconstruction and formal

analysis of participant-level causal structures. Experiment 1 addressed this limita-

tion by providing participants with a �xed set of events for each story rather than

asking them to generate their own, ensuring that all participants operated over a

common set of nodes. The stories were also kept simple and unambiguous, with

clearly de�ned causal structures, so that participants' responses could be compared
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against a well-speci�ed reference structure.

3.3 Experiment 1

3.3.1 Introduction

Experiment 1 provides the �rst full test of the proposed methodology. Its aim was

to move beyond feasibility testing and examine whether a structured DAG-based

paradigm could be applied systematically to a larger sample. The pilot studies

showed that participants could engage with the tasks and produce interpretable re-

sponses, but also that free-text event elicitation made participant-level causal struc-

tures di�cult to reconstruct and compare. To address this limitation, Experiment

1 introduced a �xed set of events for each story rather than requiring participants

to generate events themselves. By ensuring that all participants operated over a

shared set of events, this made it possible to reconstruct participant-level causal

graphs systematically and compare them across participants.

As in Pilot Study 2, participants read a series of short �ctional stories, each

designed to correspond to a prede�ned reference causal structure. The stories re-

mained simple and unambiguous, with a small set of clearly identi�able events. For

each story, participants completed two tasks. In Task 1, they reported the causal

relations they perceived between the prede�ned events. In Task 2, they answered

counterfactual questions about the same events.

The experiment addresses two main questions. First, do participants' reported

causal relations broadly re
ect the intended causal structure of the narrative? Given

that the stories were deliberately simple and unambiguous, some agreement between

participants' causal graphs and the reference structure is expected. The extent of

this agreement serves as a useful benchmark for evaluating the methodology and for

assessing whether participants extracted the main causal relations from the narra-

tives. Second, are participants' counterfactual judgments consistent with the causal

relations they themselves reported in Task 1? This question is theoretically more im-
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portant because it does not depend on any assumption about what the correct causal

structure is; it asks whether participants' responses across the two tasks are mutually

coherent. More broadly, if counterfactual judgments systematically correspond to

participants' elicited causal structures, this would suggest that counterfactual ques-

tions may provide an indirect means of probing causal representations of narratives.

While the present experiment does not attempt to reconstruct causal models from

counterfactual responses alone, it provides an initial test of whether such responses

contain information about the underlying causal structure participants have inferred

from the narrative.

A secondary aim was to examine whether the format used to elicit causal re-

lations in
uences participants' responses. To this end, two versions of the causal

elicitation task were implemented. In one version, participants reported only direct

causal relations, whereas in the other they additionally distinguished between direct

and indirect relations. This manipulation allowed us to explore whether a more ex-

pressive elicitation format a�ects the causal structures participants report and their

correspondence with counterfactual reasoning.

3.3.2 Method

Participants

A total of 206 participants were recruited via Proli�c (74 in Version 1 and 132 in

Version 2). No a priori power analysis was conducted because this was the �rst

full test of a novel and exploratory paradigm, and no directly comparable research

was available from which to obtain an appropriate e�ect-size estimate. Recruitment

was therefore determined on a practical basis within the research funding available

at each stage. The two versions were conducted sequentially rather than concur-

rently: Version 1 was completed �rst, after which the study was reopened to recruit

a new sample for Version 2, which introduced the distinction between direct and

indirect causal relations. The unequal sample sizes therefore re
ect the separate

recruitment stages and the resources available at each stage, rather than a planned

unequal allocation between conditions. Eligibility criteria were restricted to individ-
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uals currently residing in the United Kingdom, with English as their �rst language

and English listed as a 
uent language. Participants were required to have a Proli�c

approval rate between 95% and 100%. Individuals who had previously taken part in

Pilot Study 1 or 2 were excluded from participation. The study took approximately

25 minutes to complete. Participants were compensated £3.50 for their time.

Materials

The materials were partly based on those used in Pilot Study 2 (the stories used in

the present experiment are presented below). Four short �ctional stories were used,

each describing a sequence of events leading to a main outcome. Each story was

designed to correspond to a prede�ned reference causal graph, although participants

were not informed of these structures. The narratives were written to be simple and

unambiguous, with clearly identi�able events and relations.

Some stories were identical to those used in Pilot Study 2, while others were

modi�ed or newly introduced to incorporate slightly more complex causal struc-

tures. In particular, these modi�cations allowed the inclusion of additional types of

relations (inhibitory/blocking causes and OR gate structures), enabling a broader

test of how participants respond to di�erent causal structures.

Each story was de�ned over a �xed set of �ve key events corresponding to

the events of the reference causal graph. These events were explicitly provided to

participants, ensuring a shared set of events across individuals. Additional narrative

details were included for context in the stories but were not treated as separate events

in order to keep the structure tractable.

For each story, a set of counterfactual questions was constructed to assess par-

ticipants' reasoning about hypothetical changes to the narrative. These judgments

were later compared with predictions derived from both the reference causal graph

and participants' elicited causal structures, allowing counterfactual accuracy and

internal consistency to be evaluated. Counterfactual questions are particularly use-

ful because their answers depend on the causal structure assumed by the reasoner.
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Di�erent representations of the causal relations between events can therefore gen-

erate di�erent counterfactual predictions, making such questions a useful probe of

participants' underlying causal interpretations of the story.

The questions were designed to target speci�c structural features of the reference

causal graphs. These included simple causal chains (A ! B ! C), where one event

triggers another in sequence; forks (A ! B and A ! C), where a single event

produces multiple consequences; inhibitory relations (A a B), where one event

reduces rather than increases the likelihood of another; and multi-cause structures,

where an outcome depends on more than one event. Some multi-cause structures

took the form of AND gates and others of OR gates. Although these have the same

graphical structure (A ! C and B ! C), they di�er in how the causes combine to

produce the outcome. In an AND gate, both causes are required for the outcome

to occur, so removing either one prevents the outcome. In an OR gate, either cause

is su�cient for the outcome to occur, so removing one cause does not prevent the

outcome as long as the other remains present.

Designing diagnostic counterfactual questions Rather than exhaustively prob-

ing all possible causal relations, a small number of targeted questions were included

for each story, selected to cover di�erent types of causal relations present in the ref-

erence causal graph, that is, the causal structure de�ned by the researchers for each

story and formally represented as a DAG. Three types of questions were included:

• Causal dependence questions. These targeted events that were causally

upstream of the queried outcome, either directly or through intermediate steps.

Removing such an event reduces the likelihood of the outcome.

• Independence questions. These involved pairs of events that are not causally

connected in the reference causal graph. Removing one event therefore leaves

the other unchanged.

• Multiple causes questions. These targeted events with more than one

cause. Depending on whether the gate structure is AND or OR, removing one
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cause may or may not a�ect the outcome, generating di�erent counterfactual

predictions.

The four stories and their associated counterfactual questions are presented be-

low. Counterfactual questions are labelled using the convention EX EY SN, where

X denotes the event that is hypothetically removed, Y denotes the event whose like-

lihood is queried, and N identi�es the story.

Story 1: The Chain Reaction Emma spilled co�ee on her work laptop (E1)

while rushing through her morning routine. Frustrated, she had no choice but to take

it to a repair shop (E2) before heading to the o�ce. Because of this, she arrived

late at work. Her boss, unimpressed, assigned her a tedious task (E4) instead

of the exciting project she had been hoping for. Meanwhile, at the repair shop,

the technician found an old �le (E3) Emma had thought was lost forever|a half-

written novel she had abandoned years ago. He saved it onto a USB drive and

handed it back to her with a smile. Stuck doing dull work at the o�ce, Emma

found herself daydreaming about that forgotten novel. Inspired, she reopened the

�le that night and started writing again (E5). Years later, that book became a

bestseller, all because of one spilled cup of co�ee. Sometimes, accidents brew the

best opportunities.

The intended causal structure is shown in Figure 3.1. The narrative follows

two parallel paths from E1 to E5: one running through E2 and E4 (the tedious

task path), and one running through E2 and E3 (the recovered novel path). E5

depends on both paths converging|that is, Emma starts writing again only if she

both recovers the novel (E3) and is assigned a tedious task (E4). As in Story 1 of

Pilot Study 2, this dependency is modelled as an AND gate: the outcome requires

the simultaneous presence of both inputs, such that removing either is su�cient to

prevent E5. This version of the story di�ers from the Pilot Study 2 version in that

it uses �ve rather than six events, with the arrival-at-work event subsumed into the

narrative context rather than treated as a separate node.
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Structure: E1 ! E2 ! E4 ! E5; E1 ! E2 ! E3 ! E5

Figure 3.1: Intended causal structure for Story 1. Arrows indicate generative causal
relations. E5 (starting writing again) depends on both the recovery of the novel
(E3) and the assignment of a tedious task (E4).

Counterfactual questions:

Causal dependence

• E1 E5 S1: Suppose Emma had not spilled her co�ee. Would she have been

more, less, or equally likely to start writing again? [Causal dependence: E1 is

an indirect cause of E5 via both parallel paths. Removing E1 eliminates both

paths simultaneously, making E5 less likely.]

AND gate

• E4 E5 S1: Suppose Emma had not been assigned a tedious task. Would she

have been more, less, or equally likely to start writing again? [AND gate: E4

is one of two necessary causes of E5. Under the AND gate assumption, both

E4 and E3 must be present for E5 to occur. Removing E4 alone is therefore
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su�cient to reduce the likelihood of E5, even if E3 remains active.]

• E3 E5 S1: Suppose the technician had not found the novel. Would she have

been more, less, or equally likely to start writing again? [AND gate: E3 is one

of two necessary causes of E5. Under the AND gate assumption, both E3 and

E4 must be present for E5 to occur. Removing E3 alone is therefore su�cient

to reduce the likelihood of E5, even if E4 remains active.]

Independence

• E3 E4 S1: Suppose the technician had not found the novel. Would she have

been more, less, or equally likely to be assigned a tedious task? [Independence:

E3 and E4 are on separate branches of the DAG and are not connected. The

technician �nding the novel has no causal in
uence on whether Emma was

assigned a tedious task, so removing E3 should leave E4 unchanged.]

• E4 E3 S1: Suppose Emma had not been assigned a tedious task. Would the

technician have been more, less, or equally likely to �nd the novel? [Indepen-

dence: E4 and E3 are on separate branches of the DAG and are not connected.

Whether Emma was assigned a tedious task has no causal in
uence on whether

the technician found the novel, so removing E4 should leave E3 unchanged.]

Story 2: The Cost of Discovery Jane, an ambitious scientist, discovers a new

chemical compound in her lab (E1)|one with the potential to revolutionise clean

energy. As a result, she is promoted to head of her division and receives a raise (E2).

She later presents her discovery at a scienti�c conference (E3), sparking widespread

interest and excitement in the scienti�c community. A rival lab catches wind of her

work and attempts to replicate it (E4). But in their haste to beat her to publication,

they cause a highly polluting accident (E5).

The intended causal structure is shown in Figure 3.2. The narrative splits into

two branches from E1: one leading directly to E2 (Jane's promotion), and one

running through E3 and E4 to E5 (the polluting accident). As in Pilot Study 2, E2
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is a structural dead end|it does not contribute to any downstream events leading

to the outcome. This makes it particularly useful for testing whether participants

correctly represent causal independence: removing E2 should leave E5 unchanged,

since E2 plays no role in the causal chain leading to the accident. The structure is

otherwise a simple fork from E1, with one branch terminating at E2 and the other

continuing through a linear chain to E5.

Structure: E1 ! E2; E1 ! E3 ! E4 ! E5

Figure 3.2: Intended causal structure for Story 2. Arrows indicate generative causal
relations. E2 (Jane's promotion) is caused by E1 but does not contribute to the
outcome (E5), making it a structural dead end.

Counterfactual questions:

Causal dependence

• E1 E5 S2: Suppose Jane had not discovered the compound. Would the pol-

luting accident have been more, less, or equally likely? [Causal dependence:

E1 is an indirect cause of E5 via E3 and E4. Removing E1 collapses the en-

tire causal chain leading to E5, as there is no alternative path, making E5 less

likely.]

• E1 E2 S2: Suppose Jane had not discovered the compound. Would she have

been more, less, or equally likely to be promoted? [Causal dependence: E1 is

a direct cause of E2. Removing E1 eliminates the cause of Jane's promotion,
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making E2 less likely.]

• E1 E3 S2: Suppose Jane had not discovered the compound. Would she have

been more, less, or equally likely to present at the conference? [Causal depen-

dence: E1 is a direct cause of E3. Removing E1 eliminates the cause of Jane's

conference presentation, making E3 less likely.]

Independence

• E2 E5 S2: Suppose Jane had not been promoted. Would the accident have

been more, less, or equally likely? [Independence: E2 is a dead end in the

DAG|Jane's promotion does not contribute to any downstream events leading

to E5. Removing E2 should therefore leave E5 unchanged.]

• E2 E3 S2: Suppose Jane had not been promoted. Would she have been more,

less, or equally likely to present at the conference? [Independence: E2 and E3

are on separate branches of the DAG and are not connected. Jane's promotion

has no causal in
uence on whether she presents at the conference, so removing

E2 should leave E3 unchanged.]

Story 3: The Forwarded Email Maya, a junior employee at a busy marketing

�rm, accidentally sent the budget spreadsheet to the entire department (E1) instead

of forwarding it to the �nance team as intended. The �le included a note from Josh,

her manager, approving some creative \reallocations" of travel funds|including a

string of pricey dinners with \clients" no one had ever heard of. The email caused a

stir. But just the day before, Josh had landed a major contract with a high-pro�le

client (E2), and the directors were delighted. HR hesitated for days, clearly torn.

Still, by the end of the week, after a few tense days, Josh was �red (E3). A few

weeks later, Maya heard he'd launched his own consulting �rm (E4). Less than a

month in, he was already earning more than ever (E5). Sometimes, getting caught

just clears the way.

The intended causal structure is shown in Figure 3.3. This story introduces a
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structural feature not present in the previous stories: an inhibitory causal relation.

Both E1 and E2 in
uence E3 (Josh being �red), but in opposite directions. The

accidental email (E1) makes Josh's �ring more likely by exposing his misconduct,

whereas landing the major contract (E2) makes it less likely by giving the directors

a reason to retain him. E2 therefore functions as a blocking cause|an event that

reduces the probability of an outcome rather than increasing it. This contrasts with

the generative causes seen in previous stories. Once E3 occurs, the remainder of the

structure follows a simple chain: Josh's �ring leads him to launch a consulting �rm

(E4), which in turn leads to his increased earnings (E5).

Structure: E1 ! E3 ! E4 ! E5; E2 a E3 ! E4 ! E5

Figure 3.3: Intended causal structure for Story 3. Standard arrows indicate gener-
ative causal relations, whereas the T-shaped link indicates an inhibitory relation.
E1 (the accidental email) increases the likelihood that Josh is �red (E3), whereas
E2 (landing the major contract) decreases it. E3 then causes E4 and E5 through a
simple causal chain.
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Counterfactual questions:

Inhibitory cause

• E2 E3 S3: Suppose Josh had not landed the major client. Would he have

been more, less, or equally likely to be �red? [Inhibitory cause: E2 is a blocking

cause of E3|landing the contract made Josh's �ring less likely by giving the

directors a reason to retain him. Removing E2 therefore removes this protective

factor, making E3 more likely.]

Causal dependence

• E3 E4 S3: Suppose Josh had not been �red. Would he have been more,

less, or equally likely to start his own business? [Causal dependence: E3 is a

direct cause of E4. Removing E3 eliminates the trigger for Josh launching his

consulting �rm, making E4 less likely.]

• E4 E5 S3: Suppose Josh had not started his business. Would he have been

more, less, or equally likely to earn as much as he did? [Causal dependence:

E4 is a direct cause of E5. Removing E4 breaks the chain leading to Josh's

increased earnings, making E5 less likely.]

• E3 E5 S3: Suppose Josh had not been �red. Would he have been more, less,

or equally likely to earn as much as he did? [Causal dependence: E3 is an

indirect cause of E5 via E4. Removing E3 collapses the entire downstream

chain, making E5 less likely.]

Independence

• E2 E1 S3: Suppose Josh had not landed the client. Would Maya have been

more, less, or equally likely to send the spreadsheet? [Independence: E2 does

not cause E1 in the DAG|Josh landing the contract has no causal in
uence on

whether Maya accidentally sent the spreadsheet. Removing E2 should therefore

leave E1 unchanged.]
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Story 4: When the Lights Went Out One evening, a group of teenagers were

hanging out near their school, daring each other to do silly stunts. When it was

Ethan's turn, his friend challenged him to open a small utility box (E1) by a side

street. Thinking it was just an old cabinet, Ethan pried it open and cut some wires

(E2) before they all ran o�, laughing. They didn't realise it powered the tra�c

lights at the nearby intersection. Later that night, while Ethan and his friends were

already home, a heavy storm rolled in (E3), 
ooding parts of town and completely

knocking out power in several neighbourhoods, including the neighbourhood around

the school. The next morning, on his way to school, Ethan saw the aftermath: two

cars had collided in the middle of the road (E5), their bumpers crumpled, drivers

arguing in the rain. The tra�c lights at the intersection were out (E4). It wasn't a

serious accident, but Ethan couldn't shake the feeling that things had gone too far.

The intended causal structure is shown in Figure 3.4. This story introduces an

OR gate: the tra�c lights going out (E4) can be caused by either Ethan cutting

the wires (E2) or the storm knocking out the power (E3), and either cause alone

is su�cient to produce the outcome. This contrasts with the AND gate structures

seen in Story 1, where both inputs were required. The distinction is critical for

counterfactual reasoning: under an OR gate, removing one cause does not necessarily

prevent the outcome if the other cause remains active. E4 then causes the car

collision (E5) through a simple direct link. E1 is causally upstream of E2|Ethan

would not have cut the wires had he not been challenged to open the box|but plays

no independent role in producing E4 or E5 once E2 is taken into account.

Structure: E1 ! E2 ! E4 ! E5; E3 ! E4 ! E5

Counterfactual questions:

OR gate

• E1 E5 S4: Suppose Ethan had not been dared to open the box. Would the

crash have been more, less, or equally likely? [Causal dependence: E1 is an
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Figure 3.4: Intended causal structure for Story 4. Arrows indicate generative causal
relations. E4 (tra�c lights out) depends on two independent causal paths: one via
Ethan cutting the wires (E1 ! E2) and one via the storm (E3). E4 then causes the
car collision (E5).

indirect cause of E5 via E2 and E4. Removing E1 breaks the wire-cutting

pathway, but the storm pathway remains active under the OR gate structure,

leaving E4 and therefore E5 unchanged. Therefore, the expected response is

equally likely.]

• E3 E5 S4: Suppose the storm had not occurred. Would the crash have been

more, less, or equally likely? [Causal dependence: E3 is an indirect cause

of E5 via E4. Removing E3 breaks the storm pathway, but the wire-cutting

pathway remains active under the OR gate structure, leaving E4 and therefore

E5 unchanged. Therefore, the expected response is equally likely.]

• E2 E4 S4: Suppose Ethan had not cut the wires. Would the tra�c lights

have been more, less, or equally likely to go out? [OR gate: E2 is one of two
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su�cient causes of E4. Removing E2 eliminates one causal pathway, but the

storm (E3) remains su�cient to produce E4. Therefore, the expected response

is equally likely.]

• E3 E4 S4: Suppose the storm had not occurred. Would the tra�c lights

have been more, less, or equally likely to go out? [OR gate: E3 is one of

two su�cient causes of E4. Removing E3 eliminates one causal pathway, but

Ethan cutting the wires (E2) remains su�cient to produce E4. Therefore, the

expected response is equally likely.]

Independence

• E2 E3 S4: Suppose Ethan had not cut the wires. Would the storm have

been more, less, or equally likely? [Independence: E2 and E3 are not causally

connected in the DAG|Ethan cutting the wires has no causal in
uence on

whether a storm occurs. Removing E2 leaves E3 unchanged; therefore, the

expected response is equally likely.]

Design

The experiment used a between-subjects design with two manipulated factors: Task

Order (Task 1 �rst vs. Task 2 �rst) and Response Format (direct causes only vs.

direct and indirect causes).

Participants were randomly assigned to complete either Task 1 (causal relations)

before Task 2 (counterfactual judgments), or Task 2 before Task 1. This manipula-

tion was included to control for potential order e�ects.

In addition, the experiment was conducted in two closely related versions. In

Version 1 (v1), participants indicated which events directly caused other events (as

in Pilot Study 1 and 2). In Version 2 (v2), participants could additionally distinguish

between direct and indirect causal relations. This manipulation was introduced to

examine whether allowing participants to represent mediated relations a�ects how

they report causal relations.
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The main dependent measures were derived from both tasks.

In Task 1, participants selected which events caused each other event in the

story. These responses were used to reconstruct each participant's causal graph

over the prede�ned set of events. In v2, participants could additionally distinguish

between direct and indirect causal relations, but only direct links were retained when

reconstructing participants' causal graphs.

In Task 2, participants responded to counterfactual questions in which one event

was removed from the story and the likelihood of another event was evaluated.

Responses were provided on a 5-point scale ranging from \Much less likely" to

\Much more likely".

These data were used to compute three measures.

First, causal accuracy was de�ned as the similarity between each participant's

reconstructed causal graph and the researcher-de�ned reference causal graph for

each story.

Second, counterfactual accuracy was de�ned as the agreement between partic-

ipants' counterfactual judgments and the predictions derived from the reference

causal graph.

Third, internal consistency was de�ned as the agreement between participants'

counterfactual judgments and the predictions implied by the causal graph recon-

structed from their own responses.

Procedure

The study was conducted online using a Qualtrics survey. After providing informed

consent, participants read general instructions, followed by task-speci�c instructions

presented before each task.

Participants completed Task 1 and Task 2 for each of the four stories. All partic-

ipants read the same four stories, with presentation order randomised individually.
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For each story, participants �rst read the full text and then completed both tasks in

the order determined by their assigned condition (Task 1 �rst or Task 2 �rst). This

process was repeated until all four stories were completed.

Task 1 { Causal relations

Participants were shown the �ve key events of the story, presented in random

order. For each event, they indicated which other events directly caused it using a

drag-and-drop interface.

For each target event, one or two labelled boxes were displayed. Participants

could drag events into a box labelled \These events directly caused X". For events

that could have a blocking cause, a second box was also displayed, labelled \These

events made X less likely to happen". This second box was included for all events in

Story 3, which was the only story containing an inhibitory causal relation. For all

other events across Stories 1, 2, and 4, only the generative cause box was displayed.

Participants were informed that an event could have more than one direct cause and

that it was acceptable to leave a box empty if they did not think any of the other

events directly caused it.

A brief de�nition of a direct cause was provided (\an event that immediately

a�ects whether another event happens"), along with a simple example to distinguish

direct from indirect relations (e.g., rain ! wet 
oor ! slippery 
oor).

Figure 3.5 illustrates the Task 1 interface.

Task 2 { Counterfactual questions

Participants answered a series of counterfactual questions about the story. Each

question described a hypothetical change to one event (e.g., \Suppose Emma hadn't

spilled her co�ee that morning...") and asked how likely another event would have

been under that change, relative to the original story.

Responses were provided on a 5-point scale labelled (from left to right): \Much
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Figure 3.5: Example of the Task 1 interface for Version 1 of Experiment 1, for an
event in Story 3 (\Josh is �red"). Participants assigned direct generative causes
(top box) and direct blocking causes (bottom box) using a drag-and-drop format.

less likely", \Less likely", \Equally likely", \More likely", and \Much more likely".

The order of questions within each story was randomised. Figure F.5 shows an

example of a counterfactual question (see Pilot Study 2).

There were no time limits. The full story remained visible throughout both

tasks. No attention checks were included, and no exclusions were applied beyond

the initial eligibility criteria.

3.3.3 Analysis strategy

The analysis was organised around three complementary questions: (i) how closely

participants' reported causal relations resembled the researcher-de�ned reference

causal structure, (ii) how closely their counterfactual judgments aligned with the

predictions derived from that structure, and (iii) whether their counterfactual judg-

ments were consistent with the causal relations they themselves reported.

To address these questions, three measures were computed.
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First, causal accuracy was assessed by comparing each participant's causal graph

(reconstructed from their Task 1 responses) to the reference causal graph for each

story, that is, the causal structure de�ned by the researchers prior to data collection

and formally represented as a DAG (see Materials). This comparison was quanti-

�ed using a causal distance measure, which counts the total number of mismatches

between the two graphs. Speci�cally, each time a participant reported a causal link

that does not exist in the reference causal graph, the score increases by one (false

positive). Each time a causal link present in the reference causal graph was not

reported by the participant, the score increases by one (false negative). Finally,

each time a participant correctly identi�ed that a causal link exists but reported it

with the wrong sign, for example, reporting a generative cause where the reference

speci�es a blocking cause, or vice versa, the score also increases by one (sign error).

This last type of error can only arise in Story 3, which is the only story containing a

blocking causal relation. Causal distance is therefore the sum of false positives, false

negatives, and sign errors, with higher values indicating greater divergence between

the participant's causal graph and the reference causal graph. Because each story

contained �ve events, there were 20 possible directed causal relations (excluding

self-links), and causal distance could therefore range from 0 (a perfect match to the

reference causal graph) to 20 (a mismatch for every possible relation).

Second, counterfactual accuracy was assessed by comparing participants' coun-

terfactual judgments to the predictions derived from the reference causal graph.

For each counterfactual question, the reference causal graph generates a prediction

about how the outcome should change if a speci�c event is removed|either less

likely (�1), equally likely (0), or more likely (+1), as described in more details be-

low. Each time a participant's response di�ered from the predicted value, the score

increased by one. This was quanti�ed using a counterfactual distance measure, de-

�ned as the total number of such mismatches across all counterfactual questions for a

given story. Higher values indicate greater divergence between participants' counter-

factual judgments and the predictions of the reference causal graph. Because each

story contained �ve counterfactual questions, counterfactual distance could range
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from 0 (all responses matched the reference predictions) to 5 (all responses di�ered

from the reference predictions).

Third, internal consistency was assessed by comparing participants' counterfac-

tual judgments to the predictions implied by their own causal graph, that is, the

causal graph reconstructed from their Task 1 responses rather than the researcher-

de�ned reference causal graph. The logic is the same as for counterfactual accuracy:

each time a participant's counterfactual response di�ered from the prediction derived

from their own causal graph, the score increased by one. This was quanti�ed using

a consistency distance measure, de�ned as the total number of such mismatches

across all counterfactual questions for a given story. The procedure used to derive

counterfactual predictions from participants' own causal graphs is described in de-

tail below. Because each story contained �ve counterfactual questions, consistency

distance could range from 0 (all counterfactual responses matched the predictions

derived from the participant's causal graph) to 5 (all responses di�ered from those

predictions).

Together, these three measures serve complementary purposes. In principle,

there is rarely a single correct causal structure for any narrative. Di�erent readers

may interpret the same events in di�erent ways, and multiple interpretations may

be equally reasonable. In the present experiment, however, the stories were delib-

erately constructed to be simple and relatively unambiguous, making it reasonable

to expect substantial agreement with the intended causal structures. Under these

conditions, causal accuracy and counterfactual accuracy serve two important func-

tions. First, they provide a methodological test of the analytical framework itself:

the experiment o�ers a setting in which participant responses can be compared to a

known reference structure, allowing evaluation of the procedures used to reconstruct

causal graphs, compare them systematically, and derive counterfactual predictions.

Second, they provide a basic validation of the tasks. If participants engage meaning-

fully with the stories and understand the causal relations they describe, they should

generally recover the main causal structure and produce corresponding counterfac-

tual judgments. Conversely, low agreement with the reference structures, despite
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the simplicity and relative lack of ambiguity of the narratives, would suggest either

problems with the tasks or limitations of the analytical framework itself.

Internal consistency is arguably the most important measure, because it does

not depend on any assumption about what the correct causal structure is. The logic

is as follows: in Task 1, each participant reports a set of causal relations between

events, which we use to reconstruct their personal causal graph. We then use that

graph (not the researcher's reference graph, but the participant's own) to derive

predictions about how they should answer the counterfactual questions in Task 2.

If a participant's counterfactual answers match the predictions derived from their

own causal graph, this suggests that the causal relations they reported in Task

1 and the counterfactual judgments they made in Task 2 are mutually consistent

within the DAG framework used in the analysis. It also suggests that the graph

representation captures information relevant to the participant's reasoning: causal

relations reported in one task can be transformed into a formal representation that

successfully predicts behaviour in another task. More broadly, if counterfactual

judgments systematically correspond to participants' reported causal relations, this

raises the possibility that counterfactual responses themselves could be used to infer

aspects of a participant's underlying causal representation.

Formalising participants' responses

Before the three measures described above could be computed, and then analysed,

participants' responses from both tasks needed to be converted into a format suitable

for formal analysis. Speci�cally, the causal relations reported in Task 1 and the

counterfactual judgments from Task 2 were encoded as numerical matrices, allowing

systematic comparison across participants and with the reference causal structures.

To represent causal structures in a consistent way, both the reference causal

graph and participants' responses to Task 1 were encoded using adjacency matrices.

An adjacency matrix is a tabular representation of a directed graph, in which both

the rows and columns correspond to the same set of events. Each cell in the matrix

indicates whether a causal relation exists from one event to another. For each story,
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a reference adjacency matrix was de�ned to represent the reference causal graph. In

this matrix, an entry of +1 at position (i; j) indicates that event i is a generative

cause of event j (i.e., it makes the event more likely to occur), an entry of �1

indicates that event i is a blocking cause (i.e., it makes the event less likely), and an

entry of 0 indicates that no direct causal relation exists between the two events. An

example of a simple DAG and its corresponding adjacency matrix representation is

shown in Figure 3.6.

Figure 3.6: Example of a directed acyclic graph with three events and its correspond-
ing adjacency matrix representation. An entry of +1 at position (i; j) indicates that
event i is a generative cause of event j, an entry of �1 indicates a blocking cause,
and an entry of 0 indicates no direct causal relation.

Participants' responses in Task 1 were converted into the same format. For each

participant and each story, a corresponding adjacency matrix was constructed based

on the causal relations they reported. Rows represent potential causes, columns

represent e�ects, and each entry records whether the participant indicated that

one event causes another, and if so, whether this in
uence was generative (+1) or

blocking (�1). If no relation was indicated, the entry was set to 0.

Participants' responses in Task 2 were also recoded into a numerical format.

Responses were originally collected on a �ve-point scale (\Much less likely", \Less
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likely", \Equally likely", \More likely", and \Much more likely"). This response

format allowed participants to express both the direction and the strength of their

counterfactual judgments, thereby preserving more graded information at the data-

collection stage. However, neither the reference causal graphs nor the causal graphs

reconstructed from participants' responses encoded graded causal strength. They

indicated whether a causal link was present, its direction, and whether it was gen-

erative or blocking, but no magnitude was assigned to the link. In particular,

participants were not asked to rate the strength of the causal links they identi-

�ed. Consequently, these graphs could generate only categorical predictions about

the direction of change: less likely, equally likely, or more likely. For the present

analyses, the �ve response categories were therefore collapsed into three categories:

\Much less likely" and \Less likely" were coded as �1, \Equally likely" as 0, and

\More likely" and \Much more likely" as +1. This placed participants' responses

on the same three-category scale as the predictions derived from both the reference

causal graphs and participants' own causal graphs. These values were stored in a

counterfactual matrix, in which rows correspond to the event that was hypotheti-

cally removed and columns correspond to the event whose likelihood was evaluated.

Entries corresponding to counterfactual questions that were not asked were set to

NaN.

By encoding both causal relations and counterfactual judgments as numerical

matrices, participants' responses are represented in a form that allows systematic

and automated comparison across participants and with the reference causal struc-

tures.

From causal graphs to counterfactual predictions

To assess both counterfactual accuracy and internal consistency, it was necessary to

derive predicted counterfactual responses from the causal graphs, that is, to work

out what answer a given causal graph implies for each counterfactual question. For

counterfactual accuracy, these predictions were derived from the reference causal

graph; for internal consistency, they were derived from each participant's own causal
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graph. In both cases, predictions were obtained by simulating how the removal of

one event propagates through the graph, as described below.

De�ning the baseline state For each participant and each story, we �rst de�ned

a baseline state in which all events occur. This baseline was represented as a vector

of length �ve, with each entry corresponding to one of the �ve events in the story.

Each event takes the value 1, indicating that it is present in the original version of

the story.

Identifying exogenous events Some events were treated as exogenous: their

occurrence was �xed regardless of the state of other events in the graph. These

correspond to root nodes (i.e., parentless nodes) in the reference causal graph whose

value was held constant during propagation unless they were the direct target of

the counterfactual intervention. For example, in Story 4, the storm (E3) and the

challenge to open the box (E1) are exogenous events: they are not caused by any

other event in the story, and their values are therefore �xed at 1 in the baseline and

updated only when they are the intervened event. For participants' causal graphs,

events with no causes in the adjacency matrix were treated as exogenous by the

same logic.

Simulating counterfactual scenarios To simulate a counterfactual scenario,

we applied an intervention in the sense of Pearl's interventionist framework (Pearl,

2000). Speci�cally, one event was set to 0, corresponding to the hypothetical removal

of that event (e.g., \suppose X had not occurred"). This intervention �xes the value

of the target event independently of its usual causes, analogous to the operation

do(X = 0) in Pearl's framework. The consequences of this intervention were then

propagated through the causal graph. All other events were updated according

to the causal relations speci�ed in the graph, processing events in an order that

respected the causal direction. Causes were therefore updated before their e�ects,

so that each event's new value was computed using the already-updated values of

its causes.
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Propagating interventions through the reference causal graph For the

reference causal graph, the value of each non-exogenous event was recomputed based

on the values of its direct causes using update rules that re
ected the intended causal

structure of each story.

For events with a single generative cause, the event simply inherited the value

of its cause|if the cause was active, the e�ect was active; if the cause was removed,

the e�ect was also removed. This rule applied to all simple chain structures across

the four stories.

For events with multiple generative causes, two distinct gate rules were used

depending on the intended structure. Under an AND gate (e.g., Story 1, E5),

an event was active only if all of its generative causes were simultaneously active.

Removing any single cause was therefore su�cient to deactivate the e�ect. Under

an OR gate (e.g., Story 4, E4), an event was active if at least one of its generative

causes was active. Removing one cause therefore left the e�ect active as long as the

other cause remained present; only removing both causes simultaneously deactivated

the e�ect.

For events with both generative and blocking causes (Story 3, E3), a mixed rule

was applied. If no generative cause was active, the event was set to 0. If a generative

cause was active and no blocking cause was present, the event was set to 1. If both a

generative and a blocking cause were simultaneously active, the event was assigned

an intermediate value of 0:5. In the original story, both E1 (generative) and E2

(blocking) are present, so the baseline value of E3 is 0:5. Removing E1 sets E3 to

0|a decrease from baseline, classi�ed as less likely. Removing E2 sets E3 to 1|an

increase from baseline, classi�ed as more likely.

Propagating interventions through participants' causal graphs For par-

ticipants' causal graphs, interventions were propagated using the same general pro-

cedure as for the reference causal graph. Starting from a baseline state in which

all events were assigned the value 1, a counterfactual intervention was simulated by

forcing one target event to take the value 0. The values of all downstream events
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were then recomputed according to the causal relations in the graph, yielding a new

post-intervention state. The predicted counterfactual response was determined by

comparing the value of the queried event in the post-intervention state with its value

in the baseline state.

Note, however, that the procedure becomes less straightforward when an event

is assigned multiple causes. While participants indicate which events cause a given

outcome, their responses do not specify how those causes combine to produce it.

Consider a participant who reports that both event A and event B cause event C.

The adjacency matrix correctly records that A and B are causally upstream of C,

but it does not specify how they combine to produce it. There are two natural

possibilities. Under an AND gate, both A and B are jointly necessary: C only

occurs if both are present, so removing either one is su�cient to prevent C. Under

an OR gate, either cause is independently su�cient: C occurs as long as at least

one of A or B is present, so removing one leaves C una�ected as long as the other

remains active. Task 1 cannot distinguish between these interpretations, yet they

generate very di�erent counterfactual predictions.

This ambiguity has direct consequences for the computation of internal consis-

tency. To assess consistency, we must derive counterfactual predictions from each

participant's causal graph and compare them to the participant's actual responses in

Task 2. However, deriving such predictions requires specifying how multiple causes

combine, and this information is not available from Task 1 responses alone.

Because the available data do not distinguish between AND and OR gate in-

terpretations, some modelling assumption is unavoidable. One possibility would

be to introduce an additional parameter controlling the extent to which a multi-

cause event behaves like an AND gate or an OR gate. However, Task 1 provides

no basis for estimating such a parameter. A participant who reports that both A

and B cause C is equally compatible with an AND-gate interpretation, an OR-gate

interpretation, or any intermediate assumption about how the two causes combine.

We therefore adopted a simpler and more transparent solution and treated all
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multi-cause events in participants' causal graphs as AND gates. In practice, this

means that whenever a participant identi�ed two or more generative causes for the

same event, we assumed that those causes were jointly necessary for the e�ect to

occur. Consequently, if a participant reported that both A and B cause C, the

model predicts that removing either A or B should make C less likely.

This assumption yields clear and deterministic counterfactual predictions, but

it also introduces a potential source of error. A participant may instead represent

A and B as independently su�cient causes of C. In that case, removing one cause

while leaving the other intact should leave C equally likely to occur. The AND-gate

model would nevertheless predict that C becomes less likely. Such a participant

would therefore be classi�ed as internally inconsistent, even if their counterfactual

judgments were perfectly consistent with their own underlying causal representation.

To assess the impact of this modelling choice, the consistency analysis was also re-

computed under an OR-gate assumption in which multi-cause events were treated

as independently su�cient. The results are reported in the Results section. Conclu-

sions regarding internal consistency should therefore be interpreted as conditional

on the gate assumption used to derive counterfactual predictions.

Finally, the same mixed rule as in the reference causal graph was applied to

blocking causes in participants' causal graphs. If a participant reported both a

generative and a blocking cause for the same event, the value of the event was

computed using the same update rule described above for Story 3. Speci�cally, the

event was assigned a value of 0 when the generative cause was absent, a value of

1 when the generative cause was present and the blocking cause was absent, and a

value of 0.5 when both causes were present simultaneously.

For example, suppose a participant reported that event A causes event C, while

event B prevents event C. Because both relations are active in the baseline state,

the predicted value of C is 0:5. Removing the generative cause A reduces the value

of C from 0:5 to 0, and is therefore classi�ed as making C less likely. Conversely,

removing the blocking cause B increases the value of C from 0:5 to 1, and is therefore
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classi�ed as making C more likely.

Unlike the AND/OR ambiguity discussed above, no additional modelling as-

sumption is required here. Participants explicitly indicate whether a reported causal

relation is generative or blocking, so the corresponding counterfactual predictions

follow directly from the update rule.

Classifying counterfactual predictions For each counterfactual question, the

propagation procedure yields a predicted value for the queried event under the coun-

terfactual intervention. This value was then compared to the value of the same event

in the baseline state, that is, before the intervention was applied. If the value was

lower under the intervention than in the baseline state (e.g., 0 instead of 1), the

predicted response to the counterfactual question was classi�ed as less likely (�1).

If the value was higher under the intervention than in the baseline state (e.g., 1 in-

stead of 0:5), the predicted response was classi�ed as more likely (+1). If the value

was unchanged, the predicted response was classi�ed as equally likely (0). This pro-

cedure was applied identically when deriving predictions from the reference causal

graph and from participants' causal graphs.

Detecting cycles in participants' causal graphs Because the propagation

procedure assumes an acyclic structure, participants' causal graphs were tested for

cycles prior to computing implied counterfactuals. When a cycle was present|that

is, when two or more events were mutually dependent, forming a loop in the di-

rected graph|the propagation procedure does not yield a well-de�ned result. In

these cases, counterfactual predictions based on the participant's causal graph were

not computed, and the corresponding consistency distance was set to NaN. All other

measures, including causal distance and counterfactual distance relative to the ref-

erence causal graph, were retained for these participants.

Implementation All graph reconstruction, counterfactual propagation, cycle de-

tection, and computation of the causal, counterfactual, and consistency distance

measures were implemented in MATLAB. Statistical analyses were conducted in R.
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3.3.4 Results

The following analyses address the three questions outlined in the Analysis Strategy.

As a reminder, these concern: how closely participants' causal graphs resembled

the reference causal structures, how well their counterfactual judgments aligned

with the predictions derived from those structures, and whether their counterfactual

judgments were consistent with their own reported causal relations.

Before presenting the statistical analyses, Figure 3.7 and Table 3.1 provide a

descriptive overview of participants' responses across the two tasks. Figure 3.7

summarises the causal relations reported in Task 1, while Table 3.1 summarises the

corresponding counterfactual judgments from Task 2. Together, these summaries

provide an intuitive aggregate overview of the extent to which participants' responses

aligned with the intended causal structures and their corresponding counterfactual

predictions.

Inspection of the average graphs reveals distinct patterns across the four stories.

In Story 1, participants showed very strong net endorsement of the initial link be-

tween spilling the co�ee and bringing the laptop to the repair shop, as well as the

link between the repair shop and the recovery of the novel. In contrast, the branch

involving the tedious task received substantially weaker net endorsement, particu-

larly the �nal link between the tedious task and Emma starting to write again. This

indicates substantially stronger net endorsement of the \recovered novel" pathway

than of the role assigned to the tedious task.

In Story 2, participants showed strong net endorsement of most of the intended

causal relations. Both branches emanating from Jane's discovery received high mean

coded values, as did the downstream chain leading to the polluting incident. The

weakest intended link was the relation between presenting the discovery and the

rival laboratory's attempt to replicate it, although participants still showed clear

endorsement of this causal relation.

In Story 3, the largest mean coded values were observed for the downstream
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(a) Story 1 (b) Story 2

(c) Story 3 (d) Story 4

Figure 3.7: Mean reported values for the intended causal relations in each story,
derived from Task 1 responses. Each panel displays the reference causal structure
for one story, annotated with the mean causal-relation code across participants for
each intended edge. Generative relations were coded +1, blocking relations were
coded �1, and absent direct relations were coded 0. Larger positive values indicate
stronger net endorsement of a generative relation, whereas negative values indicate
stronger net endorsement of a blocking relation. The numerical edge labels should
therefore be used to interpret the strength and type of each relation. In Story 3, the
T-shaped connection denotes an inhibitory causal relation.
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chain linking Josh's �ring to starting his own business and subsequently earning more

than ever. The inhibitory relation between landing the major contract and being

�red received weaker net endorsement than the generative relations in the story,

although the negative mean value indicated that participants' responses were, on

average, in the expected direction for a blocking relation. This pattern is consistent

with the possibility that the blocking relation was more di�cult to identify than the

straightforward generative relations in this story.

In Story 4, participants strongly endorsed the pathway involving Ethan cutting

the wires and the resulting tra�c-light failure, whereas the storm pathway received

substantially weaker net endorsement. This suggests that participants preferentially

endorsed the human-action pathway over the storm pathway, potentially because the

former was more salient in the narrative, despite the story being constructed such

that both causes contributed to the outcome.

Table 3.1 summarises the corresponding counterfactual judgments from Task

2. For each counterfactual question, the table shows the prediction derived from

the reference causal structure and the mean coded response across participants.

Predictions and observed responses were coded as less likely (�1), equally likely

(0), or more likely (+1). The sign of the mean indicates the average direction of

participants' judgments, while its magnitude indicates the strength of this aggregate

tendency. Aggregate alignment with the reference causal structure can be assessed

by comparing the mean coded response with the corresponding predicted value.

Inspection of the average counterfactual judgments reveals substantial variation

across stories and question types. In Story 1, participants responded largely in accor-

dance with the reference causal structure. The two independence questions (E3 E4

and E4 E3) produced mean responses close to zero, consistent at the aggregate level

with the prediction that the two branches were unrelated. The dependence questions

involving E5 produced negative mean responses, although the e�ect was noticeably

weaker for E4 E5 than for E1 E5 and E3 E5, indicating weaker aggregate endorse-

ment of the predicted dependence between the tedious task and the �nal outcome.
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Table 3.1: Average counterfactual responses by story. The prediction column shows
the response implied by the reference causal structure. Mean coded responses were
calculated across participants, using the coding less likely = �1, equally likely = 0,
and more likely = +1.

Story 1

Counterfactual Prediction Mean

E1 E5 Less likely (�1) �0.94
E3 E4 Equally likely (0) �0.08
E3 E5 Less likely (�1) �0.97
E4 E3 Equally likely (0) �0.05
E4 E5 Less likely (�1) �0.62

Story 2

Counterfactual Prediction Mean

E1 E2 Less likely (�1) �0.94
E1 E3 Less likely (�1) �0.98
E1 E5 Less likely (�1) �0.96
E2 E3 Equally likely (0) �0.59
E2 E5 Equally likely (0) �0.35

Story 3

Counterfactual Prediction Mean

E2 E1 Equally likely (0) �0.08
E2 E3 More likely (+1) 0.40
E3 E4 Less likely (�1) �0.95
E3 E5 Less likely (�1) �0.93
E4 E5 Less likely (�1) �0.91

Story 4

Counterfactual Prediction Mean

E1 E5 Equally likely (0) �0.75
E2 E3 Equally likely (0) �0.02
E2 E4 Equally likely (0) �0.74
E3 E4 Equally likely (0) �0.30
E3 E5 Equally likely (0) �0.55

This weaker e�ect for E4 E5 is consistent with the weaker aggregate endorsement

of the corresponding causal relation in Task 1, suggesting that this link may have

been less strongly represented by participants than the other causal relations in the

story.

In Story 2, the strongest aggregate alignment with the reference predictions was

observed for the direct and indirect causal-dependence questions involving Jane's

discovery, all of which produced mean responses close to �1. In contrast, the two

independence questions yielded more negative responses than expected, particularly

E2 E3. This suggests that some participants may have interpreted Jane's promotion

as causally related to her later presentation of the discovery, even though these events

were independent in the reference structure.

Story 3 showed strong aggregate alignment with the reference predictions for

the causal chain linking Josh's �ring, starting a business, and earning more money,

with all three dependence questions producing mean responses close to �1. The

inhibitory-cause question (E2 E3) was answered in the predicted direction on aver-
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age, but the mean response was substantially weaker than for the straightforward

generative relations. This indicates weaker aggregate endorsement of the predicted

e�ect of removing the blocking cause than of the predictions associated with the

generative causal dependencies.

A di�erent pattern emerged in Story 4. The question assessing the independence

relation between Ethan cutting the wires and the occurrence of the storm (E2 E3)

showed a mean response close to zero, consistent with the predicted absence of a

causal relationship between these events. In contrast, the four questions targeting

the OR-gate structure (E2 E4, E3 E4, E1 E5, and E3 E5) all showed negative mean

responses, indicating a tendency to judge the outcome as less likely when one event

in a causal pathway was removed. This deviates from the predictions of the ref-

erence OR-gate structure, under which removing one su�cient cause should leave

the outcome unchanged because the alternative cause remains active. This pattern

suggests that OR-gate structures were less intuitive for participants than the causal

patterns used in the other stories.

Figure 3.8 provides a compact joint summary of participants' responses across

the two tasks. The top panel shows the mean adjacency matrices derived from

participants' Task 1 responses. Each cell contains the mean causal-relation code

for the corresponding cause{e�ect pair. Positive values indicate a net tendency to

report a direct generative causal relation, negative values indicate a net tendency to

report a direct blocking relation, and values near zero indicate little net tendency in

either direction. The bottom panel shows the mean coded counterfactual responses

from Task 2. Negative values indicate an aggregate tendency to judge the queried

event as less likely following removal of the event represented by the row, positive

values indicate a tendency to judge it as more likely, and values near zero indicate

a tendency to judge it as equally likely. The colourmap is reversed in the bottom

panel because negative counterfactual values represent the expected consequence of

removing a generative cause (i.e., that the outcome becomes less likely). Displaying

these values with warm colours, as used for positive generative relations in the

top panel, makes similar causal patterns easier to compare visually across the two
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tasks. However, note that cells in the top and bottom panels should not be compared

directly on a one-to-one basis. The adjacency matrices encode direct causal relations,

whereas counterfactual responses may re
ect indirect e�ects propagated through

several events and depend on how multiple causes combine.

Causal accuracy (Task 1)

Participants' responses in Task 1 were analysed by comparing each participant's

reconstructed causal graph (derived from their Task 1 responses) with the reference

causal graph for each story. Causal distance was computed as the total number of

mismatches between the two graphs, and was decomposed into three components:

false positives (causal relations reported by the participant but absent from the

reference causal graph), false negatives (causal relations present in the reference

causal graph but not reported by the participant), and sign errors (causal rela-

tions identi�ed by both the participant and the reference causal graph but with the

wrong sign|for example, reporting a generative cause where the reference speci�es

a blocking cause). As noted above, sign errors can only arise in Story 3, which is

the only story containing a blocking causal relation. This allowed sign errors to be

distinguished from false positives and false negatives speci�cally for this story.

Descriptively, participants were generally successful in recovering the reference

causal structures across both versions of the experiment (v1, direct causal relations

only; v2, direct and indirect causal relations). Participants made approximately

three causal errors per story on average (Mv1 = 3:02, SDv1 = 3:21, Mdv1 = 2;

Mv2 = 2:68, SDv2 = 2:47, Mdv2 = 2), out of 20 possible directed causal relations per

story (each story contains �ve events, yielding 5� 4 = 20 possible directed relations

excluding self-links), of which four to �ve correspond to true causal links in the

reference causal graph depending on the story. The lower median than mean in both

versions is consistent with a positively skewed distribution. This suggests that most

participant{story observations contained relatively fewer errors, whereas a smaller

number of observations with more errors increased the mean above the median.

False positives contributed more errors in raw counts than false negatives (MFP,v1 =
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Figure 3.8: Top: mean adjacency matrix across participants for each story. Each
cell contains the mean causal-relation code for an ordered pair of events, where gen-
erative relations were coded +1, blocking relations were coded �1, and absent direct
relations were coded 0. Warm colours indicate net endorsement of a direct genera-
tive relation, cool colours indicate net endorsement of a direct blocking relation, and
values near zero indicate little net tendency in either direction. Bottom: mean coded
counterfactual responses across participants, where less likely was coded �1, equally
likely was coded 0, and more likely was coded +1. The counterfactual colourmap
is reversed so that negative responses, which correspond to judging an outcome as
less likely following the removal of a causal event, are shown in warm colours. Black
cells indicate self-relations in the top panel and counterfactual questions that were
not asked in the bottom panel.
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2:33, MFP,v2 = 1:60; MFN,v1 = 0:66, MFN,v2 = 1:07), and this di�erence was more

pronounced in v1 than in v2. However, each story contained substantially more

absent relations than true relations, and therefore more opportunities to produce

false positives than false negatives. These raw counts should consequently not be

interpreted as showing that participants were more likely, per opportunity, to report

a spurious relation than to miss a true one. The lower mean number of false positives

in v2 is discussed further in the Discussion.

To examine the e�ects of response format and story identity on causal accuracy, a

linear mixed-e�ects model was �tted with causal distance as the dependent variable,

version (v1: direct causes only; v2: direct and indirect causes) and story (S1{S4)

as �xed e�ects, and participant as a random intercept. The analysis revealed no

signi�cant main e�ect of version, F (1; 204) = 1:53, p = :218, indicating that the

distinction between direct and indirect causes did not reliably improve overall causal

accuracy. There was, however, a signi�cant main e�ect of story, F (3; 612) = 64:33,

p < :001, re
ecting substantial di�erences in di�culty across narratives. Story 3 (the

inhibitory structure) was associated with the highest causal distance (M = 4:41),

while Story 2 was associated with the lowest (M = 1:95). The interaction between

version and story was not signi�cant, F (3; 612) = 2:12, p = :097. Mean causal

distance by version and story is shown in Figure 3.9.

Separate linear mixed-e�ects models were �tted to false positives and false neg-

atives, with Version, Story, and their interaction included as �xed e�ects and a

random intercept for participant. For false positives, the model revealed a signi�-

cant main e�ect of version, F (1; 204) = 7:35, p = :007, with fewer spurious causal

relations reported in v2 than in v1, consistent with the expectation that the indi-

rect cause category in v2 would absorb relations that would otherwise appear as

false positives. There was also a signi�cant main e�ect of story, F (3; 612) = 84:32,

p < :001, and a signi�cant interaction, F (3; 612) = 4:30, p = :005, indicating that

the reduction in false positives associated with the v2 format varied across stories.

For false negatives, there was likewise a signi�cant main e�ect of Version, F (1; 204) =
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Figure 3.9: Mean causal distance by version and story. Error bars represent standard
errors. Causal distance corresponds to the mean number of mismatches between
participants' reported causal structures and the reference causal structure; lower
values therefore indicate closer alignment with the reference structure. Story 3,
which contained the inhibitory causal relation, was associated with the highest causal
distance across both versions.

24:50, p < :001, with more missed causal relations in v2 than in v1. There was also

a signi�cant main e�ect of Story, F (3; 612) = 58:48, p < :001, and a signi�cant

interaction, F (3; 612) = 4:03, p = :007. This pattern suggests that the possibility of

distinguishing direct from indirect relations in v2 may have led some participants to

classify relations that were direct in the reference causal graph as indirect, resulting

in fewer direct causal relations being reported.

Taken together, these results suggest that, on average across stories, the di-

rect/indirect response format was associated with fewer false-positive errors but

more false-negative errors. However, the signi�cant version-by-story interactions

indicate that the magnitude of these e�ects varied across narratives. The net ef-

fect on overall causal distance was negligible, but the composition of errors di�ered

between versions in a story-dependent manner. One possible interpretation is that

the v2 format encouraged a more conservative use of the direct-cause category, with

180



participants less willing to report a relation as direct unless they were con�dent

of its directness. However, the present data do not directly establish the cognitive

mechanism underlying this change in error patterns.

Task order (Task 1 �rst vs. Task 2 �rst) was included as an additional �xed e�ect

in a supplementary linear mixed-e�ects model predicting causal distance, with Ver-

sion, Story, and their interaction as the primary predictors and a random intercept

for participant. Task order was not signi�cant, F (1; 203) = 0:87, p = :353, indicat-

ing that the order in which participants completed the two tasks did not in
uence

causal accuracy.

Counterfactual accuracy (Task 2)

Participants' responses in Task 2 were analysed by comparing their counterfactual

judgments with the predictions derived from the reference causal graph for each

story. Counterfactual distance was computed as described above.

Descriptively, participants made a relatively small number of counterfactual er-

rors. Across both versions, participants averaged approximately 1.2 errors per story

(Mv1 = 1:31, SDv1 = 1:26, Mdv1 = 1; Mv2 = 1:20, SDv2 = 1:25, Mdv2 = 1), out

of �ve counterfactual questions per story. The lower median than mean in both

versions suggests that the distribution was slightly positively skewed, with most

participant{story observations containing one or fewer counterfactual errors and a

smaller number containing higher error counts.

A linear mixed-e�ects model was �tted with counterfactual distance as the de-

pendent variable, version and story as �xed e�ects, and participant as a random in-

tercept. There was no signi�cant main e�ect of version, F (1; 204) = 1:67, p = :198,

indicating that the response format did not reliably a�ect counterfactual accuracy.

There was, however, a large main e�ect of story, F (3; 612) = 178:25, p < :001. Story

4, which contained an OR-gate structure, was associated with the highest counterfac-

tual distance (M = 2:53), while Story 1 was associated with the lowest (M = 0:61).

Inspection of the average counterfactual responses suggests that Story 4's elevated
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counterfactual distance was primarily driven by the OR-gate questions (see Ta-

ble 3.1). Across the four questions targeting the OR-gate structure, participants

showed an aggregate tendency to judge the outcome as less likely when one of two

su�cient causes was removed, despite the reference structure predicting no change

because the remaining cause was su�cient to produce the outcome. In contrast,

the independence question was largely consistent with the predicted \equally likely"

response. Thus, the elevated error rate in Story 4 appears to re
ect di�culty with

reasoning about the OR-gate structure rather than a general di�culty with coun-

terfactual reasoning. The interaction between version and story was not signi�cant,

F (3; 612) = 0:97, p = :407. Mean counterfactual distance by version and story is

shown in Figure 3.10.
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Figure 3.10: Mean counterfactual distance by version and story. Error bars rep-
resent standard errors. Counterfactual distance corresponds to the mean number
of mismatches between participants' counterfactual judgments and the predictions
derived from the reference causal structure; lower values therefore indicate closer
alignment with the reference predictions. Story 4 was associated with the highest
counterfactual distance across both versions.

These results indicate that participants' counterfactual judgments were broadly

aligned with the predictions of the reference causal graphs, although performance

varied across stories, with the largest deviations observed for Story 4.
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Task order (Task 1 �rst vs. Task 2 �rst) was included as an additional �xed e�ect

in a supplementary linear mixed-e�ects model predicting counterfactual distance,

with version, story, and their interaction as the primary predictors and a random

intercept for participant. Task order was not signi�cant, F (1; 203) = 0:25, p = :617,

indicating that the order in which participants completed the two tasks did not

reliably in
uence counterfactual accuracy.

Internal consistency

To assess whether participants' counterfactual judgments were consistent with the

causal relations they themselves reported, we compared observed counterfactual re-

sponses with the predictions implied by each participant's causal graph. Consistency

distance was computed as described above.

Across both versions, approximately 19% of participant{story pairs were ex-

cluded from this analysis due to cycles in the reported causal relations (nv1 = 56;

nv2 = 103), leaving 665 observations for the consistency analysis.

Among the remaining observations, participants averaged approximately 1.3

inconsistencies per story (Mv1 = 1:10, SDv1 = 1:20, Mdv1 = 1; Mv2 = 1:42,

SDv2 = 1:24, Mdv2 = 1), out of �ve counterfactual questions.

A linear mixed-e�ects model was �tted with consistency distance as the depen-

dent variable, version and story as �xed e�ects, and participant as a random inter-

cept. There was a signi�cant main e�ect of version, F (1; 183:89) = 7:71, p = :006,

with higher consistency distance in v2 (M = 1:42) than in v1 (M = 1:10). Possible

explanations for this di�erence are considered in the Discussion. There was also a

signi�cant main e�ect of story, F (3; 503:10) = 31:39, p < :001. Story 3 was associ-

ated with the highest consistency distance (M = 2:08), while Story 1 was associated

with the lowest (M = 0:92). The interaction between version and story was not

signi�cant, F (3; 503:10) = 0:62, p = :602. Mean consistency distance by version and

story is shown in Figure 3.11.

Because the computation of consistency distance requires an assumption about
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Figure 3.11: Mean consistency distance by version and story. Error bars represent
standard errors. Higher values indicate greater inconsistency between participants'
counterfactual judgments and the predictions implied by their own reconstructed
causal graphs. Story 3 was associated with the highest consistency distance, that
is, the lowest internal consistency, across both versions.

how multiple causes combine, we also repeated the analysis under an OR-gate

assumption in which multi-cause events were treated as independently su�cient

rather than jointly necessary. Under this alternative assumption, mean consis-

tency distance increased in both versions (Mv1 = 1:56, SDv1 = 1:22; Mv2 = 1:63,

SDv2 = 1:20), indicating that participants' counterfactual judgments were gener-

ally less consistent with the predictions derived under the OR-gate assumption than

under the AND-gate assumption used in the main analyses.

Table 3.2 shows mean consistency distance for each story under the two gate

assumptions. The e�ect of the gate assumption was not uniform across stories.

Consistency distance changed relatively little for Stories 2 and 3, which did not con-

tain multi-generative-cause structures requiring an AND/OR interpretation. Larger

di�erences were observed for Stories 1 and 4, both of which contained events with

multiple generative causes. In Story 1, the �nal event depended on two generative

causes, whereas in Story 4 the relevant event could be produced by either of two
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generative causes, according to the reference causal structures. These are therefore

the two stories for which the choice between AND- and OR-gate assumptions is

most directly relevant.

Table 3.2: Mean consistency distance by story under the AND- and OR-gate as-
sumptions

Story AND gate OR gate

S1 0.92 1.43
S2 0.99 1.08
S3 2.08 2.19
S4 1.40 1.81

The main e�ect of story remained signi�cant, F (3; 506:43) = 27:93, p < :001,

and the interaction between version and story remained non-signi�cant, F (3; 506:43) =

0:81, p = :488. However, the main e�ect of version was no longer signi�cant,

F (1; 187:20) = 0:19, p = :666. The observed version di�erence in internal con-

sistency should therefore be interpreted as sensitive to the assumed gate structure,

whereas the story-level di�erences were robust across both assumptions.

Task order was included as a covariate in a supplementary analysis and was

not signi�cant, F (1; 178:54) = 0:89, p = :346, indicating that the order in which

participants completed the two tasks did not in
uence internal consistency.

Relationship between causal accuracy and counterfactual performance

To examine the relationship between causal accuracy and counterfactual reason-

ing, we computed correlations between causal distance and the two counterfactual

measures.

There was a small but signi�cant positive correlation between causal distance

and counterfactual distance, r = :07, p = :045, t(822) = 2:01, indicating that partic-

ipants whose causal graphs were less accurate also tended to produce counterfactual

judgments that were less aligned with the reference causal graph predictions.

There was a somewhat stronger positive correlation between causal distance
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and consistency distance, r = :19, p < :001, t(663) = 4:87, indicating that partici-

pants whose causal graphs were less accurate also showed lower internal consistency

between their causal relations and counterfactual responses.

These patterns suggest that the three measures were modestly related, with par-

ticipants who made more errors when reconstructing the causal graphs also tending

to make more errors in their counterfactual judgments and to show lower consistency

between their causal relations and counterfactual responses.

3.3.5 Discussion

Experiment 1 was designed to address the key limitation identi�ed in the pilot stud-

ies: the inability to systematically reconstruct and compare participants' causal

graphs due to the free-text elicitation format. By providing a �xed set of events for

each story, the experiment allowed formal reconstruction of participant-level causal

graphs and a �rst test of whether the analytical framework generates coherent and

interpretable results. Given the simplicity of the stories, participants were expected

to recover many of the causal relations represented in the reference structures. The

observed correspondence between the causal structures reconstructed from partic-

ipants' responses and the reference structures provides preliminary evidence that

participants engaged meaningfully with the tasks and that the analytical framework

produced interpretable results. The more theoretically central question is whether

participants' counterfactual judgments are consistent with the causal structures re-

constructed from their reported relations. This question is addressed by the internal

consistency analysis.

Overall, the results indicate that participants were generally able to recover

the reference causal structures and that their counterfactual judgments often corre-

sponded to the predictions derived from those structures. False positives contributed

more errors in absolute terms than false negatives. However, because each story con-

tained substantially more absent relations than true relations, participants also had

more opportunities to produce false positives. The raw counts should therefore not
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be interpreted as establishing a general tendency to over-attribute causal relations.

A comparison of false-positive and false-negative rates, calculated relative to the

number of possible errors of each type, would be needed to support such a claim.

Beyond agreement with the reference structures, counterfactual judgments were

also examined in relation to the causal structures reconstructed from participants'

own responses. Many counterfactual judgments were compatible with the predic-

tions derived from these participant-speci�c causal graphs, suggesting a degree of

coherence between the two tasks. However, mismatches were not uncommon, and

the estimated level of internal consistency depended partly on the assumptions used

to model how multiple causes combined.

Task order was not signi�cantly associated with any of the primary measures.

Within the sensitivity of the present analyses, there was therefore no evidence that

completing one task before the other systematically a�ected performance.

Performance varied across stories, with the pattern depending on the measure

considered. Story 3, which contained an inhibitory relation, was associated with the

poorest causal accuracy and internal consistency, whereas Story 4, which contained

an OR-gate structure, showed the highest counterfactual distance. However, because

each structure was instantiated in a single narrative, these di�erences cannot be

attributed uniquely to causal structure rather than to other features of the stories.

Story 3 was associated with the highest causal distance. Inspection of the error

decomposition indicates that its elevated distance was driven primarily by false

positives (M = 3:61) rather than false negatives (M = 0:73). Participants therefore

reported many additional causal relations that were not present in the reference

graph. Because Story 3 was the only story containing an inhibitory relation, it is

also informative to examine whether participants correctly identi�ed this relation

speci�cally. The mean coded value of the inhibitory edge provides this additional

information (see Figure 3.8).

Story 3 also showed the lowest internal consistency, indicating that participants'
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counterfactual judgments were less well aligned with the predictions derived from

their reconstructed causal graphs. However, the reason for this discrepancy is not

clear from the present data.

Story 4, which included an OR gate structure, was associated with the highest

counterfactual distance. Inspection of the average counterfactual responses suggests

that this was driven primarily by the OR-gate questions. Whereas the reference

structure predicts that removing one of two independently su�cient causes should

leave the outcome unchanged, participants often judged the outcome as less likely

when one cause was removed. This pattern suggests that participants did not con-

sistently treat the two causes as independently su�cient.

The manipulation of response format produced a mixed pattern. The v2 for-

mat, which allowed participants to distinguish between direct and indirect causes,

reduced false positives but increased false negatives, resulting in no overall improve-

ment in causal distance. One possible explanation is that the v2 format encouraged

participants to think more carefully about the distinction between direct and indi-

rect causes. By explicitly requiring participants to di�erentiate between these two

types of causal relations, the format may have encouraged a more cautious use of

the direct-cause category, reducing the tendency to classify indirect causal relations

as direct causes. However, this more cautious criterion may also have led partici-

pants to omit some relations that were directly represented in the reference graph,

resulting in an increase in false negatives. This interpretation remains tentative be-

cause the present analyses did not examine how participants used the indirect-cause

category.

The e�ect of response format on internal consistency was less straightforward.

Under the main analysis (which assumed AND-gate combination of multiple causes),

participants in v2 showed greater discrepancy between their counterfactual judg-

ments and the predictions implied by their own causal graphs. Two non-exclusive

explanations are possible.

One possibility is that the distinction between direct and indirect causal rela-
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tions in v2 revealed aspects of participants' causal representations that were not

fully captured by the direct causal graphs used for the consistency analysis. In

principle, a fully coherent causal representation should allow indirect relations to

be derived from the direct causal structure, meaning that indirect-cause responses

should not provide additional information beyond the reconstructed graph. How-

ever, participants' direct and indirect causal judgments may not have been perfectly

aligned. Because consistency was assessed only from participants' reported direct

causal relations, any discrepancy between these two types of causal judgments could

contribute to a mismatch between the predicted counterfactual responses and their

actual judgments.

Alternatively, distinguishing between direct and indirect causes may have in-

troduced additional cognitive complexity, leading to noisier responses. A useful

direction for future work would be to examine whether incorporating participants'

indirect-cause judgments into the causal representation improves the correspondence

between reconstructed causal structures and counterfactual judgments.

One limitation concerns the modelling assumptions used to evaluate internal

consistency. As described in the Analysis Strategy section, all multi-cause events

were treated as AND gates when deriving implied counterfactual predictions from

participants' causal graphs. This assumption was necessary because participants

indicated which events caused an outcome, but not how multiple causes combined.

This represents a limitation of the task design, as the elicitation procedure captured

the presence and type of causal relations but did not directly assess how partici-

pants understood the interaction between multiple causes. Consequently, estimates

of internal consistency depend in part on the assumed gate structure and may di�er

when participants combine causes in a manner that is not captured by the causal

model used to derive counterfactual predictions. Note that the impact of this as-

sumption is unlikely to be uniform across observations: it depends on the extent to

which participants reported multi-cause structures and on whether the counterfac-

tual questions probed those structures. Consequently, the assumption should have

a greater in
uence on stories containing multiple generative causes that require a
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decision about how causes combine (such as Stories 1 and 4), and a more limited

in
uence on stories without such structures.

To assess the importance of the AND-gate assumption, the consistency analysis

was repeated under an OR-gate interpretation of all multi-cause events. Consistency

distances increased under the OR-gate assumption for all stories, but the magnitude

of this change varied across stories. The largest increases were observed for Stories 1

and 4, whereas changes were comparatively small for Stories 2 and 3. Story 3 con-

tinued to show the highest consistency distance under both assumptions. The larger

changes observed for Stories 1 and 4 are also consistent with the counterfactual ac-

curacy results. In Story 1, participants' responses were generally consistent with the

AND-gate structure speci�ed in the reference graph, such that applying an OR-gate

assumption produced larger discrepancies between the predicted and observed coun-

terfactual judgments. In contrast, Story 4 was characterised by poorer alignment

with the reference OR-gate structure: many participants judged that removing one

cause would reduce the likelihood of the outcome despite the continued presence of

the other su�cient cause. Thus, applying the OR-gate assumption did not reduce

the discrepancy between predicted and observed counterfactual judgments, because

participants' responses often did not re
ect the disjunctive structure represented in

the reference graph.

A further limitation concerns the way causal distance was computed. The mea-

sure treated each mismatch between a participant's reconstructed causal structure

and the reference structure as contributing equally to the total distance. It there-

fore did not distinguish between false positives, false negatives, and sign errors in

terms of their severity, nor did it account for the role that particular relations played

within the causal structure or in determining counterfactual predictions. For exam-

ple, omitting a relation central to the propagation of the outcome may have greater

consequences than reporting an additional relation that does not alter the relevant

counterfactual predictions. The measure was useful as a simple and transparent

index of overall disagreement, but future work could consider error measures that

assign di�erent weights to di�erent types of causal mistakes and better re
ect their
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consequences.

A methodological issue worth noting is the prevalence of cyclic causal relations

in participants' responses. Approximately 19% of participant{story pairs contained

cycles, rendering them incompatible with the propagation procedure used to derive

implied counterfactual predictions. This procedure works by processing events in

causal order (causes are always updated before their e�ects), which requires a well-

de�ned ordering from causes to e�ects. When a cycle is present, for example if a

participant reported that event A causes event B and event B causes event A, no

such ordering exists and the procedure cannot yield a well-de�ned result. These

cases were therefore excluded from the internal consistency analysis. The presence

of cycles may re
ect genuine confusion about the causal structure of the story,

response error, or a tendency to represent bidirectional or reciprocal relations that

do not map onto the acyclic framework assumed by the analysis. Because the

study did not include attention checks, it is not possible to determine whether

some cyclic responses re
ected careless responding, misunderstanding of the task, or

participants' genuine causal interpretations. Future versions of the task could either

prevent the construction of cyclic graphs during elicitation or explicitly distinguish

reciprocal relations from directed causal relations. This would not only reduce data

loss but also help determine whether cycles primarily re
ect response error or a

genuine tendency to represent causal interactions as bidirectional.

Finally, the stories used in this experiment remain relatively simple compared

to real-world causal reasoning. Each story involved only �ve main events and a

small number of causal relations. It is unclear whether the patterns observed here

would generalise to richer or more ambiguous narratives, where the mapping between

events and causal structure is less transparent.

Despite these limitations, Experiment 1 provides an initial indication that the

proposed analytical framework is feasible for reconstructing participant-level causal

structures and comparing them with counterfactual judgments in simple narratives.

Participants were generally able to recover the intended causal structures and their
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counterfactual judgments often corresponded to the predictions derived from those

structures. The results also indicate that performance varied systematically across

di�erent causal structures. Story 3 produced the highest causal distance, largely be-

cause participants reported many additional causal relations beyond those present

in the reference graph, whereas Story 4 produced the highest counterfactual dis-

tance, driven primarily by responses to questions involving the OR-gate structure.

The results further suggest a trade-o� in response format: allowing participants to

distinguish between direct and indirect causes was associated with fewer false posi-

tives but more false negatives. Under the primary AND-gate analysis, v2 was also

associated with higher consistency distance; however, this version di�erence disap-

peared under the OR-gate sensitivity analysis and should therefore be interpreted

cautiously.

Experiment 2 moves beyond narratives with a single intended causal structure to

ambiguous narratives that support two competing causal explanations. This makes

it possible to ask not only whether participants can identify causal relations within

a story, but also which overall interpretation of the narrative they appear to en-

dorse. To address this question, Experiment 2 combines four measures: explanation

endorsement, event selection, causal identi�cation, and counterfactual judgments.

Each measure provides a di�erent window onto participants' understanding of the

narrative and can be used to assess the degree to which they favour one explanation

over the other. The central question is whether these measures converge on the

same interpretation within individual participants. If they do, this would provide

evidence that the di�erent tasks capture a common underlying representation of the

narrative despite their di�ering formats and response requirements.

3.4 Experiment 2

3.4.1 Introduction

Experiment 1 provided initial evidence that the proposed paradigm can be used to

elicit and compare participants' causal representations of relatively simple and un-
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ambiguous narratives. However, many real-world narratives support more than one

plausible explanation. In such cases, the challenge is not simply to assess whether

participants reproduce a single intended causal structure, but to determine which

of several plausible causal interpretations their responses support.

Experiment 2 addresses this question using narratives that support two com-

peting causal explanations. This provides a more demanding test of the proposed

methodological framework because, rather than assessing agreement with a single

intended causal structure, it examines whether the di�erent elicitation methods can

di�erentiate between alternative interpretations adopted by participants and con-

verge on the same one. A participant who endorses one explanation should also tend

to select events associated with that explanation, report causal relations consistent

with it, and give counterfactual judgments aligned with its predictions. Conversely,

disagreement between these measures could suggest that they capture di�erent as-

pects of participants' reasoning, although it could also re
ect an interpretation not

adequately represented by the two prede�ned explanations.

The question of how people reason about competing narrative explanations was

�rst explored in Pilot Study 1. However, the free-text elicitation format used there

made systematic comparison di�cult. Experiment 2 therefore adopts a more struc-

tured approach while retaining some 
exibility in how narratives are represented.

Participants �rst selected, from a prede�ned list, the events they considered most im-

portant in the story. These selected events were then used in the subsequent causal

task, allowing participant-speci�c representations to be analysed systematically.

A key addition in Experiment 2 is an explicit measure of explanation endorse-

ment. Participants indicated which of two competing explanations they considered

more plausible using a continuous slider. This measure provides a direct estimate of

explanatory preference against which the other elicitation methods can be compared.

The causal structures used in Experiment 2 were deliberately restricted to gen-

erative causal chains and AND-gate structures. This design choice was motivated

by the �ndings of Experiment 1, which suggested that participants experienced par-
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ticular di�culty with OR-gate and inhibitory causal relations. By simplifying the

underlying structures, Experiment 2 aimed to maximise the likelihood that partici-

pants could form a coherent representation of whichever explanation they endorsed.

Two narrative scenarios were used: a murder scenario and a scenario based on

the Dyatlov Pass incident. For each story, participants completed an explanation-

endorsement task, an event-selection task, a causal relation task, and a set of coun-

terfactual questions. The primary objective was to determine whether these di�erent

measures converged on the same underlying interpretation of the story.

3.4.2 Method

Participants

A total of 133 participants were recruited via Proli�c. No a priori power analysis

was conducted because the experiment was exploratory and used a novel paradigm

for which no directly comparable e�ect-size estimates were available. The recruit-

ment target was therefore determined on a practical basis by the research funding

available. Eligibility criteria were restricted to individuals who were 18 years of

age or older and pro�cient in English. The study took approximately 25 minutes to

complete. Participants were compensated £4 for their time. Thirty-�ve participants

were excluded from all analyses for failing the embedded attention check described

below, leaving a �nal sample of 98 participants.

Materials

The experiment consisted of two narrative scenarios, each designed to support two

competing causal explanations of the events described. For each story, the narrative

was held constant across participants, with the exception of a single sentence inserted

into the story that provided mild evidential support for one explanation over the

other. This manipulation de�ned the between-subjects condition for each story.

The �rst scenario described a fatal incident occurring after a confrontation in a

bar between three individuals: a victim (V) and two suspects, John and Mark. Based
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on two eyewitness accounts, participants were asked to consider whether V was more

likely to have been attacked by John or by Mark. The two accounts described

V entering the bar, an altercation involving all three men, and the subsequent

departure of each individual. The accounts di�ered in which suspect they implicated

more directly, providing the basis for two competing causal explanations. Under the

John guilty explanation, V's death results from a chain of events initiated by V's

anger at John, leading to a physical confrontation and John subsequently following

V outside. Under the Mark guilty explanation, the same outcome results from a

parallel chain initiated by V's anger at Mark, with Mark following V outside instead.

The between-subjects manipulation consisted of a single sentence either stating that

police records showed John had a prior conviction for assault (John guilty prime),

that police records showed Mark had a prior conviction for assault (Mark guilty

prime), or no additional sentence (neutral condition). The full text of the Bar Fight

story is provided in Appendix G.

The Bar Fight story was constructed around ten events in total. Each of the

two competing explanations draws on a subset of six of these events as its important

events, with the remaining events being causally irrelevant under that explanation.

The two subsets overlap partially: three events appear in both explanations (E3: V

punched John, E4: V punched Mark, and E10: V dies), while the remaining events

are unique to one explanation. One event|E5: Bouncers break up the �ght|

does not appear as an important event under either explanation and is therefore

causally irrelevant to both accounts. The important events under each explanation

are listed in Table 3.3, and the corresponding reference causal structures are shown

in Figure 3.12.

The second scenario was based on the Dyatlov Pass incident, in which nine

experienced hikers were found dead under unusual circumstances on an exposed

mountain slope. Participants were presented with two expert accounts o�ering

competing explanations for the deaths. The �rst account attributed the incident

to natural causes, proposing that the hikers 
ed their tent in response to avalanche

warning signs, became disoriented in poor visibility, and fell into a ravine. The sec-
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Table 3.3: Important events under each explanation for the Bar Fight story. Events
marked with an asterisk (*) appear in both explanations.

John guilty Mark guilty
E1: V angry at John E2: V angry at Mark
E3: V punched John* E3: V punched John*
E4: V punched Mark* E4: V punched Mark*
E7: V insults John E6: V insults Mark
E9: John follows V E8: Mark follows V
E10: V dies* E10: V dies*

Figure 3.12: Reference causal structures for the Bar Fight story. The left panel
shows the John guilty explanation, in which V's death results from a chain of events
initiated by V's anger at John. The right panel shows the Mark guilty explanation,
in which the same outcome results from a parallel chain initiated by V's anger at
Mark.

ond account attributed the incident to military weapons testing, proposing that the

hikers were caught in a test zone and killed by a parachute mine, with the glowing

orbs reported by witnesses serving as evidence of military weapons. The between-

subjects manipulation consisted of a single sentence either emphasising the area's

history of avalanche activity (avalanche prime), its use for weapons testing (weapons

prime), or no additional sentence (neutral condition). The full text of the Dyatlov

Pass story is provided in Appendix H.

The Dyatlov Pass story was constructed around nine events in total. The
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avalanche explanation draws on six of these as its important events, while the

weapons testing explanation draws on �ve. The two subsets overlap partially: three

events appear in both explanations (E5: hikers 
ed tent, E8: internal injuries, and

E9: hikers died), while the remaining events are unique to one explanation. One

event|E2: low temperature during the night|does not appear as an important

event under either explanation and is therefore causally irrelevant to both accounts.

The important events under each explanation are listed in Table 3.4, and the corre-

sponding reference causal structures are shown in Figure 3.13.

Table 3.4: Important events under each explanation for the Dyatlov Pass story.
Events marked with an asterisk (*) appear in both explanations.

Avalanche Weapons testing
E1: Hikers camped on exposed slope E4: Area used for weapons testing
E3: Area prone to avalanches E5: Hikers 
ed tent*
E5: Hikers 
ed tent* E6: Glowing orbs seen
E7: Poor visibility E8: Internal injuries*
E8: Internal injuries* E9: Hikers died*
E9: Hikers died*

Figure 3.13: Reference causal structures for the Dyatlov Pass story. The left panel
shows the avalanche explanation, in which the hikers' deaths result from a chain
of events triggered by camping on an exposed slope and the area's susceptibility to
avalanches. The right panel shows the weapons testing explanation, in which the
deaths result from a chain initiated by the area's use for weapons testing.

197



Counterfactual questions Following the causal relation task, participants an-

swered four counterfactual questions for each story. Each question described a hypo-

thetical modi�cation to one event and asked how this would have a�ected a speci�ed

outcome. Responses were made on a three-point scale: the outcome would likely still

have occurred, the outcome would likely not have occurred, or unsure. A response

of \likely still have occurred" suggests that the removed event was not causally nec-

essary for the outcome, while a response of \likely not have occurred" suggests that

the removed event was causally important|that is, the outcome depended on it.

For the Bar Fight story, the four questions were as follows:

• BFH1: What would have happened if John had stayed for an extra drink

before leaving the bar? Outcome: would V still have died?

• BFH2: What would have happened if Mark had stayed for an extra drink

before leaving the bar? Outcome: would V still have died?

• BFH3: What would have happened if V had not attacked Mark? Outcome:

would John still have been attacked?

• BFH4: What would have happened if V had not attacked John? Outcome:

would Mark still have been attacked?

The predicted responses under each explanation are shown in Table 3.5. Under

the John guilty explanation, V's death depends causally on John following V out of

the bar. Removing this event (E9) therefore prevents the murder, and the expected

response is that V would likely not have died. Removing Mark's departure (E8)

is causally irrelevant under this explanation, and the expected response is that V

would likely still have died. For BFH3, removing V's attack on Mark (E4) leaves

the John guilty chain intact, and the expected response is that John would likely

still have been attacked. For BFH4, removing V's attack on John (E3) reduces the

likelihood of John following V|since E3 is one of two causes of John following V in

this explanation|and since V's attack on John also causes V's attack on Mark, the

expected response is that Mark would likely not have been attacked. The predictions
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are reversed under the Mark guilty explanation by the same logic.

Table 3.5: Predicted counterfactual responses for the Bar Fight story under each
explanation. Entries indicate the expected response: S = outcome would likely still
occur, N = outcome would likely not occur.

Question John guilty Mark guilty
BFH1: John stayed for extra drink (V dies?) N S
BFH2: Mark stayed for extra drink (V dies?) S N
BFH3: V did not attack Mark (John attacked?) S N
BFH4: V did not attack John (Mark attacked?) N S

For the Dyatlov Pass story, the four questions were as follows:

• DH1: What would have happened if the hikers had set up camp near the

forest rather than on the exposed slope? Outcome: would the hikers still have

died?

• DH2: What would have happened if the hikers had remembered their equip-

ment, such as torches, when leaving the tent? Outcome: would the hikers still

have died?

• DH3: What would have happened if there had been better visibility that

night? Outcome: would the hikers still have died?

• DH4: What would have happened if it had not been as cold? Outcome: would

the hikers still have died?

The predicted responses under each explanation are shown in Table 3.6. Under

the avalanche explanation, camping on the exposed slope (E1) is one of two jointly

necessary causes of the hikers 
eeing the tent. Removing this event therefore breaks

the entire downstream chain, and the expected response is that the hikers would

likely not have died. For DH2, having torches e�ectively removes poor visibility

(E7), which is one of two jointly necessary causes of the internal injuries under the

AND gate assumption. The expected response is therefore that the hikers would

likely not have died. For DH3, better visibility similarly removes poor visibility

(E7). Under the AND gate assumption, the expected response is likewise that the
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hikers would likely not have died. For DH4, cold temperature (E2) does not appear

in either DAG, so the expected response is that the hikers would likely still have

died under both explanations. Under the weapons testing explanation, events E1,

E7, and E2 play no causal role, so the expected response for DH1, DH2, and DH3

is likewise that the hikers would likely still have died.

Table 3.6: Predicted counterfactual responses for the Dyatlov Pass story under each
explanation. Entries indicate the expected response: S = outcome would likely still
occur, N = outcome would likely not occur.

Question Avalanche Weapons testing
DH1: Camped near forest instead (hikers died?) N S
DH2: Had torches/equipment (hikers died?) N S
DH3: Better visibility (hikers died?) N S
DH4: Not as cold (hikers died?) S S

Design

The experiment used a within-participant design in which all participants completed

both story scenarios. The order in which the stories were presented was counterbal-

anced across participants using Qualtrics' randomisation procedure.

For each story, a between-subjects factor was included to encourage a more

balanced distribution of endorsement across the two competing explanations. For

the Bar Fight story, participants were randomly assigned to one of three versions: a

neutral version, a version containing a sentence providing mild support for the John

guilty explanation, or a version containing a sentence providing mild support for the

Mark guilty explanation. For the Dyatlov Pass story, participants were similarly

assigned to a neutral version, a version supporting the avalanche explanation, or

a version supporting the weapons testing explanation. This manipulation was not

of primary theoretical interest but was included to reduce the likelihood that most

participants would converge on a single explanation, which would have limited the

variability in causal structures needed to address the main research questions.

The primary dependent measures were explanation endorsement, event selec-

tion, causal structure, and counterfactual judgments, each collected for both stories.
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Explanation endorsement was measured directly via the slider response, which in-

dicated which of the two competing explanations the participant considered more

plausible. Event selection was derived from the event importance task, in which

participants classi�ed a list of prede�ned events as important or not important for

explaining the outcome; the proportion of events selected from each explanation's

characteristic event set was used as an indicator of which explanation the partici-

pant's event selections more closely aligned with. Causal structure was derived from

the causal relation task, in which participants indicated which events directly caused

each target event. Direct-cause responses were used to reconstruct a participant-

level causal graph, which was then compared with the two reference DAGs to assess

which explanation it more closely resembled. Counterfactual judgments were col-

lected via four hypothetical questions per story, in which participants indicated

how the outcome would have changed under a speci�ed modi�cation to one event;

responses were compared with the responses predicted by each explanation and com-

bined into an alignment score indicating which explanation the participant's answers

more closely matched.

For each measure, a di�erence score was computed such that positive values

indicated greater alignment with the John guilty explanation for the Bar Fight

story and the avalanche explanation for the Dyatlov Pass story, whereas negative

values indicated greater alignment with the Mark guilty and weapons testing ex-

planations, respectively. The analysis examined whether explanation endorsement,

event selection, causal structure, and counterfactual judgments converged on the

same explanation for each participant.

Procedure

The study was conducted online using Qualtrics. After providing informed con-

sent and con�rming eligibility, participants were informed that the study contained

attention checks and that compensation was conditional on passing them.

Participants completed the two story scenarios in a randomised order. For each

story, they �rst read the full narrative carefully. After reading, participants answered
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three comprehension questions to con�rm engagement with the material. Partici-

pants who failed the comprehension check were given one opportunity to re-read the

story and attempt the questions again. Those who failed a second time were asked

to return their submission.

Participants then indicated which of the two competing explanations they con-

sidered more plausible. For the Bar Fight story, participants were asked \Who do

you think is guilty?" and responded using a continuous slider ranging from 0 (\Def-

initely John") to 100 (\De�nitely Mark"), with the midpoint labelled \Not Sure".

For the Dyatlov Pass story, participants were asked \What do you think happened?"

and responded using a continuous slider ranging from 0 (\De�nitely Avalanche") to

100 (\De�nitely Military Testing"), with the midpoint again labelled \Not Sure".

Next, participants completed the event selection task. They were presented

with a list of all potentially relevant events extracted from the story and asked

to classify each event as important or not important for explaining the outcome.

Participants were instructed to classify an event as important if they believed it

directly or indirectly contributed to the outcome. Participants were also given the

opportunity to note any events they felt were missing from the list. However, these

free-text responses were not analysed.

Participants then completed the causal relation task. For each story, a �xed

set of target events was de�ned in advance|eight events for the Bar Fight story

(V punched John, V punched Mark, bouncers break up the �ght, V insults Mark,

V insults John, Mark follows V, John follows V, and V dies) and four events for

the Dyatlov Pass story (the hikers 
ed from their tent leaving behind equipment

and clothing, glowing orbs were seen in the sky, the hikers su�ered severe internal

injuries, and the hikers died), corresponding to the events that could plausibly be

caused by other events in the narrative. For each target event, participants were

asked to indicate which of the events they had previously classi�ed as important

directly caused it, which indirectly caused it, and which did not cause it at all. The

target events were identical across participants; only the pool of candidate causes
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varied, as it was drawn from each participant's own important event selections.

A brief explanation of the distinction between direct and indirect causation was

provided, along with an example.

Finally, participants answered four counterfactual questions about the story.

Each question described a hypothetical modi�cation to one event and asked how

this change would have a�ected a speci�ed outcome. Responses were made on a

three-point scale: the outcome would likely still have occurred, the outcome would

likely not have occurred, or unsure.

This sequence of tasks was repeated for the second story. An attention check

was embedded between the two stories. Participants were presented with what ap-

peared to be a request for feedback about the study, but were instructed within the

text that if they were paying attention they should disregard the feedback request

and instead type the word \research" into the text box. Participants who did not

type a variant of \research" (case-insensitive) were excluded from all analyses. At

the end of the experiment, participants completed a short demographic question-

naire collecting information on age, gender, ethnicity, education level, and English

language pro�ciency before submitting their responses.

3.4.3 Analysis strategy

The analysis focused on convergence, de�ned here as the extent to which partici-

pants' responses across di�erent elicitation methods aligned with the same interpre-

tation of a narrative. For example, if a participant believed that John was respon-

sible for the victim's death, this belief should be re
ected not only in their slider

response, but also in which events they considered important, in the causal relations

they reported between those events, and in their counterfactual judgments.

Data preparation

As in Experiment 1, participants' causal judgments and counterfactual responses

were converted into formal representations that allowed quantitative comparison
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with the reference explanations. Data preparation was conducted in two stages. Raw

data from 133 participants were �rst restructured in R. Participants who failed the

attention check were removed at this stage, leaving 98 participants for all subsequent

analyses. The restructured dataset was then processed in MATLAB, where the four

alignment measures were derived.

For each story, the two reference DAGs introduced in the Materials section were

used as formal representations of the competing explanations. Both the reference

DAGs and participants' causal relation responses were represented in matrix form.

For the reference DAGs, these matrices corresponded to standard adjacency ma-

trices, in which an entry of +1 at position (i; j) indicated that event i directly

caused event j, and an entry of 0 indicated no direct causal relation. Each refer-

ence adjacency matrix included only the events designated as important under the

corresponding explanation, yielding a 6 � 6 matrix for each explanation of the Bar

Fight story, a 6� 6 matrix for the avalanche explanation of the Dyatlov Pass story,

and a 5� 5 matrix for the weapons testing explanation.

For each participant, a participant-level adjacency matrix was constructed over

the full event set for that story: a 10 � 10 matrix for the Bar Fight story and a

9�9 matrix for the Dyatlov Pass story. Rows corresponded to possible cause events

and columns to possible e�ect events. An entry of +1 indicated that the participant

reported a direct causal relation between the corresponding pair of events, whereas

an entry of 0 indicated no reported direct causal relation. Because the causal re-

lation task was only administered for a prede�ned set of target events, only the

corresponding columns could contain reported causal links; all remaining columns

were necessarily zero. Although the survey design did not prevent participants from

selecting an event as a cause of itself, such self-links were not meaningful for the

present analysis and were therefore removed by setting the diagonal entries to 0

before computing the derived measures.

Participants' counterfactual responses were recoded numerically for subsequent

analyses. Responses indicating that the outcome would likely still occur were coded
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as +1, responses indicating that it would likely not occur were coded as �1, and

unsure responses were coded as 0. For each story and each explanation, a reference

counterfactual vector of length four was de�ned, specifying the predicted response

to each of the four counterfactual questions under that explanation. Each entry in

the vector was derived by tracing the consequences of the hypothetical intervention

through the corresponding reference DAG|if removing the speci�ed event prevented

the outcome from occurring, the predicted response was �1; otherwise, the predicted

response was +1 (the predicted responses under each explanation are shown in

Tables 3.5 and 3.6).

Derived measures

Four measures were derived for each participant and each story. For all measures,

higher values indicate greater alignment with the �rst explanation (John guilty for

the Bar Fight story; avalanche for the Dyatlov Pass story), whereas lower values

indicate greater alignment with the second explanation (Mark guilty; weapons test-

ing).

Explanation endorsement The slider response was rescaled so that higher val-

ues indicated stronger endorsement of the �rst explanation in each story. For the

Bar Fight story, the original slider ranged from 0 (De�nitely John) to 100 (De�nitely

Mark), meaning that higher scores originally indicated stronger Mark endorsement.

To reverse this so that higher scores indicate stronger John endorsement|consistent

with the other di�erence scores|each participant's slider value was subtracted from

100. A participant who originally scored 80 (strongly Mark-leaning) thus received

a rescaled score of 20, and a participant who originally scored 20 (strongly John-

leaning) received a rescaled score of 80. For the Dyatlov Pass story, the slider ranged

from 0 (De�nitely Avalanche) to 100 (De�nitely Military Testing), and was rescaled

analogously so that higher values indicate stronger avalanche endorsement.

Event selection alignment For each explanation, a proportion score was com-

puted as the number of that explanation's important events that the participant
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selected, divided by the total number of important events de�ned for that explana-

tion. For example, if a participant selected 4 out of the 6 important events of the

John guilty explanation, their proportion score for that explanation was 4=6 = 0:67.

This was computed separately for each explanation, and a di�erence score was then

calculated by subtracting the proportion for the second explanation from the pro-

portion for the �rst. Positive values indicate that the participant selected a greater

proportion of events associated with the �rst explanation, and negative values indi-

cate the reverse.

Causal structure alignment For each participant and each story, we assessed

whether the causal graph reconstructed from their Task 1 responses was more similar

to one explanation's reference causal graph than the other. The logic is straightfor-

ward: if a participant believes John is guilty, their reported causal relations should

resemble the John guilty reference causal graph more than the Mark guilty one.

To quantify the explanation alignment, a similarity score was computed sepa-

rately for each of the two competing explanations. Thus, each participant received

two similarity scores per story: one indicating the extent to which their reported

causal relations matched the �rst explanation's reference causal graph, and one in-

dicating the extent to which they matched the second explanation's reference causal

graph. These two scores were then compared to determine which explanation the

participant's causal graph more closely resembled.

For a given explanation, the comparison was restricted to events that appeared

both in the participant's selected event set and in that explanation's reference causal

graph. This restriction was necessary because participants selected di�erent subsets

of events as important. Comparing a participant directly to the full reference DAG

would penalise them for failing to reproduce causal links involving events that they

had not selected and therefore could not include in their causal graph.

Within this shared event set, we identi�ed all causal links speci�ed by the ref-

erence causal graph (hereafter referred to as the reference causal links). We then

counted how many of these reference causal links were also reported by the partic-
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ipant in the causal relation task. The similarity score was de�ned as the number

of reference causal links within the shared event set that were also reported by the

participant, divided by the total number of reference causal links within that shared

event set.

A similarity score was therefore obtained for each explanation. To summarise

a participant's relative alignment with the two explanations, a di�erence score was

computed by subtracting the similarity score for the second explanation from the

similarity score for the �rst. Positive values indicate greater similarity to the �rst

explanation's reference causal graph, whereas negative values indicate greater simi-

larity to the second explanation's reference causal graph.

The similarity score could fail to provide meaningful information about expla-

nation alignment in two distinct situations.

The �rst situation occurs when the intersection between a participant's selected

events and a reference explanation contains no reference causal links. In this case,

the denominator of the similarity score is zero, making the score unde�ned.

For example, suppose a participant selected events f1,10g for the Bar Fight story.

The intersection with the John guilty explanation would be f1,10g. Although the

intersection contains two events, there are no reference causal links between them in

the John guilty reference DAG. Consequently, there are no reference links against

which the participant's responses can be evaluated, and the similarity score cannot

be computed. In such cases the score was recorded as NaN. If either explanation

yielded an unde�ned similarity score, the corresponding di�erence score was also

treated as unde�ned.

Second, the intersection could contain only causal links that were shared by both

reference explanations. In this case, both similarity scores could be computed, but

the resulting di�erence score would not distinguish between the explanations.

For example, in the Dyatlov Pass story, the edges E5 ! E8 and E8 ! E9 appear

in both the avalanche and weapons testing reference causal graphs. If a participant
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selected only events f5, 8, 9g as important, the intersection with each reference

graph would contain exactly these two shared causal links. Any reproduction of

these links would therefore increase similarity to both explanations equally. The

resulting di�erence score would be zero, not because the participant's causal graph

provides positive evidence for both explanations equally, but because the selected

events only include causal relations common to both explanations. In such cases,

the causal structure alignment score is non-diagnostic with respect to explanation

preference.

It should be noted that this similarity measure was based solely on the reproduc-

tion of reference causal links and did not incorporate penalties for spurious causal

links. This design choice was adopted for practical reasons related to the varying

event sets selected by participants, but introduces limitations that are discussed

later.

Counterfactual alignment For each explanation, a reference counterfactual vec-

tor was de�ned specifying the predicted response to each question under that ex-

planation (see Tables 3.5 and 3.6). The similarity between each participant's coun-

terfactual responses and each reference vector was computed as the proportion of

questions for which the participant's response matched the reference prediction. A

di�erence score was then computed by subtracting the similarity to the second ex-

planation's predictions from the similarity to the �rst explanation's predictions. For

example, if a participant's responses matched 3 out of 4 predicted responses under

the �rst explanation and 1 out of 4 under the second, their similarity score would be

3=4 = 0:75 for the �rst explanation and 1=4 = 0:25 for the second, giving a di�erence

score of 0:75� 0:25 = 0:50, indicating alignment with the �rst explanation.

3.4.4 Results

The analyses reported below examine whether participants' responses converged on

the same interpretation of each narrative across multiple elicitation methods. Before

turning to these analyses, we provide a descriptive overview of participants' causal
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relation and counterfactual responses.

Figure 3.14 shows the reference causal structures for the competing explanations

of each story together with the proportion of participants who reported each causal

link.

For the Bar Fight story, corresponding causal relations in the John guilty and

Mark guilty explanations were reported by similar proportions of participants. For

example, the links from the victim's hostility to subsequent insults and assaults, as

well as the links leading from these events to the subsequent pursuit of the victim,

were reported by similar proportions of participants across the two explanations.

The direct relation between the two assault events (E3 ! E4 in the John guilty

explanation and E4 ! E3 in the Mark guilty explanation) stood out because it

was reported by very few participants in either explanation. Because the witness

statements indicate only that both assaults occurred during the altercation, rather

than explicitly suggesting that one assault caused the other, participants appeared

reluctant to infer a direct causal relation between them.

Concerning the Dyatlov Pass story, endorsement varied substantially across re-

lations. The strongest agreement was observed for the relation between internal

injuries and death, which was reported by a large majority of participants. Sev-

eral explanation-speci�c relations were also reported by a substantial proportion of

participants, including the links from weapons testing to glowing orbs and from an

avalanche-prone environment to the hikers 
eeing the tent.

By contrast, the relation between 
eeing the tent and sustaining internal injuries

received very little endorsement despite appearing in both reference explanations.

One possible explanation is that participants regarded this relation as indirect rather

than direct. Because the causal relation task distinguished direct and indirect causa-

tion, participants may have believed that 
eeing the tent contributed to the injuries

only through intermediate events not represented in the reference structures. Over-

all, the pattern suggests that some components of the reference explanations were
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Figure 3.14: Reference causal structures for the two competing explanations of
each story. Edge labels indicate the proportion of participants who reported the
corresponding causal relation in the causal relation task. Arrow thickness and colour
intensity are proportional to this proportion, such that darker and thicker arrows
indicate greater agreement across participants. Because participants could endorse
elements of both explanations simultaneously, proportions are shown separately for
each reference structure rather than being interpreted as mutually exclusive.
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more consistently re
ected in participants' reported causal relations than others.

Table 3.7 summarises participants' average responses to the counterfactual ques-

tions, while Figure 3.15 provides a graphical representation of the same responses

with associated standard errors. For each counterfactual question, the table shows

the prediction implied by each reference causal structure and the mean observed

response across participants. Predictions were coded as \would likely not occur"

= �1 and \would likely still occur" = +1. Participant responses were coded as

\would likely not occur" = �1, \unsure" = 0, and \would likely still occur" = +1.

At the aggregate level, alignment with a reference explanation can be assessed by

comparing the mean observed response with the corresponding predicted value.

Table 3.7: Average counterfactual responses by story. Prediction columns show the
response implied by each reference causal structure. Mean responses are averaged
across participants, using the coding \would likely not occur" = �1, \unsure" = 0,
and \would likely still occur" = +1.

Bar Fight

Question John Mark Mean

BFH1 �1 +1 �0.17
BFH2 +1 �1 �0.21
BFH3 +1 �1 �0.32
BFH4 �1 +1 �0.18

Dyatlov Pass

Question Avalanche Weapons Mean

DH1 �1 +1 �0.57
DH2 �1 +1 �0.27
DH3 �1 +1 �0.28
DH4 +1 +1 0.17

For the Bar Fight story, all four questions produced mean responses that were

slightly below zero. Participants therefore showed a modest tendency to judge the

queried outcomes as less likely under the counterfactual interventions. Notably,

this tendency was observed for all four questions despite the fact that the John

guilty and Mark guilty explanations make opposite predictions. The observed re-

sponses matched the direction of the John guilty prediction for BFH1 and BFH4, but

matched the direction of the Mark guilty prediction for BFH2 and BFH3. Taken

together, the average responses therefore provide little evidence that participants

collectively favoured either explanation.

For the Dyatlov Pass story, the pattern was more diagnostic. The �rst three

questions yielded clearly negative mean responses, aligning more closely with the
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Figure 3.15: Average counterfactual responses for the Bar Fight story (top) and
Dyatlov Pass story (bottom). Error bars show �1 standard error of the mean.
Positive values indicate participants judged the outcome as still likely to occur,
whereas negative values indicate it was judged as less likely to occur.

avalanche explanation than with the weapons testing explanation, which predicts

that the outcomes would still occur. The most pronounced negative mean response

was observed for DH1, concerning whether the hikers would have died had they

camped near the forest rather than on the exposed slope. In contrast, DH4 produced
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a positive mean response, consistent with both reference explanations, both of which

predict that removing the low temperature event would not prevent the hikers'

deaths.

Overall, the average counterfactual responses did not consistently match the

predictions of any single reference explanation. The Bar Fight story produced rela-

tively weak and ambiguous response patterns, with mean responses remaining close

to zero across all questions. By contrast, the Dyatlov Pass story produced more dif-

ferentiated judgments, particularly for questions concerning the circumstances that

preceded the hikers' deaths. These patterns suggest that the aggregate counterfac-

tual responses provided clearer evidence of alignment with one of the prede�ned

explanations for the Dyatlov Pass narrative than for the Bar Fight narrative.

Figure 3.16 shows the average adjacency matrices across participants for each

story. The average adjacency matrices reproduce the patterns visible in Figure 3.14,

while also revealing causal relations that were reported by participants despite not

appearing in either reference explanation. The matrices therefore provide a more

complete summary of participants' reported causal relations than the reference struc-

tures alone.

Note that these descriptive summaries should be interpreted with some caution.

Unlike Experiment 1, there was no single reference explanation that all participants

were expected to adopt. Participants could endorse elements of either explanation,

or both. Consequently, the average patterns reported above may combine responses

from participants who interpreted the same narrative in di�erent ways. At the aggre-

gate level, the average causal structures and counterfactual responses often resemble

the reference explanations reasonably closely. However, such averages do not nec-

essarily imply that individual participants converged on a common representation.

For example, a causal relation reported by 50% of participants may re
ect moder-

ate agreement about that relation, but it may also re
ect the presence of distinct

groups of participants who interpreted the narrative di�erently. The same consid-

eration applies to the average counterfactual responses. The analyses that follow
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Figure 3.16: Average adjacency matrix across participants for the Bar Fight story
(top) and Dyatlov Pass story (bottom). Each cell represents the proportion of
participants who identi�ed a causal link from the row event to the column event.

therefore examine whether the apparent structure visible in the aggregate data is

also re
ected in participants' responses at the individual level.

Manipulation check

Before examining convergence across measures, we �rst assessed whether the exper-

imental manipulation successfully in
uenced participants' explanation preferences.

If the primes were e�ective, participants should have shown greater endorsement of

the explanation emphasised in their assigned condition.

A one-way analysis of variance was conducted for each story, with the between-
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subjects condition (neutral, �rst explanation prime, second explanation prime) as

the independent variable and the rescaled slider score as the dependent variable.

Recall that the slider was rescaled so that higher scores indicate stronger endorse-

ment of the �rst explanation (John guilty for the Bar Fight story; avalanche for

the Dyatlov Pass story), with a score of 50 indicating no preference between the

two explanations. A signi�cant e�ect, together with di�erences in the predicted

direction, would indicate that the prime successfully shifted participants toward the

emphasised explanation.

For the Bar Fight story, there was no signi�cant e�ect of condition on the slider

score, F (2; 95) = 0:87, p = :420. Descriptively, participants in the JohnConviction

condition showed the highest mean slider score (M = 48:41, SD = 21:04), followed

by those in the MarkConviction condition (M = 46:00, SD = 20:17) and the neutral

condition (M = 41:56, SD = 18:43), though the di�erences were small and non-

signi�cant. For the Dyatlov Pass story, there was likewise no signi�cant e�ect of

condition on the slider score, F (2; 95) = 0:05, p = :949, with mean slider scores of

50:47 (SD = 32:93), 48:48 (SD = 25:47), and 51:06 (SD = 36:90) for the neutral,

avalanche, and weapons conditions respectively.

Taken together, these results indicate that the between-subjects manipulation

did not reliably shift explanation endorsement in either story. Ideally, participants

assigned to the John prime condition should have shown higher slider scores than

those in the neutral or Mark prime conditions, and vice versa. The absence of any

such di�erence suggests that the single-sentence prime was insu�cient to systemat-

ically in
uence participants' interpretation of the narratives.

Convergence analysis

The primary aim of the convergence analysis was to determine whether the di�er-

ent measures re
ected a common underlying interpretation of the narrative. If so,

participants who favoured one explanation on the slider should also tend to select

events associated with that explanation, report causal relations consistent with it,

and endorse the corresponding counterfactual predictions.
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However, prior to the convergence analysis, the causal structure alignment mea-

sure was examined and found to have insu�cient variance to be informative. For

a measure to contribute meaningfully to a correlation analysis, it must vary across

participants. If most participants receive the same score, there is little informa-

tion available to detect relationships with other measures. For the Bar Fight story,

64 out of 94 participants with valid causal data scored exactly zero on the causal

di�erence score (M = �0:01, median = 0:00), indicating no preference for either

explanation according to the similarity metric. For the Dyatlov Pass story, the dis-

tribution was similarly concentrated, with 37 out of 85 participants scoring zero and

a further 39 scoring �0:50 (M = �0:21, median = 0:00). With the vast majority of

participants clustered around the same values, the causal structure alignment mea-

sure carried insu�cient variance to correlate meaningfully with the other measures

and was therefore excluded from the convergence analysis. Whether this re
ects

participants' causal representations or limitations of the similarity metric itself is

considered further in the Discussion.

The convergence analysis therefore focused on the remaining three measures:

explanation endorsement on the slider task, event selection alignment, and counter-

factual alignment. To assess convergence, we computed all three possible pairwise

correlations between these measures: slider versus event selection alignment, slider

versus counterfactual alignment, and event selection versus counterfactual align-

ment. A positive and signi�cant correlation between any two measures would in-

dicate that participants who leaned toward one explanation on one measure also

tended to lean toward the same explanation on the other measure. Correlations

were computed separately for each story. For each pair of measures, all participants

with valid data on both measures were included, regardless of whether they had

missing data on the other measure.

For the Bar Fight story, all three pairwise correlations were positive and statis-

tically signi�cant: slider and event selection alignment, r = :202, p = :046; slider

and counterfactual alignment, r = :322, p = :002; event selection and counterfactual

alignment, r = :489, p < :001. For the Dyatlov Pass story, all three correlations were

216



likewise positive and signi�cant, and were somewhat stronger: slider and event se-

lection alignment, r = :445, p < :001; slider and counterfactual alignment, r = :375,

p < :001; event selection and counterfactual alignment, r = :464, p < :001. These

results indicate that participants who endorsed one explanation on the slider also

tended to select events associated with that explanation and to give counterfactual

answers consistent with it, with this pattern being more pronounced for the Dyatlov

Pass story than for the Bar Fight story.

It should be noted that a correlation assesses whether participants who score

relatively high on one measure also tend to score relatively high on another measure.

It does not directly assess whether the two measures classify participants as favouring

the same explanation. Consequently, a positive correlation can be observed even

when the measures disagree about the preferred explanation for some participants,

provided that participants' relative rankings are broadly preserved across measures.

The classi�cation analysis described below addresses this issue more directly by

examining, for each participant, whether the di�erent measures lean toward the

same explanation, rather than the extent to which they do so.

Explanation agreement analysis

As noted above, the correlation analysis does not directly address whether the mea-

sures point to the same explanation for a given participant. To address this question

more directly, each participant was classi�ed into one of three categories on each

measure: leaning toward the �rst explanation, leaning toward the second explana-

tion, or neutral. For the event selection and counterfactual measures, classi�cation

was based on the sign of the corresponding di�erence score. For the slider measure,

participants with a rescaled score above 55 were classi�ed as leaning toward the

�rst explanation, those with a score below 45 as leaning toward the second expla-

nation, and those with a score between 45 and 55 as neutral. The 45{55 interval

was intended to avoid treating very small deviations from the midpoint as meaning-

ful explanation preferences. Once all participants were classi�ed on each measure,

we computed for each pair of measures the proportion of participants who received
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the same classi�cation on both measures. A high proportion would indicate that

the measures tend to point toward the same explanation for the same participants,

providing further evidence of convergence.

For the Bar Fight story, the slider classi�ed 20 participants as John-leaning,

33 as Mark-leaning, and 45 as neutral. Event selection classi�ed 7 participants as

John-leaning and 8 as Mark-leaning, with 83 classi�ed as neutral. Counterfactual

alignment classi�ed 10 participants as John-leaning, 14 as Mark-leaning, and 68 as

neutral, with 6 participants having missing data. Agreement between measures was

0.47 for slider versus event selection, 0.54 for slider versus counterfactual alignment,

and 0.73 for event selection versus counterfactual alignment. The comparatively high

agreement between event selection and counterfactual alignment is likely driven by

the large number of participants classi�ed as neutral on both measures rather than

re
ecting strong convergence toward the same explanation.

For the Dyatlov Pass story, the slider classi�ed 44 participants as avalanche-

leaning and 43 as weapons-leaning, with 11 neutral. Event selection classi�ed 61

participants as avalanche-leaning, 33 as weapons-leaning, and 4 as neutral. Coun-

terfactual alignment classi�ed 57 participants as avalanche-leaning, 20 as weapons-

leaning, and 11 as neutral, with 10 participants having missing data. Agreement

rates were somewhat higher than for the Bar Fight story: slider versus event selec-

tion, 0.58; slider versus counterfactual alignment, 0.52; and event selection versus

counterfactual alignment, 0.65. Unlike the Bar Fight story, these agreement rates

cannot be attributed primarily to large numbers of neutral classi�cations, as most

participants were assigned to one of the two explanations on both the event selec-

tion and counterfactual measures. The results therefore suggest somewhat greater

consistency across measures for the Dyatlov Pass story.

To provide a descriptive illustration of these results, Figures 3.17 and 3.18 show

the average adjacency matrices and average counterfactual responses separately for

participants classi�ed as favouring each explanation. Overall, the �gures suggest

some di�erentiation between verdict groups, particularly in their counterfactual
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responses, whereas di�erences in the average causal structures were more subtle.

For the Bar Fight story, participants classi�ed as favouring di�erent explanations

showed contrasting counterfactual response patterns, particularly for BFH1 and

BFH2, which concerned whether John's pursuit of the victim (BFH1) or Mark's

pursuit of the victim (BFH2) was causally important for the victim's death. Par-

ticipants classi�ed as neutral generally exhibited responses that fell between the

two leaning groups. The separation between groups was even clearer for the Dy-

atlov Pass story. Participants favouring the avalanche explanation showed strongly

negative responses to DH1{DH3, which concerned key antecedents of the hikers'

deaths (e.g., camping location and environmental conditions), whereas participants

favouring the weapons explanation gave more positive responses to these questions.

In both stories, the counterfactual response patterns therefore varied systematically

with participants' explanation preferences.

3.4.5 Discussion

Experiment 2 extended the paradigm developed in Experiment 1 to ambiguous nar-

ratives supporting two competing causal explanations. The ambiguity of these

stories allowed participants to adopt di�erent interpretations of the same events,

making it possible to examine whether di�erent measures converged on the same

underlying interpretation.

The main �nding is that the three measures converged positively and signif-

icantly for both stories: participants who endorsed one explanation on the slider

also tended to select events associated with that explanation and give counterfac-

tual answers consistent with its predictions. The positive correlations suggest that

participants' responses across the di�erent tasks were in
uenced by a common in-

terpretation of the narrative. Such convergence is consistent with the idea that the

di�erent measures captured related aspects of participants' causal representations

rather than independent or task-speci�c response tendencies. The classi�cation

analysis yielded a broadly similar conclusion, providing additional evidence that the

di�erent measures tended to identify the same explanation within participants.
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Dyatlov: Average Adjacency Matrix by Verdict Group

Figure 3.17: Average adjacency matrix by verdict group for the Bar Fight story (top)
and Dyatlov Pass story (bottom). Warm colours indicate causal links frequently
identi�ed by participants in that group.

Convergence was stronger for the Dyatlov Pass story than for the Bar Fight

story. One likely contributor is that the Bar Fight story's two explanations share

more events that participants tended to select as important, which reduced the

diagnostic value of the event selection measure; most participants scored near zero

on this measure, making it largely uninformative. This highlights an important

design consideration for future work: stimuli should be constructed so that the

competing explanations are associated with su�ciently distinct sets of events to
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Figure 3.18: Average counterfactual responses by verdict group for the Bar Fight
story (top) and Dyatlov Pass story (bottom). Error bars show �1 standard error of
the mean. Positive values indicate participants judged the outcome as still likely to
occur, whereas negative values indicate it was judged as less likely to occur.
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allow meaningful di�erentiation across measures.

Not all measures proved equally informative. The causal structure alignment

measure showed almost no variance and was therefore excluded from the convergence

analysis. Several factors may explain this. Unlike Experiment 1, where causal

relations were elicited over a �xed prede�ned event set and compared against a single

reference DAG, the present experiment allowed participants to select which events

they considered important and required comparison against two competing reference

DAGs. As a result, the intersection between a participant's selected events and the

important events of a given explanation was often small and sometimes contained

only causal links shared by both explanations. In such cases, the causal structure

alignment score provided little information about which explanation the participant

favoured.

More fundamentally, the similarity score was based on the proportion of refer-

ence causal links reproduced within the shared event set. This means that partic-

ipants could obtain high scores from very small intersections. For example, a par-

ticipant whose shared event set contained only a single reference causal link would

receive a perfect similarity score if that one link was reproduced, whereas another

participant who reproduced �ve out of six available reference links would receive a

lower score despite providing substantially more evidence for the explanation. The

measure therefore re
ected the proportion of reproduced reference links rather than

the overall amount of evidence supporting a particular explanation.

A further limitation is that the similarity score rewarded the correct reproduc-

tion of causal links present in the reference DAG but did not penalise participants

for reporting additional causal links that were absent from the reference structure.

Consequently, a participant who reported all reference links would receive a perfect

similarity score even if they also reported numerous spurious causal relations. The

measure therefore captured the extent to which participants reproduced the refer-

ence structure, but not the extent to which they avoided reporting incorrect causal

links. Future work could address this limitation by developing a similarity metric
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that incorporates both correctly reproduced and spurious causal links.

A separate question concerns the extent to which participants' interpretations

could be experimentally in
uenced. The between-subjects manipulation (a single

sentence providing mild evidential support for one explanation) did not signi�cantly

shift explanation endorsement for either story. This null result is not entirely sur-

prising given that the manipulation was deliberately minimal and was included pri-

marily to ensure su�cient variability in explanation endorsement across participants

rather than as a primary experimental factor. Its failure suggests that participants

formed their interpretations on the basis of the narrative content itself rather than

being swayed by peripheral cues. Notably, participants showed an overall tendency

to favour the Mark guilty explanation for the Bar Fight story, suggesting that this

explanation may have been more compelling on the basis of the narrative content

alone. For the Dyatlov Pass story, participants were split more evenly between the

two explanations.

Another limitation is that only two narratives were used, making it di�cult

to assess the generality of the �ndings, and the two stories behaved quite di�er-

ently, with convergence being stronger for the Dyatlov Pass story than for the Bar

Fight story. This highlights the importance of careful stimulus design: competing

explanations should involve su�ciently distinct sets of events to allow meaningful

di�erentiation across measures.

Experiment 2 provides some evidence that di�erent elicitation methods can con-

verge on a common interpretation of an ambiguous narrative. However, convergence

between measures was incomplete, suggesting that the tasks may capture partly dif-

ferent aspects of participants' interpretations. Future work should therefore investi-

gate more systematically the relationship between explanation endorsement, event

selection, causal relation judgments, and counterfactual reasoning, and the extent

to which these measures re
ect a common underlying representation.
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3.5 General discussion

The aim of this project was to investigate whether formal tools developed for study-

ing causal reasoning could provide a useful framework for studying aspects of nar-

rative reasoning. More speci�cally, the project examined whether participants' rep-

resentations of stories could be reconstructed as causal graphs and whether those

graphs could be used to characterise other aspects of narrative reasoning, particu-

larly counterfactual reasoning. Across two pilot studies and two main experiments,

the project developed and evaluated a methodology that combines causal elicitation

with counterfactual judgment tasks. This work resulted in a systematic analytical

framework for representing and analysing causal structure in narrative reasoning,

including procedures and custom code for transforming participants' responses into

formal causal representations that could be compared with reference structures and

used to derive predictions about counterfactual judgments.

3.5.1 Summary of �ndings

The two pilot studies demonstrated that participants engaged meaningfully with

the tasks while also revealing important methodological challenges. Pilot Study

1 showed that participants could identify events, report causal relations, answer

counterfactual questions, and provide explanations, but that the combination of

an ambiguous narrative and free-text elicitation produced highly heterogeneous re-

sponses that were di�cult to compare systematically. Pilot Study 2 provided further

evidence that participants could identify key events and generate interpretable coun-

terfactual judgments, while also con�rming that free-text event generation remained

a major obstacle to formal analysis. Together, these �ndings motivated the more

structured elicitation procedures adopted in the main experiments.

Experiment 1 addressed this limitation by introducing a �xed set of events for

each story, allowing participant-level causal graphs to be reconstructed and anal-

ysed systematically. Participants generally recovered many of the intended causal

relations and produced counterfactual judgments that broadly corresponded to the
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predictions derived from the reference causal structures. Performance nevertheless

varied across di�erent types of causal structure. Inhibitory relations and structures

involving multiple causes proved particularly challenging. In Story 3, which con-

tained a single inhibitory relation, participants often inferred additional inhibitory

links that were not part of the intended structure, suggesting that inhibitory rela-

tionships were over-attributed.

Structures involving multiple causes also proved di�cult. For example, par-

ticipants often failed to make the counterfactual inferences implied by the OR-

gate structure in Story 4, tending instead to judge that removing one cause re-

duced the likelihood of the outcome even when an alternative su�cient cause re-

mained present. Multiple-cause structures additionally highlighted a limitation of

the present methodology: the causal elicitation task did not provide information

about how participants believed multiple causes combined to produce an outcome.

As a result, evaluating internal consistency required additional modelling assump-

tions about gate structure, speci�cally whether multiple causes were assumed to

combine according to an AND-gate or an OR-gate.

Experiment 2 extended the framework to ambiguous narratives supporting com-

peting causal explanations. Across both stories, explanation endorsement, event

selection, and counterfactual judgments showed positive convergence, suggesting

that these measures tended to align with the same interpretation of the narrative.

However, the causal structure alignment measure proved less informative than an-

ticipated, and convergence across the remaining measures was incomplete. This

suggests that the di�erent tasks may capture related but partly distinct aspects of

narrative interpretation.

3.5.2 Methodological challenges and future directions

Despite several promising �ndings, the studies also revealed important methodolog-

ical challenges.

A recurring challenge concerned the balance between 
exibility and standardiza-
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tion. Allowing participants to identify important events preserved aspects of their

own representation of the narrative, but created di�culties for coding and com-

parison. In contrast, providing a �xed set of events facilitated systematic analysis

but potentially constrained the information that participants could express. This

trade-o� is particularly important because, in many applications of narrative psy-

chology, the relevant events may not be known in advance by the researcher. For

example, when individuals describe autobiographical experiences or construct per-

sonal narratives, the events considered important may emerge from the participant

rather than being prede�ned by the experimental design. Developing methods that

allow participant-generated events to be incorporated into formal analyses therefore

remains an important direction for future research.

A further challenge concerns the role of reference causal structures in evaluating

participants' responses. In the present studies, causal accuracy was assessed relative

to causal structures speci�ed by the researchers prior to data collection. For the sim-

ple narratives used here, these reference structures provided a useful benchmark for

evaluating whether participants broadly recovered the intended causal organisation

of the stories. However, this should not be taken to imply that alternative repre-

sentations were necessarily incorrect. Even in the present materials, some aspects

of the narratives admitted multiple plausible interpretations. For example, partic-

ipants could reasonably di�er in how they interpreted the multiple-cause structure

in Story 4 or the role of Jane's promotion in Story 2. More generally, as narratives

become richer and more realistic, it becomes increasingly di�cult to specify a single

reference structure against which participant responses can be evaluated.

This issue is closely related to stimulus design. The studies suggested that

some causal structures were more readily recovered than others, indicating that the

success of the framework may depend in part on how e�ectively a narrative commu-

nicates the intended causal relationships. Consequently, low causal accuracy cannot

always be attributed to participants' representations alone, as it may also re
ect

ambiguity in the narrative itself. If causal accuracy is to be used as an informa-

tive measure, narratives must therefore be constructed so that the intended causal
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structure is communicated as clearly as possible, while minimising opportunities for

equally plausible alternative interpretations. Future work would bene�t from more

systematic methods for constructing and validating narrative stimuli, as well as

from applying the framework to a broader range of narratives in order to determine

which �ndings generalise across stories and which depend on the characteristics of

particular narratives.

The studies also highlighted limitations in the level of causal detail captured by

the elicitation procedure. Although participants could report whether events were

causally related, the task often provided insu�cient information about how those

causal relations were assumed to operate. This was particularly apparent in Ex-

periment 1 for structures involving multiple causes, where deriving counterfactual

predictions from participants' causal graphs required additional assumptions about

how the causes combined to produce outcomes. As a result, information about

the presence of causal relations was not always su�cient to determine the counter-

factual predictions implied by those relations. Future work may therefore bene�t

from developing elicitation procedures that capture richer information about how

participants represent interactions between causes and their consequences for sub-

sequent events. More generally, improved methods for representing and comparing

participant-speci�c causal structures may provide a more sensitive assessment of

narrative reasoning and help clarify the relationship between causal elicitation and

other measures of narrative understanding.
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Conclusion

This thesis brings together three projects addressing distinct areas of judgment and

reasoning: reward evaluation, legal judgments produced by large language models,

and narrative reasoning. The projects di�er substantially in subject matter, method,

and theoretical background. Nevertheless, a common thread runs through them: the

question of how representation and procedure shape the relationship between the

information available and the judgment produced.

In this thesis, representation refers to how information may be encoded, organ-

ised, and related when a judgment is formed|for example, how rewards may be

integrated into a bundle or how events within a narrative may be organised through

causal relationships. These examples re
ect theoretical and analytical possibilities

rather than direct evidence about the precise form of participants' mental represen-

tations. Procedure refers to how information is presented and evaluated, including

its order of presentation, whether judgments are made once or at di�erent stages,

and the task used to elicit a response. Representation and procedure take di�erent

forms and play di�erent roles in each domain.

The three projects therefore approach this shared question from di�erent the-

oretical and methodological perspectives. Project 1 considers representation and

procedure together by examining whether the di�culty of integrating rewards into a

stable representation is related to sensitivity to their order of presentation. Project 2

focuses on procedural stability by testing whether judgments change when the legal

evidence remains the same but its order or the stages of evaluation vary. Project 3 fo-
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cuses on formal representation by examining whether causal models can formalise as-

pects of participants' narrative reasoning and support systematic comparison across

elicitation tasks. The projects do not test a common mechanism. Instead, they

examine complementary ways in which the path from information to judgment may

depend on more than informational content alone.

Viewed together, the original contribution of the thesis can be divided into three

related forms: empirical, theoretical, and methodological.

Empirically, Project 1 provides evidence that less-is-more e�ects and order ef-

fects can be associated: greater sensitivity to presentation order was accompanied

by a greater tendency to rate the large reward more favourably than the correspond-

ing bundle. Project 2 shows that judgments produced by GPT-4o and GPT-5.2 in a

legal judgment task were in
uenced by the order of the evidence and by whether an

intermediate evaluation was required. The prompt-based mitigation strategies some-

times changed the size or form of these e�ects, but did not reliably eliminate them.

Project 3 shows that participants identi�ed many of the intended causal relations

within narratives and produced counterfactual judgments that broadly corresponded

both to the reference structures and to their own reported causal relations. In am-

biguous narratives, responses obtained through di�erent tasks also tended to re
ect

the same interpretation, although the strength of this alignment varied.

Theoretically, the �ndings from Project 1 are consistent with the incompatibil-

ity account. According to this account, the di�culty of integrating the components

of some reward bundles into a stable representation may contribute to both less-is-

more e�ects and order e�ects. Project 2 suggests that procedural bias is relevant not

only to human judgment but also to judgments produced by large language models.

It also suggests that model reliability should be assessed not only by the apparent

quality of a response, but also by whether that response remains stable when the

evidential content is unchanged but the presentation or evaluation procedure varies.

The limited success of the mitigation strategies further suggests that this procedural

sensitivity may not be easily reduced through the types of prompt-based interven-
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tion examined here. Project 3 suggests that causal models may provide a useful

framework for formalising aspects of how participants understand and reason about

narratives. This does not depend on the assumption that narratives are literally

represented as DAGs. Rather, causal models provide a way of expressing aspects

of participants' interpretations in a form that can be compared, quanti�ed, and re-

lated to other judgments. They may therefore o�er a useful starting point for the

development of more systematic formal accounts of narrative reasoning.

Methodologically, the later experiments in Project 1 employed a within-participant

paradigm in which less-is-more e�ects and order e�ects were measured directly for

the same participant and reward pair. This allowed their relationship to be exam-

ined at the level of individual participant{pair observations, rather than indirectly

through categories based on pair-level averages. The paradigm was also imple-

mented using both sequential and progressive presentation formats, allowing the

relationship to be examined under di�erent memory demands. Project 2 adapted a

legal-judgment paradigm from previous human research for use with large language

models, while keeping the materials, experimental manipulations, and response for-

mat closely matched. This provides a systematic way of comparing how humans

and models respond to the same changes in evidence order and evaluation proce-

dure, and o�ers an approach for studying procedural sensitivity in large language

model judgments. Project 3 developed a structured procedure for translating partic-

ipants' causal-relation judgments into adjacency matrices representing participant-

level DAGs. This common formal representation allowed the graphs to be compared

systematically across participants and against reference causal structures. In the

�xed-event version of the paradigm, interventions could also be propagated through

each participant's graph to derive participant-speci�c counterfactual predictions.

These predictions could then be compared with participants' observed responses

to assess internal consistency between their causal and counterfactual judgments.

More broadly, the project combined causal elicitation with event selection, explana-

tion endorsement, and counterfactual tasks within the same participants, making it

possible to examine how responses obtained through these di�erent tasks related to
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one another.

Having outlined these contributions, the following sections consider each project

in greater detail before drawing together the broader implications of the thesis.

Project 1: Less-is-more e�ects and incompatibility

In the �rst project, we examined whether less-is-more e�ects in reward evaluation

are related to order e�ects. The results provide evidence that the two e�ects can be

associated. This pattern is consistent with the incompatibility account, according

to which some reward combinations are di�cult to represent jointly in a stable way.

While these �ndings do not constitute a formal test of a quantum probability model,

they provide some empirical support for this account and motivate the development

of more explicit formal models.

Developing such models presents a number of challenges. Quantum cognitive

models have been used to explain a range of judgment phenomena, including or-

der e�ects, conjunction fallacies, and violations of classical decision principles (J.

Trueblood et al., 2017; Yearsley & Trueblood, 2018). However, the existence of

successful quantum models for other judgment phenomena does not mean that a

satisfactory model of less-is-more e�ects can be constructed easily. It is relatively

straightforward to construct simple low-dimensional models that reproduce quali-

tative patterns such as less-is-more e�ects and order e�ects. However, extending

such models to represent a richer space of rewards and reward combinations intro-

duces substantial technical and conceptual challenges. For example, rotations in

higher-dimensional spaces are di�cult to parametrise in a simple way, and there is

currently no generally accepted method for constructing belief-updating models of

this kind in higher-dimensional settings (Gallus et al., 2024).

As a result, the present work should be understood as a �rst step toward a more

complete formal account, testing a qualitative prediction derived from incompat-

ibility rather than a fully speci�ed quantum model. In this respect, the value of
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the incompatibility framework lies less in its mathematical formalism than in its

ability to provide a principled explanation for why less-is-more e�ects and order ef-

fects should be expected to co-occur. The present �ndings therefore provide support

for the proposed relationship between these phenomena, although they do not by

themselves establish the full mechanism through which incompatibility gives rise to

less-is-more e�ects.

The �ndings should also be interpreted in light of alternative explanations. Ex-

isting accounts of less-is-more e�ects include evaluability-based explanations (Hsee,

1998), reason-based choice accounts (Sha�r et al., 1993), averaging or a�ect-heuristic

explanations (Kralik et al., 2012), and potentially attentional or memory-based

mechanisms. Some of these accounts may explain why adding a positively valued

component can reduce overall evaluation. However, none of them naturally predicts

a systematic relationship between less-is-more e�ects and order e�ects. By contrast,

the incompatibility account treats both phenomena as consequences of the same

underlying representational di�culty. The present �ndings are therefore consistent

with the incompatibility account and provide support for a prediction that distin-

guishes it from existing alternatives. At the same time, alternative explanations

remain possible, and future work should examine whether competing accounts can

be extended or modi�ed to explain the observed relationship between less-is-more

e�ects and order e�ects. Doing so will likely require methods that provide additional

information about the processes underlying evaluation, rather than relying solely on

�nal judgments.

One possible direction would involve combining the present paradigm with meth-

ods that provide additional information about the processes involved in arriving at

evaluations, such as response-time analysis, eye tracking, mouse tracking, or think-

aloud procedures. For example, eye-tracking measures could reveal how participants

allocate attention across reward components, whereas response-time measures could

indicate whether certain reward combinations require more e�ortful processing than

others. Think-aloud procedures may also provide insight into the strategies partici-

pants report using when evaluating bundles, including whether they focus on indi-
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vidual rewards, compare rewards explicitly, or refer to the combination of rewards

as a whole. Such evidence could help distinguish between incompatibility-based

explanations and alternative accounts.

A related question concerns the conditions under which the relationship between

less-is-more e�ects and order e�ects becomes stronger or weaker. The familiarity

manipulation examined in the present work provides an initial step in addressing

this issue. The motivation behind the manipulation was that familiarity might facil-

itate the construction of a more integrated representation of a reward pair, thereby

reducing incompatibility between its components. Related �ndings suggest that ex-

perience and training may in
uence the extent to which quantum-like patterns of

judgment are observed. For example, J. Trueblood et al. (2017) found that be-

haviour in a causal reasoning task became more consistent with Bayesian models of

inference (based on classical probability theory) rather than quantum-like models

after training.

Although the familiarity manipulation did not signi�cantly reduce either less-is-

more e�ects or order e�ects in the full sample, exploratory analyses suggested that

participants who engaged more deeply with the familiarity task showed a weaker

relationship between the two e�ects. This �nding raises the possibility that incom-

patibility may vary as a function of experience or familiarity with a reward pair,

rather than being a �xed property of the pair itself. If so, the same reward pair

might be more or less incompatible depending on a person's experience or knowl-

edge.

This possibility highlights a limitation of approaches that rely solely on average

e�ects across reward pairs. If incompatibility depends partly on how individual par-

ticipants represent a given reward combination, then averaging across participants

may obscure important variation in the underlying process. This consideration was

one motivation for the later experiments in the research programme, which moved

towards within-participant analyses that measured less-is-more e�ects and order ef-

fects simultaneously for the same reward pairs. Such designs make it possible to
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examine the relationship between the two e�ects at the level of individual evalua-

tions, rather than relying exclusively on aggregate patterns.

Future research could take both con�rmatory and exploratory approaches. A

con�rmatory approach would derive predictions from the incompatibility account

and test whether manipulations expected to reduce incompatibility also reduce less-

is-more e�ects, order e�ects, or the relationship between them. The familiarity

manipulation in the present work followed this logic.

At the same time, exploratory work remains important because the factors that

determine incompatibility are not yet well understood. Variables such as exper-

tise, cognitive load, time pressure, motivational state, or repeated exposure may

in
uence whether reward components are represented as a coherent whole or as sep-

arate elements. There is some evidence that such factors in
uence the emergence of

quantum-like e�ects (e.g., Huang et al., 2025), although the literature remains frag-

mented and no general synthesis currently exists. Examining these factors could help

identify the boundary conditions of the incompatibility account. Once such mod-

erators are identi�ed, they can be tested more directly in subsequent con�rmatory

studies.

An important question concerns the generality of the observed relationship be-

tween less-is-more e�ects and order e�ects. Although the present studies examined

multiple types of reward bundles and presentation formats, they nevertheless relied

on relatively simpli�ed evaluation tasks and primarily used happiness ratings as the

dependent measure. Future work should therefore examine whether the relationship

extends to more naturalistic settings involving repeated choices, consequential out-

comes, �nancial incentives, or more complex reward structures, as well as to other

stimulus domains such as consumer products, charitable donations, marketplace val-

uations, and food choices. It would also be informative to investigate alternative

response measures, including direct choices and preference rankings. Demonstrat-

ing convergence across di�erent contexts, stimuli, and evaluation procedures would

provide stronger evidence that the observed association re
ects a general feature
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of evaluative cognition rather than a property of a particular task or measurement

method.

The �ndings also raise broader questions regarding how multi-component op-

tions are represented in judgment and decision-making. Most classical theories of

utility assume that the value of a bundle can be derived from the values of its individ-

ual components according to some integration rule (Von Neumann & Morgenstern,

1944). The speci�c rule may vary across theories, but a common assumption is

that the bundle possesses a stable value that can, in principle, be computed from its

parts. Under this view, the order in which components are considered should not af-

fect the �nal evaluation. The incompatibility account challenges this assumption by

suggesting that some reward components may not be jointly representable within a

single stable mental representation. From this perspective, less-is-more e�ects may

re
ect a more general limitation of classical approaches to utility and preference

construction, namely the assumption that multi-component options always possess

a well-de�ned and order-independent value.

More broadly, the present �ndings suggest that less-is-more e�ects should not

be treated as an isolated phenomenon in reward evaluation. The results provide

evidence that they can be related to order e�ects, a relationship that theoretical

accounts should consider. The incompatibility account provides one possible ex-

planation by treating both e�ects as consequences of the same underlying repre-

sentational di�culty, although whether this explanation is correct remains an open

question. The main contribution of the project is therefore not the validation of

a particular model, but the identi�cation and direct investigation of a potentially

important empirical relationship that future theories of reward evaluation should

address.
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Project 2: Procedural bias and large language mod-

els

In the second project, we showed that large language models are systematically in-


uenced by how information is presented in a legal judgment task. Judgments varied

depending on the order in which evidence was presented and whether the model was

required to make an intermediate judgment, and these e�ects proved resistant to

simple prompt-based interventions. These �ndings raise practical concerns about the

use of such systems in decision-support contexts. They also contribute to a broader

discussion about whether large language models can provide useful models of human

cognition. Recent advances in these systems have led to increasingly sophisticated

performance across a wide range of reasoning and language tasks, prompting grow-

ing interest in the extent to which their behaviour resembles human judgment. The

present �ndings add to this discussion by showing that large language models can

exhibit judgment patterns that resemble those observed in humans.

Human order e�ects may arise for a variety of reasons, including memory limi-

tations, the in
uence of earlier information on the interpretation of later evidence,

or di�erences in how attention is allocated across pieces of evidence (Buongiorno

et al., 2025; Wojciechowski et al., 2025). Similar e�ects in large language models

may arise from di�erent properties of these systems, such as their sensitivity to the

sequential structure of the input. Understanding when similar patterns of judgment

re
ect similar underlying processes, and when they do not, therefore remains an

important challenge for future research at the intersection of cognitive psychology

and arti�cial intelligence.

Regardless of whether these similarities re
ect common underlying processes, the

present �ndings show that biases similar to those observed in human legal judgment

can emerge in large language models even in contexts where consistency and impar-

tiality are especially important. Legal decision-making is particularly informative

in this respect because it carries strong expectations that judgments should remain

stable when the underlying evidence remains unchanged. The fact that model judg-
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ments were in
uenced by changes in presentation despite no change in the evidence

raises important questions about the reliability of such systems in applied settings.

More broadly, the �ndings suggest that improvements in model capability do

not necessarily make judgments more consistent or reliable. A model may generate

sophisticated legal arguments and accurate factual summaries while still being in
u-

enced by features of a task that should not a�ect the �nal judgment. This distinction

highlights a broader issue in arti�cial intelligence research: competence, reliability,

and robustness are not necessarily the same thing. Evaluations that focus primarily

on whether a model produces plausible or well-reasoned outputs may therefore be

insu�cient.

Several important limitations and future directions emerge from the present

�ndings. First, the study examined only a limited number of models and prompt-

ing conditions at a particular stage of large language model development. Because

these systems continue to evolve rapidly, the e�ects observed here may not gener-

alise straightforwardly to future models. At the same time, it is possible that they

re
ect a more fundamental feature of how large language models process informa-

tion. Because these systems process information one step at a time, with each step

in
uenced by what came before, the order and structure of information may a�ect

judgments even in highly capable models. Future research should therefore exam-

ine whether these e�ects diminish as models improve or whether order sensitivity

remains an important characteristic of large language model-based systems.

Relatedly, the present work examined only relatively simple prompt-based inter-

ventions. Although these manipulations had limited success in reducing the observed

e�ects, more elaborate approaches may yield di�erent results. For example, future

work could require models to generate and compare multiple competing interpreta-

tions of a case before reaching a �nal judgment, rather than committing to a single

interpretation early in the reasoning process. Other approaches could introduce a

separate veri�cation stage in which an initial judgment is reviewed after all evi-

dence has been considered, potentially reducing sensitivity to the order in which
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information was presented.

Future work could also examine whether these e�ects persist in more realistic

legal settings. The present paradigm necessarily simpli�ed many aspects of legal

decision-making in order to maintain experimental control and comparability with

prior human studies. Real legal cases often involve longer sequences of evidence,

con
icting testimony, uncertainty about the quality of evidence, and complex social

or moral considerations. Determining whether the same e�ects emerge under such

conditions will be important for assessing the practical suitability of these systems.

The importance of these issues extends beyond legal decision-making. In do-

mains such as medicine, public policy, and education, users often expect equivalent

information to lead to equivalent conclusions. The present �ndings suggest that

this expectation cannot always be taken for granted. More broadly, these �ndings

illustrate why the study of bias and judgment in large language models has become

increasingly important. The challenge is no longer simply whether large language

models can produce convincing answers, but whether they reach those answers in a

robust and dependable manner.

Research on large language models may provide insights that extend beyond ar-

ti�cial intelligence itself. Comparisons between human and arti�cial judgment create

a new opportunity to study which aspects of reasoning depend on general properties

of information processing and which are speci�c to human cognition. When similar

judgment patterns emerge in systems with radically di�erent architectures, this may

point to broader principles governing how complex systems integrate and evaluate

information. Conversely, when human and arti�cial judgments diverge, those di�er-

ences can help clarify what is distinctive about human reasoning. In this sense, the

study of large language models is not only a way of understanding arti�cial systems,

but also a new tool for investigating judgment and cognition more generally.

238



Project 3: Narrative reasoning and causal mod-

elling

In the third project, we developed and evaluated a methodology for studying narra-

tive reasoning using DAGs. The central aim of this project was to explore whether

formal causal models could provide a useful framework for studying narrative rea-

soning. In particular, the project examined whether representations derived from

participants' responses could capture meaningful aspects of their understanding of a

story and whether di�erent measures, including causal judgments and counterfactual

judgments, would show evidence of coherence.

The results suggest that participants' responses can be translated into formal

causal representations and analysed systematically, providing preliminary support

for the use of DAG-based methods in the study of aspects of narrative reasoning. At

the same time, the �ndings highlight important limitations of the current paradigm

and the challenges involved in formalising narrative reasoning. The primary con-

tribution of the project is therefore methodological: the development and initial

evaluation of a formal approach that brings tools from causal reasoning research

into the study of narratives. As an exploratory project, the goal was not to test

a comprehensive theory of narrative cognition, but to evaluate the feasibility of a

more formal approach to studying narrative reasoning.

Beyond its methodological contribution, the project also raises a broader the-

oretical question: to what extent can formal causal models be used to study how

people reason about stories? DAGs provide a formal language for representing causal

relations and generating predictions about interventions and counterfactuals (Pearl,

2000). However, there is substantial evidence that human causal reasoning does not

always conform to the assumptions of formal causal models (Rehder, 2014; Rottman

& Hastie, 2016). These challenges may be particularly relevant in narrative contexts,

where people often interpret events in light of their background knowledge, assump-

tions about characters' intentions, and their understanding of the story as a whole.

Such in
uences are di�cult to represent using causal structure alone.
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The present �ndings should therefore not be interpreted as evidence that nar-

ratives are literally represented as DAGs. Rather, they suggest that DAGs may

provide a useful analytical framework for investigating how people understand and

reason about narratives. The value of the approach is not that it perfectly captures

narrative cognition, but that it may provide a basis for representing participants' in-

terpretations of narratives in a form that can be compared, quanti�ed, and evaluated

empirically. Such representations make it possible to compare participant-speci�c

causal models, assess their similarity to reference structures, and evaluate their con-

sistency with other measures collected from the same participants.

More generally, the project illustrates both the value and the limits of formalisa-

tion in narrative research. The present �ndings suggest that some aspects of narra-

tive reasoning can be represented using formal causal structures, but also highlight

the challenges involved in applying such approaches to complex narratives. Any for-

mal representation necessarily simpli�es its subject matter. The question is therefore

not whether a causal model can capture every aspect of a story, but whether it can

capture enough structure to support systematic comparison, quantitative analysis,

and the generation of testable predictions. The present �ndings suggest that causal

structure may provide one useful starting point.

This project was explicitly exploratory in nature, and several limitations point

toward important directions for future work. One major limitation concerns the

relative simplicity of the narratives and causal structures used in the present stud-

ies. Although simpli�ed stories were necessary in order to establish methodological

tractability and permit formal comparison between participant responses and refer-

ence causal structures, real-world narratives are often substantially more complex,

ambiguous, and context-dependent. Future research should therefore investigate

whether the present paradigm can be extended to richer and more naturalistic nar-

ratives. In particular, it remains unclear whether the present methodology can be

applied successfully to domains such as autobiographical narratives, historical ex-

planations, legal testimony, or literary �ction. Exploring such extensions would help

clarify both the scope and the limitations of formal causal approaches to narrative
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reasoning.

A related limitation concerns the representational assumptions underlying the

use of DAGs. DAGs provide a useful formal language for representing causal de-

pendencies and deriving counterfactual predictions (Pearl, 2000), but they may cap-

ture only a limited aspect of narrative reasoning. Human narrative reasoning often

depends on the interpretation of meaning, intentions, emotions, and background

knowledge that extend beyond formal causal structure alone. In addition, many

narratives involve causal relationships that are unclear, contested, or revised as the

story unfolds. Readers may reinterpret earlier events in light of later revelations, and

characters may in
uence one another in ways that resemble reciprocal or cyclical

interactions. Such features are di�cult to represent within standard DAG frame-

works. Future work could therefore explore richer representational approaches that

integrate causal modelling with broader theories of narrative comprehension and

event representation.

The present paradigm also relied primarily on explicit elicitation methods, re-

quiring participants to report causal relations directly and answer structured coun-

terfactual questions. Such methods provide important advantages for formal analy-

sis, but they may not fully capture the inferences readers generate spontaneously or

the ways in which narrative interpretations develop and change as a story unfolds.

Future work could investigate how causal representations emerge during reading

rather than focusing only on participants' �nal responses after a story has been

completed. For example, readers' interpretations may change as new information is

encountered, leading them to revise earlier assumptions about causal relationships

within the narrative. Examining how such revisions unfold over time could provide

insight into the processes through which narrative representations are constructed,

updated, and maintained during comprehension. Such questions could be investi-

gated by presenting narratives incrementally and measuring how readers revise their

causal judgments when later events alter the interpretation of earlier parts of the

story.
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Finally, the present research should not be understood as proposing a �nal the-

ory of narrative reasoning. Rather, it represents an attempt to complement existing

approaches by introducing a formal and quantitative methodology for studying one

aspect of how people understand and reason about stories. The goal is not to replace

qualitative or descriptive accounts of narrative reasoning, but to provide additional

tools for representing, comparing, and evaluating narrative interpretations system-

atically.

General re
ections

We now return to the issue of how the three projects �t together. At �rst sight,

they address quite di�erent questions. One examines the evaluation of reward com-

binations, another examines legal judgment in large language models, and a third

examines the formalisation of causal aspects of narrative reasoning. They do not

converge on a single theoretical account. Taken together, however, they show why

judgments cannot always be understood as direct responses to informational content

alone. The way information is represented, the order and stages through which it

is presented and evaluated, and the task used to elicit a response may all a�ect the

judgment that is produced. Although these factors do not operate in the same way

in each domain, each project shows that the process through which a judgment is

obtained forms part of what must be explained.

Studying how representation and procedure a�ect judgment requires empiri-

cal investigation alongside formal and comparative approaches. Quantum-inspired

accounts provide hypotheses about why judgments may be sensitive to the order

and combination of information. Causal models make proposed relations among

events explicit and allow their implications for interventions and counterfactuals to

be derived. Comparisons between human and arti�cial judgment provide a di�er-

ent form of evidence by showing whether similar patterns of procedural sensitivity

arise in systems with very di�erent architectures. Together, these approaches make

di�erent aspects of the relationship between information and judgment available for
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systematic study.

These approaches are informative, but each has limitations. Formal models nec-

essarily isolate selected aspects of reasoning, while comparisons between systems can

identify similarities and di�erences in behaviour without, by themselves, explaining

the processes that produced them. Human judgments may depend on background

knowledge, context, attention, and memory, whereas model judgments may depend

on the order and structure of the input, the instructions provided, and the model's

previous responses. Similar patterns of behaviour across humans and models there-

fore do not establish that the underlying processes are the same.

This broader perspective also has implications for how judgments should be

evaluated. It is not enough to ask whether a human or model judgment conforms

to normative expectations in a particular task. It is also important to determine

whether that judgment remains stable when the informational content is unchanged

but the presentation or evaluation procedure varies. From this perspective, procedu-

ral sensitivity and departures from normative standards are informative not merely

because they identify errors or biases, but because they may provide evidence about

the representational and computational properties of human and arti�cial systems.

Important questions remain within each project. The incompatibility account

of less-is-more e�ects requires substantial formal development. The origins and gen-

erality of procedural biases in large language models remain unclear. The narrative

paradigm introduced here requires further re�nement and validation. The contri-

bution of this thesis therefore lies not in providing �nal theoretical explanations,

but in establishing and characterising a set of phenomena, developing methods for

studying them, and providing an empirical basis for future theoretical development.
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Appendix A

Reward Pairs Used in

Experiment 1 (Chapter 1)

Table A.1 lists all 45 reward pairs evaluated in Experiment 1, along with the es-

timated monetary value assigned to each reward. Values were determined by the

experimenters prior to data collection and were displayed to participants during the

willingness-to-pay task.

PairLarge reward Value

(£)

Small reward Value

(£)

1 A voucher for a meal at a fancy

steakhouse

180 A small box of shortbread bis-

cuits

2

2 A voucher for a meal at a fancy

steakhouse

180 A small blanket 8

3 A voucher for a meal at a fancy

steakhouse

180 A beanie hat 7

4 A free ticket for a three-day

famous music festival of your

choice

220 A plastic lemon squeezer 3
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PairLarge reward Value

(£)

Small reward Value

(£)

5 A free ticket for a three-day

famous music festival of your

choice

220 A thermos bottle 10

6 A free ticket for a three-day

famous music festival of your

choice

220 A cookbook 7

7 A helicopter ride above the

seacoast

220 A co�ee mug 4

8 A helicopter ride above the

seacoast

220 A voucher to be used in a

sportswear shop

10

9 A helicopter ride above the

seacoast

220 A small desk bin 7

10 A box of 12 �ne red wine bot-

tles

250 A voucher to be used in a

candy shop

5

11 A box of 12 �ne red wine bot-

tles

250 A voucher for a meal at a fast-

food chain

10

12 A box of 12 �ne red wine bot-

tles

250 A voucher to be used in a


ower shop

7

13 Two one-year museum mem-

berships with exclusive re-

wards

250 A voucher to be used in a sta-

tionery store

5

14 Two one-year museum mem-

berships with exclusive re-

wards

250 A one-month free streaming

service subscription

12

15 Two one-year museum mem-

berships with exclusive re-

wards

250 A mini whiteboard with pens 7

16 A one-year gym membership 350 A beanie hat 7
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PairLarge reward Value

(£)

Small reward Value

(£)

17 A one-year gym membership 350 A small box of shortbread bis-

cuits

2

18 A one-year gym membership 350 A small blanket 8

19 An ergonomic desk chair 450 A cookbook 7

20 An ergonomic desk chair 450 A plastic lemon squeezer 3

21 An ergonomic desk chair 450 A thermos bottle 10

22 A package of �ve one-hour

massages at a luxury spa

475 A small desk bin 7

23 A package of �ve one-hour

massages at a luxury spa

475 A co�ee mug 4

24 A package of �ve one-hour

massages at a luxury spa

475 A voucher to be used in a

sportswear shop

10

25 A barista-style co�ee machine 750 A voucher to be used in a


ower shop

7

26 A barista-style co�ee machine 750 A voucher to be used in a

candy shop

5

27 A barista-style co�ee machine 750 A voucher for a meal at a fast-

food chain

10

28 High-quality speakers 750 A mini whiteboard with pens 7

29 High-quality speakers 750 A one-month free streaming

service subscription

12

30 High-quality speakers 750 A voucher to be used in a sta-

tionery store

5

31 A top-of-the-line smartphone 1050 A small blanket 8

32 A top-of-the-line smartphone 1050 A beanie hat 7

33 A top-of-the-line smartphone 1050 A small box of shortbread bis-

cuits

2
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PairLarge reward Value

(£)

Small reward Value

(£)

34 A voucher for a luxurious all-

inclusive week in Paris for two

persons

1250 A thermos bottle 10

35 A voucher for a luxurious all-

inclusive week in Paris for two

persons

1250 A cookbook 7

36 A voucher for a luxurious all-

inclusive week in Paris for two

persons

1250 A plastic lemon squeezer 3

37 A one-week stay in a large

mountain cabin in the French

Alps

1800 A voucher to be used in a

sportswear shop

10

38 A one-week stay in a large

mountain cabin in the French

Alps

1800 A small desk bin 7

39 A one-week stay in a large

mountain cabin in the French

Alps

1800 A co�ee mug 4

40 A 14-inch MacBook Pro 2400 A voucher for a meal at a fast-

food chain

10

41 A 14-inch MacBook Pro 2400 A voucher to be used in a


ower shop

7

42 A 14-inch MacBook Pro 2400 A voucher to be used in a

candy shop

5

43 A one-week holiday in the Mal-

dives for two persons

2500 A one-month free streaming

service subscription

12

44 A one-week holiday in the Mal-

dives for two persons

2500 A mini whiteboard with pens 7
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PairLarge reward Value

(£)

Small reward Value

(£)

45 A one-week holiday in the Mal-

dives for two persons

2500 A voucher to be used in a sta-

tionery store

5
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Appendix B

Mathematical Relationship

Between Order-E�ect and

Less-is-More Scores (Chapter 1)

During additional checks carried out after submission of the thesis, we identi�ed that

the order-e�ect (OE) and less-is-more (LIM) measures used in Experiments 3a, 3b,

and 4 share a mathematical component. This appendix explains the relationship be-

tween the two measures, reports additional analyses using an adjusted LIM measure,

and considers the impact of these analyses on the conclusions of the project.

B.1 Mathematical relationship between OE and

LIM

For each participant j and reward pair i, the OE score was de�ned as the absolute

di�erence between the two bundle ratings:

OEij =
∣∣RLS

ij �RSL
ij

∣∣ ; (B.1)
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where RLS
ij is the rating of the bundle when the large reward was presented �rst and

RSL
ij is the rating when the small reward was presented �rst.

The original LIM score was de�ned as the larger of the two di�erences between

the rating of the large reward alone and the two bundle ratings:

LIMij = max
{
RL

ij �RSL
ij ; R

L
ij �RLS

ij

}
: (B.2)

This de�nition can also be written as:

LIMij = RL
ij �min

{
RSL

ij ; R
LS
ij

}
: (B.3)

For any two values a and b,

min(a; b) =
a+ b� ja� bj

2
: (B.4)

Applying this identity to the two bundle ratings gives:

LIMij = RL
ij �

RSL
ij +RLS

ij �
∣∣RSL

ij �RLS
ij

∣∣
2

(B.5)

= RL
ij �

RSL
ij +RLS

ij

2
+

1

2
OEij: (B.6)

This derivation shows that half of the OE score is already included in the original

LIM score. In an analysis predicting LIM from OE, part of the predictor is therefore

also contained in the outcome. Even if OE had no relationship with the remaining

component of LIM, this shared term would contribute 0:50 to the estimated OE co-

e�cient. The observed positive association may therefore re
ect, at least partly, the

way the measures were calculated rather than a psychological relationship between
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the two e�ects.

B.2 Adjusted LIM measure

To examine whether the association extended beyond this shared mathematical

component, an adjusted LIM score was calculated by subtracting half of the OE

score from the original LIM score:

LIMAdjusted
ij = LIMij �

1

2
OEij (B.7)

= RL
ij �

RSL
ij +RLS

ij

2
: (B.8)

The adjusted measure therefore compares the rating of the large reward alone with

the mean of the two bundle ratings. Unlike the original measure, it does not contain

the direct mathematical contribution of OE. It was therefore used in the additional

analyses below to assess whether OE remained associated with the remaining com-

ponent of LIM after the shared 1
2
OE term had been removed. In other words, the

analyses tested whether the association between OE and LIM extended beyond the

relationship produced by the way the original measures were calculated.

B.3 Additional analyses

B.3.1 Experiment 3a

Adjusted LIM scores were calculated for all participant{pair observations in Exper-

iment 3a.

The co-occurrence analysis was then repeated using the adjusted LIM score as

the dependent variable. The model retained the same random-e�ects structure as

the original analysis, with by-participant random intercepts and slopes for OE and

a by-pair random intercept.
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OE remained positively associated with adjusted LIM scores, b = 0:14, SE =

0:04, t(148:05) = 3:30, p = :001. The coe�cient was smaller than in the original

analysis (b = 0:64). As expected from the mathematical derivation, the coe�cient

decreased by exactly 0:50 after the shared component was removed. The Experi-

ment 3a results therefore provide evidence of a positive association between OE and

LIM beyond the direct mathematical relationship between the original measures,

although the strength of this association was reduced.

B.3.2 Experiment 3b

The co-occurrence analysis was repeated using adjusted LIM scores while retaining

the same random-e�ects structure as in the original analysis, with by-participant

and by-pair random intercepts and slopes for OE.

OE was not signi�cantly associated with adjusted LIM scores, b = �0:03, SE =

0:10, t(11:23) = �0:32, p = :758. As expected from the mathematical derivation, the

coe�cient was exactly 0:50 smaller than the coe�cient obtained using the original

LIM measure (b = 0:47).

The Experiment 3b results therefore do not provide evidence of an association

between OE and LIM beyond the direct mathematical relationship between the

original measures.

B.3.3 Experiment 4

Co-occurrence analysis The co-occurrence analysis was repeated using adjusted

LIM scores while retaining the same random-e�ects structure as in the original

analysis, with by-participant and by-pair random intercepts.

OE remained positively associated with adjusted LIM scores, b = 0:15, SE =

0:02, t(2851:72) = 6:35, p < :001. The coe�cient was smaller than in the original

analysis (b = 0:65). As expected from the mathematical derivation, the coe�cient

decreased by exactly 0:50 after the shared component was removed.
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The Experiment 4 results therefore provide further evidence of a positive asso-

ciation between OE and LIM beyond the direct mathematical relationship between

the original measures, although the strength of the association was reduced.

E�ect of familiarity on adjusted LIM The e�ect of familiarity on LIM was also

examined using the adjusted measure. Familiarity was not signi�cantly associated

with adjusted LIM scores, b = �0:07, SE = 0:10, t(286) = �0:76, p = :450. This

is consistent with the original analysis, in which the e�ect of familiarity on LIM

was also not signi�cant. The conclusion that the familiarity manipulation did not

reliably reduce LIM scores therefore remained unchanged.

Moderation by familiarity Subtracting half of OE from LIM reduces the OE

slope by the same amount in both familiarity conditions. It therefore does not change

the di�erence between the two slopes, represented by the interaction between OE

and familiarity. The moderation analyses were nevertheless repeated to con�rm that

the original conclusions remained unchanged.

In the full sample, the estimated adjusted OE slope was 0:18 in the no-familiarity

condition and 0:10 in the familiarity condition. The interaction remained non-

signi�cant and was identical to that in the original analysis, b = �0:08, SE = 0:05,

t(2862:93) = �1:69, p = :091. The conclusion that familiarity did not signi�cantly

moderate the OE{LIM relationship in the full sample was therefore unchanged.

In the high-engagement subsample, the estimated adjusted OE slope was 0:24 in

the no-familiarity condition and approximately �0:01 in the familiarity condition.

The interaction also remained identical to that in the original analysis and remained

signi�cant, b = �0:25, SE = 0:08, t(938:74) = �3:08, p = :002. The original

�nding that the OE{LIM relationship was weaker in the familiarity condition among

participants with higher engagement-index scores therefore remained unchanged.
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B.4 Impact on the overall conclusions

Table B.1 summarises the original and adjusted OE{LIM associations across Exper-

iments 3a, 3b, and 4.

Table B.1: Original and adjusted OE{LIM associations

Experiment Original b Adjusted b Adjusted SE Adjusted p

Experiment 3a 0.64 0.14 0.04 .001
Experiment 3b 0.47 �0:03 0.10 .758
Experiment 4 0.65 0.15 0.02 < :001

The additional analyses show that the estimated relationship between OE and

LIM in the original analyses was partly explained by the mathematical relationship

between the two measures. As expected from the derivation above, removing the

shared component reduced the OE coe�cient by exactly 0:50 in each experiment.

A positive association remained in Experiments 3a and 4, indicating that the

relationship observed in these experiments was not entirely produced by the con-

struction of the measures. In Experiment 3b, however, there was no evidence of an

association after the adjustment. The adjusted analyses therefore provide evidence

of an association beyond the shared mathematical component in two of the three

experiments, rather than consistently across all three.

The conclusions concerning familiarity in Experiment 4 were largely unchanged.

Familiarity did not signi�cantly a�ect adjusted LIM scores, and it did not signi�-

cantly moderate the OE{LIM relationship in the full sample. Among participants

with higher engagement-index scores, the interaction between OE and familiarity

remained signi�cant. In both moderation analyses, subtracting half of OE reduced

the estimated OE slope by 0:50 in each familiarity condition. Because both slopes

were reduced by the same amount, the di�erence between them|and therefore the

interaction|remained unchanged.

The adjusted LIM measure provides a test of the OE{LIM relationship after

removing the direct mathematical overlap between the two measures. It di�ers from
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the original LIM measure, which captures whether a less-is-more e�ect occurred un-

der at least one presentation order, because it compares the large reward alone with

the average bundle evaluation across both orders. The adjusted analyses therefore

provide a cleaner assessment of whether OE and LIM are associated beyond the way

the original measures were calculated.

263



Appendix C

Case-Level Results (Chapter 2)

Figures C.1{C.3 present mean �nal guilt ratings by case for human participants,

GPT-4o, and GPT-5.2, respectively. For each participant group or model, results

are shown as a function of evidence order (G{I vs. I{G) and rating condition (single

vs. double). Error bars represent �1 standard error of the mean.

264



krzysztof lucjan mateusz

artur jakub jaroslaw

G−I I−G G−I I−G G−I I−G

2.5

5.0

7.5

2.5

5.0

7.5

Order

M
ea

n 
gu

ilt
 ra

tin
g

Rating condition
double

single

Humans

Figure C.1: Mean �nal guilt ratings by case for human participants, shown as a
function of evidence order (G{I vs. I{G) and rating condition (single vs. double).
Error bars represent �1 standard error of the mean.
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Figure C.2: Mean �nal guilt ratings by case for GPT-4o in the baseline condition
(PE = 0), shown as a function of evidence order (G{I vs. I{G) and rating condition
(single vs. double). Error bars represent �1 standard error of the mean.
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Figure C.3: Mean �nal guilt ratings by case for GPT-5.2 in the baseline condition
(PE = 0), shown as a function of evidence order (G{I vs. I{G) and rating condition
(single vs. double). Error bars represent �1 standard error of the mean.
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Appendix D

Pilot Study 1 (Chapter 3)

This appendix reports the �rst pilot study conducted as part of the research pro-

gramme described in Chapter 3. The study is reported in full here for completeness;

a summary of its key �ndings and methodological implications is provided in the

main text.

D.1 Introduction

Pilot Study 1 provided an initial test of the methodological approach developed as

part of the research programme described in Chapter 3. The aim was primarily

exploratory: to assess whether the proposed survey design was understandable and

usable, whether participants completed the tasks as intended, and whether their

responses could be used to identify the causal relations they perceived between

events in a story.

Participants read a �ctional story describing a murder, constructed to support

two alternative causal explanations: one in which the victim's son is responsible,

and one in which an unknown intruder committed the crime. Each explanation can

be represented as a DAG, and the two structures generate di�erent predictions for

speci�c counterfactual questions.
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Participants completed a set of tasks designed to probe di�erent aspects of their

understanding of the story's causal structure. These included identifying important

events and their causal relations, answering counterfactual questions about hypo-

thetical changes to the narrative, and providing a written explanation of what they

believed had happened and who was responsible for the murder.

The analyses are primarily descriptive and exploratory. The focus is on whether

participants produce detailed and interpretable responses, and whether these re-

sponses show some informal consistency with one of the two intended causal expla-

nations.

D.2 Method

D.2.1 Participants

Five participants were recruited via Proli�c. No formal power analysis was con-

ducted because Pilot Study 1 was a small formative study intended to assess the us-

ability of the survey, participants' engagement with the tasks, and the interpretabil-

ity of their responses, rather than to test hypotheses or estimate e�ect sizes. A

small sample was therefore considered appropriate for identifying initial problems

with the narrative and the open-ended elicitation procedure before further devel-

opment of the paradigm. Eligibility criteria were restricted to individuals currently

residing in the United Kingdom, with English as their �rst language and English

listed as a 
uent language. Participants were required to have a Proli�c approval

rate between 95% and 100%. The study took approximately 25 minutes to complete.

Participants were compensated £4 for their time.

D.2.2 Materials

A single story was created for this experiment. The narrative described a �ctional

murder and was constructed to support two alternative explanations for the outcome

(the victim's death). These explanations were designed to be plausible and well-

supported by details explicitly stated in the story, representable as simple DAGs,
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and su�ciently distinct to generate di�erent predictions for speci�c counterfactual

questions. The full text of the story is provided in Appendix E.

Particular care was taken to ensure that key events relevant to each explanation

were clearly identi�able. Where possible, events forming the backbone of each in-

terpretation were described explicitly and required little inference. Most referred to

concrete and interpretable occurrences (e.g., an argument between father and son,

drinking at a pub, a muddy footprint outside the window, or an open safe), rather

than less clearly de�ned information such as abstract themes or long-term relational

dynamics. However, some events, particularly those involving a character's inten-

tion or decision, necessarily required more inference. Each event was designed to be

expressible in a short phrase, with the aim of facilitating consistent identi�cation

across participants.

Structure of the Narrative The story was constructed to support two com-

peting interpretations of the murder. One interpretation attributes the outcome

to Max, David's son. This explanation is supported by information suggesting a

clear motive, including a long-standing inheritance dispute and a heated argument

between father and son on the day of the murder, as well as evidence of heavy

drinking shortly before the estimated time of death. Under this interpretation, the

murder is intentional and personally motivated.

An alternative interpretation attributes the murder to an unknown intruder.

This explanation is supported by details suggesting a possible break-in, including

an open safe and a muddy footprint outside the window, as well as contextual

information indicating that David may have been involved in a sensitive case. Under

this interpretation, the murder occurs in the context of an attempted search for

documents rather than a personal confrontation.

These two interpretations were formalised as distinct DAGs, shown in Fig-

ures D.1 and D.2, each corresponding to a di�erent causal account of the events.

It should be noted that, given the length and complexity of the narrative, these
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Figure D.1: DAG representing the causal structure of the \Max explanation", in
which David's death results from a sequence of events involving interpersonal con
ict
and subsequent actions by Max. Blue nodes indicate events that are essential to
the explanation, whereas orange nodes indicate non-essential events that can be
incorporated into the DAG to provide additional causal or contextual detail.

DAGs re
ect the causal structures intended by the experimenters during stimulus

construction, rather than an exhaustive or uniquely determined representation of

the story. As with most narratives, multiple interpretations remain possible, and

participants may construct alternative causal accounts.
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Figure D.2: DAG representing the causal structure of the \intruder explanation", in
which David's death is caused by an external agent entering the house. Blue nodes
indicate events that are essential to the explanation, whereas orange nodes indicate
non-essential events that can be incorporated into the DAG to provide additional
causal or contextual detail.

Counterfactual Questions Counterfactual questions were designed to distin-

guish between the two competing DAGs by targeting events that played di�erent

causal roles under each explanation.

All questions followed the same general format: \Suppose [counterfactual change].

Given this change, do you think David would still have been murdered that night?"

Participants responded using a continuous slider ranging from 0 (\De�nitely

not murdered") to 100 (\De�nitely still murdered"), with intermediate labels in-

dicating graded levels of certainty. This allowed participants to provide a graded

counterfactual judgment rather than making a binary choice.

Three counterfactual questions were included:
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1. Argument removal. Suppose Max and David hadn't argued that day. Given

this change, do you think David would still have been murdered that night?

In the Max explanation, the argument is causally upstream of the murder.

Removing it weakens the motive and should therefore reduce the likelihood of

the outcome. In the intruder explanation, the argument plays no causal role,

so removing it should not substantially a�ect the likelihood of the murder.

2. Location change. Suppose that David had spent the evening relaxing in his

bedroom rather than working in his study that night. Given this change, do

you think David would still have been murdered that night?

In the Max explanation, David's location is not causally central to the mur-

der. Because the murder is targeted and personal, changing his location should

not substantially a�ect whether the outcome occurs. In the intruder explana-

tion, however, the murder depends on the intruder encountering David while

searching the study. Changing David's location should therefore reduce the

likelihood of the murder.

3. Weather change (control). Suppose the weather had been dry that evening

instead of rainy. Given this change, do you think David would still have been

murdered that night?

This event is causally irrelevant in both explanations. Changing the weather

should therefore not a�ect whether the murder occurs. This question serves

as a control, allowing us to assess whether participants distinguish between

causally relevant and irrelevant details.

D.2.3 Design

The study employed a single-condition design. All participants read the same story

and completed three tasks designed to elicit di�erent kinds of responses about the

causal structure of the narrative.
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The primary aim was to characterise the types of responses elicited by each task

and to examine whether these responses re
ected sensitivity to the alternative ex-

planations embedded in the story. Three types of dependent measures were derived:

(i) participants' event selections and causal judgments in Task 1, (ii) graded coun-

terfactual judgments in Task 2, and (iii) written narrative explanations in Task 3.

D.2.4 Procedure

The study was conducted online using Qualtrics. After providing informed consent,

participants read the story in full. They were then instructed to form their own

explanation of how and why David was murdered before proceeding to the tasks.

Participants completed three tasks in a �xed order.

Task 1 { Causal event identi�cation. Participants �rst identi�ed the key

events that, in their view, explained how and why the outcome occurred. Events

were entered as short phrases in free-text boxes. Participants were required to

report at least four events and could report up to twelve. For each event they listed,

participants then indicated its direct cause(s), if any, by selecting from the same set

of events they had generated.

Task 2 { Counterfactual questions. Participants responded to a series of

counterfactual questions about the story. Each question introduced a hypothetical

change to one event and asked how this would a�ect the likelihood of the outcome.

Responses were provided using a continuous slider ranging from \de�nitely not mur-

dered" to \de�nitely still murdered", with intermediate labels indicating graded

levels of certainty. An example of the response interface is shown in Figure D.3.

Task 3 { Free-text interpretation. Participants wrote a short paragraph

describing what they believed had happened in the story, explaining how the events

unfolded and who they believed was responsible for the outcome.

There were no time limits, and the full story remained visible throughout all

tasks.
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Figure D.3: Example of a counterfactual question and response scale used in Pilot
Study 1. Participants indicated their judgment using a continuous slider ranging
from \De�nitely not murdered" (0) to \De�nitely still murdered" (100).

D.3 Results

The aim of this pilot study was primarily exploratory. We therefore described the

types of responses elicited by the tasks and assessed informally whether those re-

sponses were su�ciently interpretable to provide insight into which causal explana-

tion each participant appeared to favour. Given the small sample size (n = 5), the

analyses were descriptive rather than inferential.

D.3.1 Event identi�cation (Task 1)

We �rst examined whether participants reliably identi�ed key events from the nar-

rative. To do so, we de�ned a set of standard events based on the two candidate

DAGs, corresponding to the main nodes in the two explanations. Participants' free-

text responses were coded using a keyword-based approach: for each prede�ned

event, a set of keywords was speci�ed, and an event was coded as present if any

of these keywords appeared in the participant's responses. For example, the event

inheritance dispute was coded as present if the participant's response contained any

of the following terms: \inheritance", \dispute", \will", \money", or \estate". This

procedure yielded a binary indicator (mentioned vs. not mentioned) for each event

and participant.

While this approach provides a tractable and reproducible method for coding

free-text responses, it is necessarily imperfect. Participants may have described

an event using synonyms or phrasings not anticipated by the keyword list, leading
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to undercounting. Conversely, a keyword may occasionally match text that does

not re
ect a genuine mention of the target event. The resulting estimates should

therefore be treated as approximate indicators of event identi�cation rather than

precise measurements.

For each event, we computed the proportion of participants who included it in

their responses. The results are shown in Figure D.4.
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Figure D.4: Percentage of participants mentioning each prede�ned event in Task 1.
Events correspond to key elements of the two candidate DAGs.

Overall, several core events were identi�ed by a large proportion of participants,

indicating that key elements of the story were consistently extracted. At the same

time, other events were mentioned less frequently. This pattern suggests that partic-

ipants do not uniformly recover all components of the underlying causal structure;

instead, event selection appears to be partial and variable.

Inspection of which events were most and least frequently mentioned suggests

a further pattern. Events that were explicitly stated in the narrative tended to be

identi�ed more consistently across participants, whereas events that required infer-

ential commitment to a speci�c explanation were identi�ed less consistently. For

example, details stated directly in the narrative, such as the argument between Max

and David or David's paranoia, were widely reported. By contrast, no participants
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mentioned Max's decision to commit the murder or the intruder's motive for break-

ing in. Identifying these events required participants to endorse one interpretation

of the story over the other. This suggests that participants were more likely to

extract events that were directly supported by the text than events that required

constructing an explanatory account.

D.3.2 Causal links (Task 1)

We next examined the causal relations reported by participants. For each partici-

pant, the listed events and their indicated causes were used to construct a directed

graph representing their responses. These graphs were reconstructed manually from

participants' free-text event descriptions and their indicated causal links, as the het-

erogeneity of the responses did not permit automated reconstruction. An example

is shown in Figure D.5.

Inspection of these graphs indicated substantial variability in the resulting struc-

tures. Some participants' responses resulted in relatively simple chains, whereas

others resulted in very dense networks. Some reconstructed graphs also contained

reciprocal or cyclic relations, as well as links whose direction was di�cult to inter-

pret in causal terms. This may re
ect the di�culty of expressing a clear causal

account of the relatively complex and ambiguous narrative through the free-text

task. In addition, many graphs combined elements associated with both candidate

explanations rather than re
ecting a single, clearly de�ned account.

Because events were freely generated and described in heterogeneous ways across

participants, the resulting graphs did not share a common set of nodes and were

therefore not directly comparable. For this reason, no formal analysis of graph

structure was conducted.

D.3.3 Counterfactual judgments (Task 2)

We next examined participants' responses to the three counterfactual questions.

The �rst two questions (CQ1 and CQ2) were designed to probe sensitivity to the
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Figure D.5: Example of a causal graph constructed from a participant's responses
in Task 1.

two alternative explanations. Participants relying primarily on the Max explanation

should judge the murder to be less likely when the argument was removed (a lower

response to CQ1), but still likely when David's location was changed (a higher re-

sponse to CQ2). Participants relying primarily on the intruder explanation should

show the opposite pattern. The two explanations therefore predict a trade-o� be-

tween the two responses: higher CQ1 ratings should be associated with lower CQ2

ratings, and vice versa. Figure D.6 plots responses to CQ1 against responses to CQ2

for each participant.

At the individual level, two participants produced the response pattern predicted

by the Max explanation, with lower CQ1 and higher CQ2 ratings. The remaining

three response pro�les did not clearly correspond to either intended explanation.
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Figure D.6: Relationship between responses to CQ1 and CQ2 in Pilot Study 1.
Each point represents a participant. The Max explanation predicts lower CQ1 and
higher CQ2 responses, whereas the intruder explanation predicts higher CQ1 and
lower CQ2 responses.

Across participants, the observed association between CQ1 and CQ2 was positive

rather than negative (r = :48). Given the small sample size (n = 5), this coe�-

cient should be interpreted descriptively. Thus, although two participants produced

response pro�les compatible with the Max explanation, the expected trade-o� was

not consistent across the sample.

We also examined responses to the third counterfactual question (CQ3), which

served as a control. CQ3 asked participants to imagine that the weather had been

dry rather than rainy. Because the weather played no causal role in either candidate

explanation, participants were expected to judge that this change would not alter

whether David was murdered. Although ratings were generally towards the \De�-

nitely still murdered" end of the scale, responses were variable (M = 81, SD = 17),

with several lower ratings indicating greater uncertainty that the murder would still

occur when the weather was changed. This may indicate that some participants

treated the weather as causally relevant, despite it having no causal role in either

candidate explanation.
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D.3.4 Free-text interpretations (Task 3)

Finally, we examined participants' written explanations of what they believed had

happened in the story. Most participants produced interpretable narrative accounts,

though these varied in length, detail, and content.

No participant restricted their account exclusively to one of the two intended

explanations. One participant declined to commit to either explanation. Three

participants constructed novel accounts that went beyond the two intended expla-

nations, introducing elements not present in the story. One participant produced

a more detailed account that drew on elements of both explanations while leaning

toward the intruder interpretation.

These patterns suggest that participants did not simply select between the two

intended interpretations but actively constructed their own causal accounts, drawing

on di�erent subsets of the available evidence and in some cases going beyond the

information given.

D.4 Discussion

Pilot Study 1 was designed as an initial test of the proposed paradigm. Its primary

aims were to assess whether participants understood and completed the tasks as

intended, whether the tasks produced interpretable responses, and whether those

responses showed any tendency to align with one of the two competing causal ex-

planations.

Overall, the results were mixed. Most participants produced responses across

all three tasks, and several core events were consistently mentioned in Task 1, sug-

gesting that the tasks were broadly usable. However, responses varied considerably

across participants in both content and detail. In their written explanations, partici-

pants frequently constructed hybrid or entirely novel accounts that went beyond the

information given in the story, rather than committing exclusively to one of the two

intended explanations. The counterfactual results were somewhat more encouraging:
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two participants produced the response pro�le predicted by the Max explanation.

However, the remaining three pro�les did not clearly correspond to either intended

explanation, and the predicted trade-o� between CQ1 and CQ2 was not observed

across the sample. Thus, although some responses aligned with one of the intended

causal structures, it remained di�cult to identify clearly which explanation each

participant appeared to favour.

Several features of the design may have contributed to this. The narrative was

relatively complex and allowed considerable interpretive freedom, making it di�cult

to attribute responses to a speci�c underlying causal account. The free-text elici-

tation format in Task 1, while allowing participants to express their interpretations


exibly, produced event descriptions that varied too much in content and phrasing

to compare systematically across participants.

These observations highlight an important methodological trade-o�. Open-

ended elicitation preserves participants' freedom to reason about the story in their

own terms, but makes it di�cult to compare responses across individuals or to use

them as the basis for formal analysis.

These observations informed the design of Pilot Study 2. Rather than using a

complex ambiguous narrative supporting two competing explanations, Pilot Study

2 used four shorter stories, each designed to support a single causal interpretation.

With only one intended causal structure per story, the central question became

whether participants' responses would broadly align with that structure. The sim-

pler narratives also reduced the scope for alternative interpretations, making it easier

to assess correspondence between participants' responses and the intended causal

account. The broad aim remained the same as in Pilot Study 1: to assess whether

the paradigm was usable and whether participants' responses were interpretable,

but under more constrained conditions.
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Appendix E

Murder Story (Chapter 3, Pilot

Study 1)

The following is the full text of the Murder story used in Pilot Study 1.

David was a wealthy but widely disliked man, known for his ruthless business

dealings and cold demeanour. He had a habit of keeping records of everything|just

in case|and of always making sure he knew more about you than you knew about

him. Many saw him as calculating and unforgiving, even toward his own family.

Late one rainy evening, he was found dead in his study. His door was locked

from the inside, and his safe was open, yet nothing obvious seemed to be missing|

his servants later con�rmed that none of David's money or personal possessions had

been taken. If this had been a robbery, whoever was there did not seem interested

in valuables. And if it wasn't a robbery, why was the safe open at all?

Several servants testi�ed that David had become increasingly paranoid in recent

weeks, often reminding the sta� multiple times a day to ensure all outside doors were

locked. It wasn't uncommon for them to try entering his study to deliver messages

or attend to other duties, only to �nd the door locked from the inside. One noted

that David had grown increasingly withdrawn, often spending long hours alone in
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his study. This change in behaviour may have been linked to the sensitive case he

was working on recently|a controversial matter that posed a serious threat to a

rival businessman. He was believed to be compiling damaging documents, possibly

for use in court or for a high-stakes negotiation.

When investigators examined the scene, several striking details stood out. David

had su�ered blunt force trauma to the head, likely caused by a heavy golf club|one

of his own|found near the body. The only window in the study was open, but

the drop outside was quite steep|making entry or escape di�cult without agility

or help. Most notably, a muddy, unidenti�ed footprint was discovered just outside

the window. It did not match anyone known to be present that day, including the

servants.

David's eldest son, Max, had long been at odds with him. Once expecting to

inherit a signi�cant share of the family fortune, Max had grown increasingly bitter,

convinced that his father was intentionally delaying or denying his inheritance. The

afternoon of David's death, their long-simmering tensions erupted into a heated

argument, witnessed by several servants. Voices rose, objects were knocked over,

and at the height of the dispute, David reportedly told Max he would never see a

penny of his fortune. Max, shaking with fury, stormed out of the house, his last

words to his father lingering in the air: \You'll regret this".

Later that evening, David followed his usual routine and retreated to his study.

A servant remembered seeing him with a folder tucked under his arm and a distracted

look in his eyes. No one saw him again|until his body was discovered.

Given the intensity of their earlier �ght, Max could have returned later that

night to confront his father again|perhaps in a �nal, desperate attempt to secure

his inheritance before David could disinherit him formally. Yet, as investigators

retraced his steps, con
icting details emerged, casting doubt on his involvement.

Max had been seen drinking heavily at a pub across town less than an hour before

the estimated time of death. The bartender con�rmed that Max was still there well
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past midnight, raising questions about whether he would have had enough time to

reach his father's house, commit the crime, and escape unnoticed. To complicate

matters further, the footprint found near the window didn't match Max's shoe size|

introducing yet another detail that pointed away from him.

Some argue that someone else was inside the house that night. The open safe,

with nothing visibly missing, suggests the intruder wasn't after money but was

searching for something more speci�c. Perhaps a document, a photograph, or some-

thing of personal signi�cance|something that couldn't be easily identi�ed or re-

ported missing. If David had indeed been working on something capable of ruining

another person's reputation or business, that person might have had strong reason to

break in and remove the evidence|especially if they feared exposure or ruin. What-

ever it was, they either didn't �nd it, or took something only David had knowledge

of, leaving no obvious trace of theft.

The unidenti�ed muddy footprint near the window further supports the presence

of a second person. Meanwhile, David's recent paranoia|his insistence on extra

locks, his growing fear and uneasiness around the house|suggests he may have

sensed danger looming.

Despite a thorough investigation, the truth was never uncovered. Did Max

return in a moment of rage, or did someone else slip in that night, searching for

something only David knew existed?
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Appendix F

Pilot Study 2 (Chapter 3)

F.1 Introduction

Pilot Study 2 provides a more controlled test of the paradigm introduced in Pilot

Study 1. In Pilot Study 1, participants often produced variable and hybrid responses,

making it di�cult to relate their responses to a single underlying causal structure.

These results suggested that the complexity and ambiguity of the narrative limited

the extent to which participants' responses could be interpreted in relation to the

intended causal models.

The present study simpli�es the design in order to examine whether participants'

responses are broadly consistent with well-de�ned causal structures. Participants

read four short �ctional stories, each designed to correspond to a prede�ned DAG.

The stories were constructed to be relatively simple and unambiguous, with clearly

identi�able events and causal relations.

The study focused on two questions. First, do participants reliably identify the

key events speci�ed by the intended causal structure? Second, are their counterfac-

tual judgments broadly consistent with the predictions implied by that structure?

The aim was therefore to assess whether, under more constrained conditions, the

paradigm could recover responses that aligned more closely with the intended causal
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model.

F.2 Method

F.2.1 Participants

Four participants were recruited via Proli�c. As in Pilot Study 1, no formal power

analysis was conducted because Pilot Study 2 was a small formative follow-up. Its

purpose was to assess whether the simpler narratives and revised counterfactual

questions addressed some of the methodological problems identi�ed in Pilot Study 1

and to evaluate the feasibility and interpretability of the revised procedure, rather

than to test hypotheses or estimate e�ect sizes. Eligibility criteria required partici-

pants to be native English speakers, 
uent in English, over 18 years of age, located

in the United Kingdom, and to have a Proli�c approval rate between 95% and 100%.

The study was advertised as lasting approximately 35 minutes. Participants were

paid £5.50 for their participation. Individuals who had previously taken part in

Pilot Study 1 were excluded from participation.

F.2.2 Materials

Four short �ctional stories were created for this experiment. Each story described a

sequence of events leading to a main outcome and was constructed around a speci�c

causal structure, de�ned by the researchers and formally represented as a DAG.

Participants were not informed of these structures. The narratives were constructed

to be simple and unambiguous, supporting a single dominant explanation and min-

imising alternative interpretations. Each story was built around a small set of key

events corresponding to the nodes of the intended DAG, capturing the core depen-

dencies within the narrative and serving as the basis for both the causal elicitation

task and the counterfactual questions.

For each story, a set of counterfactual questions was designed to probe how

participants reasoned about changes to the events. Each question introduced the

hypothetical removal of one event and asked participants to judge how this would
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a�ect the likelihood of another event, relative to the original story.

Designing diagnostic counterfactual questions For each story, a small num-

ber of targeted counterfactual questions were designed to probe whether partici-

pants' reasoning was broadly consistent with the causal structure embedded in the

narrative. Two types of questions were included:

• Causal dependence questions. These targeted events that were causally

upstream of the queried outcome, either directly or through intermediate steps,

including cases where an outcome depends on the joint presence of several

causes. Removing such an event should reduce the likelihood of the outcome.

• Independence questions. These involved pairs of events that are not causally

connected in the DAG. If participants correctly represent the causal structure,

removing one event should leave the other unchanged.

These two types of questions serve complementary purposes. Causal dependence

questions test whether participants are sensitive to genuine causal links in the struc-

ture. Independence questions test whether participants recognise when events are

causally unrelated. They are also particularly important because di�erent causal

structures can generate similar predictions for many counterfactuals. For example,

both a chain structure (A ! B ! C ! D) and a diamond structure (A ! B ! D;

A ! C ! D) predict that removing A, B, or C reduces the likelihood of D. To

distinguish between them, independence questions are essential: asking whether re-

moving B a�ects C di�erentiates the two cases, since in the chain C depends on B,

whereas in the diamond B and C are independent.

The four stories and their associated counterfactual questions are presented

below. Throughout, counterfactual questions are labelled using the convention

EX EY SN, where X denotes the event that is hypothetically removed, Y de-

notes the event whose likelihood is queried, and N identi�es the story. For example,

E1 E6 S1 asks: if E1 had not occurred, how likely would E6 have been?
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Story 1: The Chain Reaction Emma spilled co�ee on her work laptop (E1)

while rushing through her morning routine. Frustrated, she had no choice but to

take it to a repair shop (E2) before heading to the o�ce. Because of this, she

arrived late at work (E3). Her boss, unimpressed, assigned her a tedious task (E4)

instead of the exciting project she had been hoping for. Meanwhile, at the repair

shop, the technician found an old �le (E5) Emma had thought was lost forever|a

half-written novel she had abandoned years ago. He saved it onto a USB drive and

handed it back to her with a smile. Stuck doing dull work at the o�ce, Emma found

herself daydreaming about that forgotten novel. Inspired, she reopened the �le that

night and started writing again (E6). Years later, that book became a bestseller, all

because of one spilled cup of co�ee.

The intended causal structure is shown in Figure F.1. The narrative follows two

parallel paths from E1 to E6: one running through E2, E3, and E4 (the tedious

task path), and one running through E2 and E5 (the recovered novel path). E6

depends on both paths converging|that is, Emma starts writing again only if she

both recovers the novel (E5) and is assigned a tedious task (E4). This type of

dependency, in which an outcome requires multiple conditions to be simultaneously

present, is referred to as an AND gate. It contrasts with an OR gate, in which any

single su�cient cause is enough to produce the outcome. The distinction matters

for counterfactual reasoning: under an AND gate, removing either input is su�cient

to prevent the outcome, whereas under an OR gate, removing one cause leaves the

outcome una�ected as long as the other remains active.

Structure: E1 ! E2 ! E3 ! E4 ! E6; E1 ! E2 ! E5 ! E6

Counterfactual questions:

Causal dependence

• E1 E6 S1: Suppose Emma had not spilled her co�ee that morning. Do you

think she would have been more, less, or equally likely to start writing again?

[Causal dependence: E1 is an indirect cause of E6 via both parallel paths.
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Figure F.1: Intended causal structure for Story 1. Arrows indicate generative causal
relations. E6 (starting writing again) depends on both the recovery of the novel (E5)
and the assignment of a tedious task (E4), forming an AND gate.

Under the intended causal structure, E6 depends on both the recovered novel

(E5) and the tedious task (E4). Because E1 contributes to E6 through both

pathways, removing E1 reduces the likelihood of E6.]

• E3 E6 S1: Suppose Emma had not arrived late at work. Do you think she

would have been more, less, or equally likely to start writing again? [Causal

dependence: E3 is an indirect cause of E6 via E4. Under the intended causal

structure, E6 depends on both the recovered novel (E5) and the tedious task

(E4). Because E3 contributes to E6 through E4, removing E3 reduces the

likelihood of E6.]

• E5 E6 S1: Suppose the technician had not found Emma's old novel. Do you

think she would have been more, less, or equally likely to start writing again?

[Causal dependence: E5 is a direct cause of E6. Under the intended causal

structure, E6 depends on both E4 and E5. Removing E5 therefore reduces the
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likelihood of E6.]

• E4 E6 S1: Suppose Emma had not been given a tedious task at work. Do

you think she would have been more, less, or equally likely to start writing

again? [Causal dependence: E4 is a direct cause of E6. Under the intended

causal structure, E6 depends on both the recovered novel (E5) and the tedious

task (E4). Removing E4 therefore reduces the likelihood of E6.]

Independence

• E5 E3 S1: Suppose the technician had not found Emma's old novel. Do you

think she would have been more, less, or equally likely to arrive late at work?

[Independence: E5 and E3 are on separate branches of the DAG and are not

connected. The technician �nding the novel has no causal in
uence on whether

Emma arrived late, so removing E5 should leave E3 unchanged.]

• E3 E5 S1: Suppose Emma had not arrived late at work. Do you think the

technician would have been more, less, or equally likely to �nd her old novel?

[Independence: E3 and E5 are on separate branches of the DAG and are not

connected. Whether Emma arrived late has no causal in
uence on whether the

technician found the novel, so removing E3 should leave E5 unchanged.]

Story 2: The Cost of Discovery Jane, an ambitious scientist, discovers a new

chemical compound in her lab (E1)|one with the potential to revolutionise clean

energy. As a result, she is promoted to head of her division (E2) and receives a raise.

She later presents her discovery at a scienti�c conference (E3), sparking widespread

interest and excitement in the scienti�c community (E4). A rival lab catches wind

of her work and attempts to replicate it (E5). But in their haste to beat her to

publication, they cause a highly polluting accident (E6).

The intended causal structure is shown in Figure F.2. The narrative splits into

two branches from E1: one leading directly to E2 (Jane's promotion), and one

running through E3, E4, and E5 to E6 (the polluting accident). Crucially, E2 is
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a dead end|it does not contribute to the outcome|making it useful for testing

whether participants correctly represent causal independence.

Figure F.2: Intended causal structure for Story 2. Arrows indicate generative causal
relations. E2 (Jane's promotion) is caused by E1 but does not contribute to the
outcome (E6), making it a structural dead end.

Structure: E1 ! E2; E1 ! E3 ! E4 ! E5 ! E6

Counterfactual questions:

Causal dependence

• E1 E6 S2: Suppose Jane had not discovered a new compound. Do you think

the occurrence of the highly polluting accident would have been more, less,

or equally likely? [Causal dependence: E1 is an indirect cause of E6 via E3,

E4, and E5. Removing E1 collapses the entire causal chain, as there is no

alternative path to E6, making E6 less likely.]

• E4 E6 S2: Suppose Jane's work had not sparked interest and excitement in
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the scienti�c community. Do you think the occurrence of the highly polluting

accident would have been more, less, or equally likely? [Causal dependence:

E4 is an indirect cause of E6 via E5. Removing E4 breaks the chain between

Jane's discovery and the rival lab's replication attempt, making E6 less likely.]

Independence

• E2 E6 S2: Suppose Jane had not been promoted to head of division. Do

you think the occurrence of the highly polluting accident would have been

more, less, or equally likely? [Independence: E2 is a dead end in the DAG|

Jane's promotion does not contribute to any downstream events leading to E6.

Removing E2 should therefore leave E6 unchanged.]

• E2 E4 S2: Suppose Jane had not been promoted to head of division. Do you

think her work would have been more, less, or equally likely to spark interest

and excitement in the scienti�c community? [Independence: E2 and E4 are

on separate branches of the DAG and are not connected. Jane's promotion has

no causal in
uence on whether her discovery sparks interest, so removing E2

should leave E4 unchanged.]

Story 3: The Forwarded Email Maya, a junior employee at a busy marketing

�rm, accidentally sent the budget spreadsheet to the entire department (E1) instead

of forwarding it to the �nance team as intended. The �le happened to include a note

from Josh approving some creative \reallocations" of travel funds (E2)|including

a string of pricey dinners with \clients" no one had ever heard of. The email caused

a stir. By the next morning, HR had launched a review, and by the end of the

week, Josh was �red (E3). A few weeks later, Maya heard he had launched his own

consulting �rm (E4). Less than a month in, he was already earning more than ever

(E5). Sometimes, getting caught just clears the way.

The intended causal structure is shown in Figure F.3. In this structure, E3

has two generative causes: the accidental email (E1) and the compromising note

(E2). Both are required for Josh to be �red|the email only causes a problem
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because it contained the incriminating note, and the note only becomes damaging

because it was accidentally circulated. This is an AND gate: the outcome depends

on the simultaneous presence of both inputs. As a result, removing either E1 or E2

is su�cient to prevent E3, since both conditions must be met for the outcome to

occur.

Figure F.3: Intended causal structure for Story 3. Arrows indicate generative causal
relations. E3 (Josh is �red) depends on both the accidental email (E1) and the
compromising note (E2), forming an AND gate. E3 then leads to E5 through E4.

Structure: E1 ! E3 ! E4 ! E5; E2 ! E3 ! E4 ! E5

Counterfactual questions:

Causal dependence

• E1 E5 S3: Suppose Maya had not accidentally sent the budget spreadsheet

to the entire department. Do you think Josh would have been more, less, or

equally likely to end up earning as much as he did? [Causal dependence: E1

is an indirect cause of E5 via E3 and E4. Because E3 requires both E1 and E2

(AND gate), removing E1 is su�cient to prevent E3 and therefore the entire

downstream chain, making E5 less likely.]

• E2 E5 S3: Suppose the spreadsheet had not included the compromising note

from Josh. Do you think Josh would have been more, less, or equally likely
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to end up earning as much as he did? [Causal dependence: E2 is an indirect

cause of E5 via E3 and E4. Because E3 requires both E1 and E2 (AND gate),

removing E2 is su�cient to prevent E3 and therefore the entire downstream

chain, making E5 less likely.]

• E3 E5 S3: Suppose Josh had not been �red. Do you think he would have

been more, less, or equally likely to end up earning as much as he did? [Causal

dependence: E3 is an indirect cause of E5 via E4. Removing E3 interrupts the

causal pathway to E5, making E5 less likely.]

Independence

• E2 E1 S3: Suppose the spreadsheet had not included the compromising note

from Josh. Do you think Maya would have been more, less, or equally likely

to accidentally send it to the entire department? [Independence: E2 does not

cause E1 in the DAG|the note was already in the spreadsheet regardless of

whether Maya sent it. Removing E2 should therefore leave E1 unchanged.]

Story 4: The School Play Liam was assigned a key speaking role in the

upcoming school play (E1). Determined not to let his class down, he began rehearsing

every day after school (E2), gradually growing more con�dent. Around the same

time, Liam's grandfather came to visit for a few days (E3). Liam didn't mention the

play, but during his stay, his grandfather's calm and attentive presence gave Liam

a subtle but meaningful boost of con�dence (E4). On the day of the play, Liam

stepped onto the stage. His performance was unexpectedly powerful (E5), moving

the audience to a standing ovation. For the �rst time, he saw himself as someone

who could shine in front of others.

The intended causal structure is shown in Figure F.4. The narrative contains

two independent causal paths leading to E5: one running through E1 and E2 (the

rehearsal path), and one running through E3 and E4 (the con�dence path). Both

paths are intended to contribute to the outcome|Liam's performance is powerful

because he both rehearsed extensively and received a con�dence boost from his
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grandfather. This is modelled as an AND gate, such that removing either input

reduces the likelihood of E5.

Figure F.4: Intended causal structure for Story 4. Arrows indicate generative causal
relations. E5 (powerful performance) depends on two independent causal paths: one
via rehearsal (E1 ! E2) and one via con�dence (E3 ! E4). Both paths must be
active for the outcome to occur, forming an AND gate.

Structure: E1 ! E2 ! E5; E3 ! E4 ! E5

Counterfactual questions:

Note: due to an oversight in the survey design, no independence question was in-

cluded for Story 4. All three questions therefore target causal dependencies, which

limits the extent to which this story can be used to assess participants' representation

of causal independence.

Causal dependence

• E1 E5 S4: Suppose Liam had not been assigned a key role in the school play.

Do you think his performance would have been more, less, or equally likely

to be unexpectedly powerful? [Causal dependence: E1 is an indirect cause of

E5 via E2. Removing E1 eliminates the rehearsal path, which under the AND

gate assumption reduces the likelihood of E5.]

295



• E2 E5 S4: Suppose Liam had not rehearsed every day after school. Do you

think his performance would have been more, less, or equally likely to be unex-

pectedly powerful? [Causal dependence: E2 is a direct cause of E5. Removing

E2 eliminates the rehearsal path, which under the AND gate assumption re-

duces the likelihood of E5.]

• E4 E5 S4: Suppose Liam had not gained con�dence from his grandfather's

presence. Do you think his performance would have been more, less, or equally

likely to be unexpectedly powerful? [Causal dependence: E4 is a direct cause

of E5. Under the intended causal structure, Liam's con�dence contributes to

his performance. Removing E4 therefore reduces the likelihood of E5.]

F.2.3 Design

The experiment used a between-subjects design with one manipulated factor: Task

Order (Task 1 �rst vs. Task 2 �rst). Participants were randomly assigned to complete

either Task 1 before Task 2, or Task 2 before Task 1.

Task Order was included to control for potential order e�ects. Speci�cally, we

examined whether completing the causal structure task �rst in
uenced subsequent

counterfactual reasoning, or whether engaging in counterfactual reasoning �rst in-


uenced later causal structure judgments. This manipulation was not the primary

focus of the study, but was included to ensure that the order of tasks did not sys-

tematically bias responses.

The main dependent measures were derived from both tasks.

In Task 1 (causal structure elicitation), participants identi�ed the important

events in the story and indicated the most direct causal links between them. The

structure of the task was identical to that used in Pilot Study 1. Events were entered

in free-text boxes, and participants speci�ed which events directly caused others.

In Task 2 (counterfactual reasoning), participants responded to a series of coun-

terfactual questions in which one event was hypothetically removed from the story
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and the likelihood of another event was evaluated. As in Pilot Study 1, these

questions probed the perceived impact of speci�c events on downstream outcomes.

However, unlike Pilot Study 1, the queried outcome was not restricted to the �nal

outcome of the story. Instead, counterfactual questions concerned relationships be-

tween events within the narrative, including both intermediate events and, in some

cases, the �nal outcome. This allowed a more direct test of the causal dependen-

cies speci�ed by the DAG. In addition, responses were provided on a 5-point scale

ranging from \Much less likely" to \Much more likely", rather than as absolute prob-

ability estimates. These judgments capture how participants expected the outcome

to change under the speci�ed modi�cation, relative to the original story.

F.2.4 Procedure

The study was conducted online using a Qualtrics survey. After providing informed

consent, participants viewed general instructions for the study, followed by task-

speci�c instructions before each task.

Participants completed Task 1 and Task 2 for each of the four stories. The stories

were the same for all participants, but their presentation order was randomised. For

each story, participants �rst read the full text and then completed both tasks, in

the order determined by their assigned Task Order condition (Task 1 �rst or Task

2 �rst). This procedure was repeated until all four stories were completed.

Task 1: Causal structure elicitation Task 1 followed the same general struc-

ture as in Pilot Study 1.

In Part 1, participants identi�ed the events they considered most important for

explaining the story's outcome. Events were entered as short phrases in free-text

boxes, with instructions to keep them simple and not combine multiple events into

a single entry. Participants were required to list between 3 and 6 events.

In Part 2, participants indicated the most direct cause(s) of each event they had

listed. This was implemented using a drag-and-drop interface, where events could be
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assigned as causes of other events. Participants were informed that a direct cause is

an event that immediately a�ects whether another event occurs, and were reminded

that events could have multiple causes or none. They were able to revise their list

of important events if needed. Participants had access to the full story throughout

Task 1.

Task 2: Counterfactual reasoning In Task 2, participants answered a series

of counterfactual questions about the story they had just read. Each question in-

troduced a hypothetical change to one event (e.g., \Suppose Emma hadn't spilled

her co�ee that morning") and asked how this would a�ect the likelihood of another

event.

Participants responded using a 5-point scale with labelled options: \Much less

likely", \Less likely", \Equally likely", \More likely", and \Much more likely".

These responses re
ected how participants expected the outcome to change rela-

tive to the original story. The order of counterfactual questions within each story

was randomised. Participants had access to the full story text throughout, as they

did during Task 1. An example of a counterfactual question is shown in Figure F.5.

There were no time limits for any part of the study. No attention checks or

exclusion criteria were applied beyond the initial eligibility requirements.

Figure F.5: Example of a counterfactual question used in Task 2.
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F.3 Results

The results focus on two aspects of participants' responses: whether they identi�ed

the key events speci�ed in the intended causal structures, and whether their coun-

terfactual judgments were broadly consistent with the directions implied by those

structures. Given the small sample size (n = 4), all analyses are descriptive and

intended to provide an informal assessment of alignment with the intended causal

structures. No inferential statistics are reported.

F.3.1 Event identi�cation (Task 1)

Participants' responses in Task 1 were examined using the same keyword-based cod-

ing approach as in Pilot Study 1. For each story, participants' free-text descriptions

were matched to the prede�ned events speci�ed in the intended DAG (e.g., E1, E2,

etc.; see corresponding DAG �gures). For each story, an event was counted as iden-

ti�ed if it was mentioned anywhere across all of a participant's free-text responses.

This yielded a binary indicator for each prede�ned event (mentioned vs. not men-

tioned), from which we computed the proportion of participants identifying each

event. The results are summarised in Figure F.6.

Overall, participants consistently identi�ed several of the core events in each

story, indicating that the simpli�ed narratives were e�ective at conveying the main

components of the causal structure. In Stories 1 and 3, at least one event was

mentioned by all four participants (E1 and E5 in S1; E1, E3, and E5 in S3), and

in Story 4, E5 reached ceiling. Story 3 showed the highest overall recovery, with no

event falling below 75%.

At the same time, agreement was not uniform across all events or stories. The

lowest recovery was observed in Story 4, where three out of �ve events (E1, E3,

and E4) were mentioned by only 50% of participants, and in Story 2, where E4

(sparking widespread interest) was mentioned by only 25% of participants despite

being a key intermediate node in the causal chain. Story 1 showed the most variable

pattern, with E1 and E5 at ceiling but E3, E4, and E6 each mentioned by only 50%
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Figure F.6: Percentage of participants mentioning each prede�ned event in Task
1, for each of the four stories. Events are shown in story-speci�c order. While
some events were identi�ed by nearly all participants, others were reported less
consistently, indicating variability in event selection even under simpli�ed narrative
conditions.

of participants. Even in relatively simple and constrained narratives, event selection

remained variable across individuals.

F.3.2 Counterfactual judgments (Task 2)

Participants' responses in Task 2 were analysed by comparing the direction of their

counterfactual judgments with the predictions derived from the intended DAG for

each story. For each question, responses were recoded into three categories (less

likely, equally likely, more likely), and agreement was de�ned as the proportion of

participants whose responses matched the expected direction implied by the causal

structure. For example, if an event X was causally upstream of an event Y in the

DAG, then removing X was expected to reduce the likelihood of Y , corresponding

to a \less likely" response. Agreement percentages for all counterfactual questions

are shown in Figure F.7.
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Figure F.7: Percentage agreement between participants' counterfactual judgments
and the direction predicted by the intended DAG, shown separately for each story.
Agreement was generally higher for questions involving clear causal links than for
questions involving the absence of a causal relation.

Overall, participants' counterfactual judgments showed substantial alignment

with the predictions of the intended DAGs, but this alignment was not uniform

across questions or stories. Agreement was highest for questions involving clear,

direct causal dependencies: several questions reached ceiling (100%), including

E1→E6 in S1, E5→E6 in S1, E1→E5 in S3, E3→E5 in S3, and E4→E5 in S4.

Stories 3 and 4 showed the most consistent alignment overall, with no question

falling below 75%.

Agreement was more variable in Stories 1 and 2. In Story 1, four out of six

questions yielded agreement of only 50%, despite involving genuine causal relations.

In Story 2, the pattern was particularly striking: E2→E4 showed 0% agreement,

meaning no participant correctly identi�ed that Jane's promotion had no causal

in
uence on whether her work sparked interest in the scienti�c community. This

suggests that participants may have inferred a plausible but spurious connection

between these events based on narrative coherence rather than the intended causal

structure.
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The lowest levels of agreement were observed for independence questions more

broadly. Across all independence questions, mean agreement was 50% (SD = 31),

compared to 77% (SD = 25) for questions involving genuine causal relations. Agree-

ment at chance level on independence questions suggests that participants were

unable to reliably represent causal independence and were prone to inferring depen-

dencies between events that were not supported by the underlying structure.

Taken together, these results indicate that while participants' counterfactual

judgments broadly re
ect the causal structure of the stories, this sensitivity is

stronger for detecting the presence of causal relations than for correctly identify-

ing their absence.

F.3.3 Relationship between event recovery and counterfac-

tual reasoning

To examine the relationship between event recovery and counterfactual reasoning, we

computed two participant-level measures. First, an event recovery score was de�ned

as the proportion of prede�ned events (as speci�ed in the DAGs; see Materials) that

were mentioned by each participant in Task 1. Second, a counterfactual accuracy

score was computed as the proportion of counterfactual judgments in Task 2 that

matched the direction predicted by the intended causal structure.

Descriptively, participants showed relatively high performance on both mea-

sures (event recovery: M = 0:73, SD = 0:06; counterfactual accuracy: M = 0:69,

SD = 0:15). Event recovery scores ranged from 0.64 to 0.77 across participants,

while counterfactual accuracy ranged from 0.47 to 0.82. The participant with the

lowest event recovery also showed the lowest counterfactual accuracy, while the three

participants with higher event recovery scores all achieved counterfactual accuracy

above 0.70.

Across participants, event recovery and counterfactual accuracy were strongly

positively correlated, r = :99, p < :01 (see Figure F.8). Participants who identi�ed

a greater proportion of the prede�ned events also tended to produce counterfactual
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judgments that were more consistent with the intended causal structure. Given the

small sample size (n = 4), however, this estimate should be interpreted with caution.
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Figure F.8: Relationship between event recovery (Task 1) and counterfactual accu-
racy (Task 2) at the participant level. Each point represents one participant.

This pattern suggests a close correspondence between participants' ability to

extract the relevant events from the narratives and their sensitivity to the corre-

sponding causal structure in counterfactual reasoning.

F.3.4 E�ect of task order

To examine whether task order in
uenced counterfactual reasoning, we compared

counterfactual accuracy between participants who completed the causal elicitation

task �rst (Task 1 �rst) and those who completed the counterfactual task �rst (Task

2 �rst).

Descriptively, counterfactual accuracy was slightly higher in the Task 1 �rst

condition (M = 0:76, n = 1) than in the Task 2 �rst condition (M = 0:67, n = 3).

However, given that only one participant was assigned to the Task 1 �rst condition,

this comparison is not informative.

As a result, no reliable conclusions can be drawn regarding the e�ect of task

order. This limitation is addressed in Experiment 1, which includes a more balanced

manipulation of task order.
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F.4 Discussion

Pilot Study 2 was designed to examine whether simplifying the narrative materials

would make participants' responses more interpretable and more consistent with

the intended causal structures. Because each story was constructed around a sin-

gle unambiguous causal interpretation, the intended causal structure served as a

reasonable reference point for evaluating participants' responses informally.

Overall, the results were encouraging. Participants appeared to identify the key

events from the stories reasonably consistently, and their counterfactual judgments

were broadly consistent with the predictions of the intended causal structures, par-

ticularly for questions targeting direct causal dependencies. Agreement was lower

for independence questions, suggesting that participants found it easier to detect the

presence of causal relations than their absence. Notably, for one question in Story

2, no participant correctly identi�ed that Jane's promotion had no causal in
uence

on the scienti�c community's interest in her work. This could re
ect a tendency

to infer causal connections on the basis of narrative plausibility rather than the

intended causal structure|though it is worth noting that such an inference is not

entirely unreasonable, since a promotion to head of division could plausibly enhance

Jane's status and credibility within the scienti�c community, making interest in her

work more likely. This illustrates a broader challenge in designing independence

questions: events that are structurally independent in the intended DAG may still

appear causally related to participants on the basis of world knowledge or narrative

context.

A key limitation remains the free-text elicitation format used in Task 1. Because

participants described events in their own words and selected di�erent subsets of

events, it was not possible to reconstruct and compare participant-level causal graphs

in a systematic way. This highlights a central methodological challenge: open-ended

elicitation allows participants to express their interpretations 
exibly, but makes

formal comparison across participants and with a reference structure very di�cult.

These �ndings motivated the design of Experiment 1, in which a more con-
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strained elicitation procedure was introduced. By providing participants with a

�xed set of events, it became possible to reconstruct participant-level causal graphs

systematically.
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Appendix G

Bar Fight Story (Chapter 3,

Experiment 2)

The following is the full text of the Bar Fight story used in Experiment 2.

After a fatal incident at a local bar, police have put together a story of what

happened based on eyewitness accounts:

\Around 22:30, the victim (V) entered the bar where two patrons, we'll call

John and Mark, were already present. An argument broke out which quickly be-

came physical, with all three men exchanging blows. It is unclear who started the

�ght. The manager and security sta� separated the men, and V was escorted o�

the premises at approximately 22:45. At 22:50, John left through the same door

heading towards the car park. Mark also left the same way a little while later at

approximately 22:55. V was found dead with severe head injuries at 23:15. Police

suspect either John or Mark followed V outside and attacked him".

Witness Statement 1:

\Me and my mates were having a couple of beers when all hell broke loose! V
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came in and approached the two men on the table next to us. He was yelling and

swearing at both of them as soon as he spotted them from the door. He seemed

focused on Mark, yelling something about him owing money. I think he took a swing

at Mark, and then John got involved and he caught a punch too. The bouncers

separated them all pretty quickly, but V shouted something at Mark in the process

and Mark looked furious. Once the bouncers removed V, they told Mark and John

to stay put for a bit, but they both left shortly after V had been escorted out".

Witness Statement 2:

\My wife and I were enjoying a drink together before V came in. John and

Mark were sitting a few tables away from us. V came in shouting, and swearing,

and pointing at the men. I thought I heard him yell something to John about a

woman? V's ex maybe? It looked like V threw a punch at John, and then Mark

quickly got involved. The manager and the bouncers were there pretty fast|I guess

they saw V come in and knew he was trouble. As they were being separated V was

still yelling at Mark and John, he said something which seemed to make John really

angry. Once V was gone John and Mark looked pretty agitated. They left shortly

after".
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Appendix H

Dyatlov Pass Story (Chapter 3,

Experiment 2)

The following is the full text of the Dyatlov Pass story used in Experiment 2.

After a mysterious incident on an unnamed mountain range in northern Europe,

o�cials have collected the following evidence:

Nine experienced hikers were found dead after setting up camp on an exposed

mountain slope. On the night of the incident, they cut their way out of the tent from

inside and 
ed downhill towards the forest, leaving behind most of their clothing and

equipment in temperatures of �25 to �30°C (�13 to �22°F). Their footprints led

away from camp in what seemed like an orderly fashion, despite the fact visibility

was poor in the dark and snow. Search teams found the hikers' bodies months later,

buried under four meters of snow in a ravine. None of the deceased had external

wounds, yet several had severe internal injuries|skull damage and chest fractures.

The coroner stated that the force required to cause such injuries was \comparable

to that of a car crash". Several witnesses reported seeing glowing orange orbs in

the sky that night, though it is unclear whether this information is connected to the

incident or not.
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Expert Account 1:

\The evidence points to weapons testing, speci�cally parachute mines. These

detonate mid-air, creating pressure waves that cause severe internal injuries without

external wounds|exactly the trauma documented in three bodies. This region was

used for military exercises, and the date of the incident coincides with a period of

intensive weapons development in that area. The hikers unfortunately positioned

themselves in a test zone. The \glowing orange orbs" reported by multiple witnesses

weren't natural|they were military ordnance. Hearing explosions, it's likely that

the hikers 
ed in terror, explaining the lack of proper clothing and the fact they

cut the tent to escape. Unfortunately for them, by moving away from the tent the

group stumbled further into the testing zone, where they were killed by a parachute

mine, explaining their injuries".

Expert Account 2:

\The evidence points to natural causes. The hikers made a critical error by

camping on an exposed slope. That night, heavy snowfall created an accumulation

that pressed on the tent, producing cracking sounds. For experienced mountaineers,

these sounds signal imminent avalanche danger. They cut themselves out from

inside the tent to avoid triggering a slide, evacuating downhill to safety. The orderly

footprints con�rm they followed procedure. By moving o� the slope the hikers

probably prevented the avalanche, but unfortunately, the hasty evacuation meant

they left their equipment behind, and in the dark, they stumbled into the ravine.

This caused the severe internal injuries observed, and ultimately killed them".
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